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    Changelog

All notable changes to Squid Mesh will be documented in this file.
The format is based on Keep a Changelog and the project follows Semantic
Versioning.
[0.1.1] - 2026-06-02
Changed
	Polished README setup and positioning around the embedded runtime, host-owned
executor loops, and optional Bedrock-backed delivery.
	Clarified Bedrock queue, lease, heartbeat, retry, and dead-letter setup with
step-by-step examples.
	Moved Jido primitive boundary guidance into the Jido runtime architecture
guide and removed stale roadmap/refactor wording from architecture docs.
	Expanded production readiness guidance into a feature readiness map focused on
adoption planning, operational ownership, and rollout evidence.
	Linked storage adapter guidance directly to the storage strategy document.
	Split dense dynamic-work README guidance into visual and tabular reference
material.
	Excluded local Dialyzer PLT artifacts from the Hex package file list.

[0.1.0] - 2026-06-01
Breaking
	The concise runtime API is now canonical.

Added
	Runtime command signals, the Jido signal adapter, and signal-interpreter
routing for run controls.
	Durable command receipts and command history in run inspection, including
actor, metadata, idempotency, and occurrence details.
	Numeric transition conditions for workflow routing.
	Workflow definition version metadata on started runs and inspection surfaces.
	The safe action registry for executable runtime-authored workflow specs.
	Runtime-authored workflow start APIs through normalized specs, with safe action
registry boundaries and host-app example coverage.
	Durable child workflow runs and child-run graph links for parent/child
inspection.
	Saga compensation callbacks and compensation recovery metadata for failure
recovery inspection.
	Public dynamic work recording, dynamic work inspection metadata, executable
dynamic work scheduling, and validation for dynamic work actions.
	Dynamic work preview APIs, preview overlays, and graph overlays for visual
workflow tooling.
	Visual editor spec round trips, editor spec action-key validation, and editor
draft diffing.
	Actor-scoped read visibility, node redaction, and comprehensive actor
visibility documentation.
	Deferred continuation runtime semantics and regression coverage for deferred
continuation lifecycle behavior.
	Executor-owned journal heartbeats for long-running claimed attempts.
	SLA deadline contracts for workflow steps, including persisted deadline
metadata, due-soon and escalation timestamps, read-model summaries, graph
inspection output, explanations, and host-app example coverage.
	Bedrock host-app integration coverage for queue delivery, leases, heartbeats,
retries, cron delivery, and SLA metadata.

Changed
	Install snippets now reference 0.1.0.
	Public status wording now describes the supported 0.1.x journal runtime
instead of using the previous evaluation-only warning.
	README setup guidance now distinguishes the built-in journal runtime from
optional external queue/leasing backends such as Bedrock.
	Host leasing and Bedrock setup docs now describe the executor, queue, lease,
heartbeat, retry, and dead-letter boundaries more explicitly.
	The README, first-run path, workflow examples, and core docs were tightened
around current journal runtime usage.
	Getting Started Livebook dependency setup no longer pins Squid Mesh to a local
prerelease dependency.
	The storage adapter contract and Jido primitive/signal boundaries are now
documented explicitly.

Fixed
	Retry scheduling tolerates invalid deadline metadata by omitting inspection-only
retry deadline data instead of crashing the executor failure path.
	Cron window signal identity and runtime signal validation edges have dedicated
regression coverage.

[0.1.0-beta.3] - 2026-05-25
Changed
	README community links now live in a dedicated Community section instead of
the status badge row.
	Install snippets now reference 0.1.0-beta.3.

[0.1.0-beta.2] - 2026-05-25
Added
	UI-friendly graph inspection map serialization through
SquidMesh.Runs.GraphInspection.to_map/1, including documented node and edge
shapes for dashboards, CLIs, and visual workflow tools.
	Reference workflow documentation for approval, recovery, dependency, saga,
and scheduled workflow examples in the minimal host app.
	Getting Started and Workflow Authoring Livebooks that execute against the
journal runtime and show visible attempts, scheduled wakeups, graph output,
manual approval state, normalized specs, dependency joins, and nested input
mappings.
	Discord notification workflow regression coverage for multiline message
payloads.

Changed
	Documentation is reorganized around reader intent, with clearer README entry
points, a structured docs home, grouped ExDoc extras, updated observability
guidance, and Mermaid architecture diagrams.
	Getting-started and workflow-authoring examples now keep a consistent fantasy
workflow thread while demonstrating the current DSL and runtime inspection
APIs.
	Dependency versions were refreshed for Jido, Req, and ExDoc within the
existing supported constraints.

Fixed
	Discord notification payloads now send real multiline content instead of
literal escaped newline sequences.
	Documentation snippets that inspect, cancel, replay, explain, or graph runs
now consistently use the current run_id field.

[0.1.0-beta.1] - 2026-05-24
Added
	Opt-in journal executor runtime through SquidMesh.execute_next/1, including
durable :run_queued dispatch markers, journal-backed attempt execution,
dependency progression, retry scheduling, stale-definition fencing through
SquidMesh.Workflow.Definition.fingerprint/1, and Journal.* runtime
modules under SquidMesh.Runtime.Journal.
	Durable dispatch-agent claim lifecycle APIs through DispatchAgent.claim_next/4,
DispatchAgent.heartbeat/6, DispatchAgent.complete/7, and
DispatchAgent.fail/7, including optimistic dispatch-thread fencing,
claim-token validation, post-append attempt projection returns, retry
scheduling, and expired lease redelivery support for the Jido-native runtime
path.
	Durable workflow-agent result application through WorkflowAgent.apply_result/4,
including optimistic run-thread fencing, idempotent duplicate application, and
rejection of non-completed, wrong-run, terminal-run, and unplanned dispatch
results before writing.
	Restart recovery for completed dispatch results through
WorkflowAgent.apply_pending_results/4, allowing rebuilt workflow and
dispatch agents to durably apply results after a lost live wakeup.
	Restart recovery for planned runnables through
WorkflowAgent.schedule_pending_dispatches/4 and
DispatchAgent.schedule_attempts/5, allowing rebuilt agents to append missing
dispatch intents after a crash between workflow planning and dispatch
scheduling.
	Restart recovery coordination through AgentRecovery.recover/4, which
rebuilds workflow and dispatch agents and drains missing dispatch intents
before completed dispatch result application.

[0.1.0-alpha.7] - 2026-05-15
Added
	Pluggable executor boundary for step execution, delayed scheduling,
redelivery, and cron activation.
	Native SquidMesh.Step modules with raw Jido.Action support retained as an
explicit interop path.
	Durable dispatch protocol documentation and runtime projection invariants for
dispatch-oriented state.
	Runic workflow planner boundary for workflow graph and mapping facts.
	Jido storage journal boundary, durable rebuild fences, and rebuildable
runtime agent checkpoints.
	Positioning guide and expanded README usage guidance for embedded workflow
runtime adoption.

Changed
	Example workflows now use native Squid Mesh steps instead of raw actions by
default.
	README and host app setup snippets now reference 0.1.0-beta.1.
	Dependency join explanations and workflow-centric examples were tightened for
clearer operator and authoring guidance.

Fixed
	Planner input/output mappings now align with workflow mappings.
	Dispatch projection validation now preserves explicit nil fields and hardens
projection invariants.
	Journal replay decoding and agent replay recovery now handle malformed or
stale persisted data more defensively.

Notes
	This is the first beta release. Runtime agents, journal-backed projections,
and dispatch protocol boundaries are now the supported contract and should be
evaluated with host-app smoke coverage before broader use.

[0.1.0-alpha.6] - 2026-05-13
Added
	Saga compensation callbacks with compensate: SomeAction, executed in
reverse completion order after downstream terminal failure with persisted
recovery history.
	Failure-route recovery markers with recovery: :compensation | :undo on
error transitions, plus :compensation_routed and :undo_routed audit
events.

	Local repo transaction groups for custom steps through transaction: :repo,
wrapping the step action in the configured repo transaction.
	Minimal host app examples and smoke coverage for saga checkout, gateway
credit compensation routing, and local ledger transaction commit/rollback.

Changed
	Workflow authoring, operations, README, and host app documentation now
distinguish saga rollback, same-step failure routing, undo, and local repo
transaction boundaries.
	Runtime failure and compensation paths now preserve more recovery metadata
for inspection and explainability.

Fixed
	Hardened compensation outcome handling and terminal target serialization for
failure recovery routes.
	Nested exception structs in step error details no longer crash error
normalization.

Notes
	This remains an alpha release. transaction: :repo is a local host repo
boundary only; it is not a distributed transaction across durable workflow
progress, Oban dispatch, external systems, or compensation callbacks.

[0.1.0-alpha.5] - 2026-05-11
Added
	Step recovery markers with irreversible: true and compensatable: false
for workflows that perform side effects which cannot be safely replayed by
default.
	Persisted recovery policy on step runs, exposed through run inspection,
declared step state, and run explanations.
	Replay safety checks that block SquidMesh.replay_run/2 after completed
irreversible or non-compensatable steps unless the caller passes
allow_irreversible: true.
	Exported formatter rules for Squid Mesh workflow DSL calls, plus host app
setup guidance for importing them.

Changed
	Workflow examples and documentation now use the exported DSL formatter style
without unnecessary parentheses.
	The minimal host app marks its notification step as non-compensatable.

Fixed
	Recovery marker validation no longer emits a misleading conflict error for
non-boolean marker values.
	Persisted recovery policy normalization now preserves the invariant that
irreversible steps are non-compensatable.
	Replay approval requires allow_irreversible: true exactly; other truthy
values no longer bypass the unsafe replay guard.

Notes
	This remains an alpha release. Existing alpha host apps that already installed
earlier Squid Mesh migrations should reinstall from the current schema or
apply an equivalent local migration before writing new step runs.

[0.1.0-alpha.4] - 2026-05-10
Added
	Run explanation diagnostics through SquidMesh.explain_run/2, including
current reason, valid next actions, and supporting evidence for host app
dashboards or CLIs.
	Multiple workflow triggers per workflow, with any mix of manual and cron
entrypoints and per-trigger payload validation.
	Minimal host app documentation and smoke coverage for a workflow that can be
started manually or by cron.

Changed
	mix squid_mesh.install now installs one fresh current-schema Squid Mesh
migration instead of copying the historical split migration set.

Fixed
	Public run APIs now return structured :invalid_run_id errors for malformed
run IDs.

Notes
	This release intentionally does not provide a compatibility path for older
split Squid Mesh migrations. Existing evaluation apps should reinstall from
the current schema while the project remains in alpha.

[0.1.0-alpha.3] - 2026-05-07
Added
	Human-in-the-loop workflow support with paused runs and
SquidMesh.unblock_run/2.
	Approval workflow primitives with approval_step/2,
SquidMesh.approve_run/3, and SquidMesh.reject_run/3.
	Manual audit history for pause, resume, approval, and rejection actions when
inspecting runs with include_history: true.
	Operations documentation for idempotent side-effect design and stale running
step recovery.

Changed
	Paused and approval runs now persist their resume targets and output mapping,
so existing paused runs keep the same resume behavior across restarts and
deploys.
	Runtime recovery paths now preserve queued step state more carefully during
duplicate delivery, cancellation, retry, and dispatch-failure scenarios.
	Stale running step reclaim is opt-in. By default, a duplicate or redelivered
job skips an already running step instead of starting another attempt after a
timeout.
	README and guide language now focuses on setup, runtime behavior, and
operational boundaries.

Fixed
	Invalid execution: configuration now returns structured config errors
instead of raising during config load.
	Runtime telemetry is emitted after the related durable state commits in
progression paths that update run or step state.

Notes
	This remains an alpha release. Steps that call external systems should use
application-owned idempotency keys or another duplicate-safety strategy.

[0.1.0-alpha.2] - 2026-05-04
Added
	Dependency-based workflow steps with after: [...], including durable
scheduling of ready steps and dependency-aware host app examples.
	Explicit error routing for transition workflows with transition(..., on: :error, to: ...) after retries are exhausted.
	Explicit step input: [...] selection and output: :key namespacing for
clearer data flow between workflow steps.
	Graph-aware inspection with a public steps view alongside chronological
step_runs when inspect_run(..., include_history: true) is enabled.

Changed
	Refactored runtime execution into clearer prepare, execute, and apply phases
without changing the public workflow DSL.
	Hardened dependency-mode concurrency, step claiming, retry progression, and
terminal-run dispatch behavior across parallel branch execution.
	Expanded host app smoke and integration coverage to exercise dependency
workflows, mapped step I/O, and nonlinear inspection paths end to end.

Notes
	This is still an alpha release. The runtime is stronger for evaluation and
internal integration work, but the production-readiness bar remains unchanged.

[0.1.0-alpha.1] - 2026-04-28
Added
	Declarative workflow DSL with manual and cron triggers, payload contracts,
built-in steps, transitions, and step-level retry/backoff configuration.
	Durable runtime built on Postgres and Oban, including replay, cancellation,
cron activation, run inspection, and step/attempt history.
	Tool adapter boundary with an HTTP adapter and runtime observability hooks.
	Example host app with smoke, resilience, and bounded soak verification paths.
	Compatibility, operations, and production-readiness documentation.

Changed
	Clarified the runtime boundary between Squid Mesh, Oban, Jido, and host
applications across the README and docs.
	Disabled Jido's internal action retries at the Squid Mesh boundary so one
workflow attempt maps to one persisted step attempt.

Notes
	This is an alpha release. The runtime is suitable for evaluation, local
development, and internal integration work, but it is not yet positioned as
production-ready.



  

    Contributing

Thanks for contributing to Squid Mesh.
Development Setup
Requirements:
	Elixir ~> 1.17
	Erlang/OTP compatible with the current CI matrix
	Postgres

Clone the repository and install dependencies:
mix deps.get

Prepare the example host app:
cd examples/minimal_host_app
mix deps.get
mix ecto.create
mix ecto.migrate

Local Verification
Run the root test suite:
mix test
mix format --check-formatted

Run the example host app test suite:
cd examples/minimal_host_app
mix test
MIX_ENV=test mix example.smoke

The example host app is part of the development harness. Changes that affect
runtime behavior should keep that smoke path green.
Workflow For Changes
	Start from main.
	Create a short-lived branch for one focused slice.
	Keep commits small and intentional.
	Add or update tests with the change.
	Run the verification steps before opening a pull request.

Pull Requests
Pull requests should:
	describe the net change
	explain why the change is needed
	stay focused on one reviewable slice
	reference the issues they close when applicable

Documentation
Documentation changes are welcome and should keep these sources aligned:
	README.md
	docs/
	example host app guides
	module docs for public or operationally important modules

Questions And Discussion
If you are unsure about a change, open an issue or draft pull request first so
the direction can be aligned before implementation gets large.


  

    Code of Conduct

Our Pledge
We as contributors and maintainers pledge to make participation in the Squid
Mesh project a harassment-free experience for everyone, regardless of age, body
size, visible or invisible disability, ethnicity, sex characteristics, gender
identity and expression, level of experience, education, socioeconomic status,
nationality, personal appearance, race, religion, or sexual identity and
orientation.
Our Standards
Examples of behavior that contributes to a positive environment include:
	showing empathy and respect
	giving and receiving constructive feedback
	focusing on the product and the technical work
	acting in ways that support a welcoming community

Examples of unacceptable behavior include:
	harassment, discrimination, or intimidation
	trolling, insulting, or derogatory comments
	publishing private information without permission
	other conduct that would be inappropriate in a professional setting

Enforcement Responsibilities
Project maintainers are responsible for clarifying and enforcing this code of
conduct and may remove, edit, or reject comments, commits, code, issues, and
other contributions that are not aligned with it.
Scope
This code of conduct applies within project spaces and in public spaces when an
individual is representing the project or its community.
Reporting
Report unacceptable behavior to the project maintainers through the repository's
issue tracker or pull request moderation channels.
Enforcement
Maintainers may take any action they deem appropriate in response to behavior
that violates this code of conduct, including warning the offender, temporary
or permanent bans from project spaces, or rejecting contributions.
Attribution
This code of conduct is adapted from the Contributor Covenant, version 2.1.


  

    LICENSE


                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For control purposes, an entity is
      controlled by another if the other entity has the power, direct or
      indirect, to cause the direction or management of such entity,
      whether by contract or otherwise, or ownership of fifty percent
      (50%) or more of the outstanding shares, or beneficial ownership
      of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Support. While redistributing the Work or
      Derivative Works thereof, You may choose to offer, and charge a fee
      for, acceptance of support, warranty, indemnity, or other liability
      obligations and/or rights consistent with this License. However, in
      accepting such obligations, You may act only on Your own behalf and
      on Your sole responsibility, not on behalf of any other Contributor,
      and only if You agree to indemnify, defend, and hold each Contributor
      harmless for any liability incurred by, or claims asserted against,
      such Contributor by reason of your accepting any such warranty or
      additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright 2026 Cristiano Carvalho

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.



  

    Squid Mesh Documentation

Squid Mesh is an embedded durable workflow runtime for Elixir applications. The
docs are organized by how readers usually arrive: first learning the model,
then installing it in a host app, then authoring workflows, operating them, and
finally reading internals when contributing to the runtime.
Start Here
New to Squid Mesh:
	Getting started - learn the model, install the
runtime, start a run, drain work, inspect state, and add reliability.
	Getting started Livebook - run a small workflow
interactively and inspect the output.
	Reference workflows - see realistic approval,
recovery, dependency, saga, and scheduled workflows in the example host app.
	Positioning - understand where Squid Mesh sits relative to
Jido, Runic, Spark, job queues, Reactor, and workflow services.

Learn By Doing
Livebooks are best for concepts that benefit from running code and inspecting
the resulting workflow state.
	Getting started Livebook - first workflow, visible
attempts, scheduled wakeups, graph inspection, explanation output, and manual
approval.
	Workflow authoring Livebook - DSL structure,
normalized workflow specs, dependency joins, input mappings, execution, and
graph output.

Guides
Use these when building or embedding Squid Mesh in an application.
	Host app integration - installation,
configuration, worker loops, cron payloads, Phoenix/OTP host shapes, and
optional Bedrock-backed leases.
	Workflow authoring - DSL syntax, payloads, triggers,
steps, transitions, retries, waits, dependencies, mapping, compensation, and
current boundaries.
	Operations - retries, idempotency, replay, local
transactions, leases, waits, cron activation, and production concerns.
	Observability - durable read-model surfaces,
field-selection and redaction guidance, operator explanations, graph output,
host-owned telemetry, and logs.
	Actor Visibility - actor-scoped visibility patterns,
redaction policies, multi-tenant access control, and security best practices.

Reference
Use these as stable contracts when implementing host integrations or tooling.
	Graph inspection contract - node and edge map shapes
for dashboards and visual workflow tools.
	Storage strategy - journal storage adapter guarantees,
the current Postgres-compatible Ecto path, and future backend storage
expectations.
	Reference workflows - executable product examples
backed by the minimal host app.
	Tool adapters - normalized result and error shape for
external tool wrappers.
	Supported baseline - supported Elixir, OTP, Jido, Ecto,
Postgres, and adapter expectations.
	Production readiness - current readiness bar and
verification entry points.

Example Apps
Use the example apps when you want an executable host boundary rather than a
small notebook.
	Minimal host app - standalone
recovery, approvals, cron, local transactions, replay, smoke, resilience, and
soak coverage.
	Bedrock minimal host app -
Bedrock-backed delivery, leases, delayed visibility, retry requeue,
dead-letter handling, and cron payload mapping.

Internals
These pages are for contributors, adapter authors, and advanced users who need
to reason about runtime durability.
	Architecture - high-level components, responsibilities,
execution flow, and recovery boundary.
	Jido runtime architecture - journal runtime,
agents, projections, dispatch, leases, failure handling, and Jido primitive
boundaries.
	Storage strategy - storage-adapter boundary,
production guarantees, and Bedrock storage direction.
	Durable dispatch protocol - journal threads,
commit order, claims, leases, heartbeats, retries, manual boundaries, and
terminal fencing.

AI Agent Usage Rules
Package-style rules help coding agents use and modify Squid Mesh without
guessing the runtime boundaries.
	Usage rules
	Runtime rules
	Host app rules
	Workflow authoring rules
	Testing rules
	Documentation rules
	Tooling rules
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Squid Mesh is an embedded durable workflow runtime for Elixir applications.
Define workflow modules, persist runs in your application database, and execute
visible work from host-owned workers with SquidMesh.execute_next/1.
{:ok, run} =
  SquidMesh.start(MyApp.Workflows.Checkout, :manual, %{order_id: "order_123"})

{:ok, _snapshot} = SquidMesh.execute_next(owner_id: "checkout-worker-1")
Squid Mesh stores workflow state, step attempts, retries, approvals,
transitions, audit events, and recovery history in the host application's
database. It does not run as a separate service, broker, or orchestration
cluster.
The host application keeps its supervision tree, deployment model, repository,
schedulers, queue backend, and operator surfaces. Squid Mesh owns workflow
progression, transition routing, retry semantics, pause and approval handling,
replay and recovery policy, durable execution history, and graph inspection.
Queue delivery, worker supervision, and backend leasing remain host-owned
concerns. Storage portability is defined by the journal storage adapter
contract; the production relational implementation uses a Postgres-compatible
Ecto adapter. See the
storage strategy
for adapter guarantees.
Adoption status
Squid Mesh provides a supported 0.1.x journal runtime for embedded host-app
workflows.
Treat production rollout as an application-owned integration: run the host-app
smoke and resilience checks, review the operational boundaries, and adopt the
queue/leasing strategy that matches your deployment. See
Production Readiness for the current baseline.

Start Here
The fastest way to start is the guided Livebook. It demonstrates creating a
workflow, starting a durable run, executing work, and inspecting the result.
[image: Run in Livebook]
	Goal	Resource
	Find the right guide	Documentation guide
	Run a guided interactive example	Getting Started Livebook
	Integrate Squid Mesh into an existing application	Getting Started guide
	Review a complete working example	Minimal host app
	Add backend-owned delivery and leases	Bedrock minimal host app

The written guide covers installation, workflow creation, execution, run
inspection, retries, manual gates, cron triggers, and Bedrock-backed leases.
Getting Started
Documentation and examples:
	Reference	Description
	Getting Started	Setup and first workflow run
	Workflow Authoring	Triggers, steps, transitions, retries, and compensation
	Host App Integration	Phoenix and OTP integration
	Reference Workflows	Approval, recovery, saga, and cron examples
	Minimal Host App	Executable example application
	Bedrock Minimal Host App	Backend-owned delivery with leases and retry requeue
	Architecture	Runtime flow and component boundaries

Installation
Add Squid Mesh to your dependencies:
defp deps do
  [
    {:squid_mesh, "~> 0.1.0"}
  ]
end
Configure the repo and default queue:
config :squid_mesh,
  repo: MiddleEarth.Repo,
  queue: "default"
Install and run the migration:
mix deps.get
mix squid_mesh.install
mix ecto.migrate

To keep workflow modules formatted consistently as DSL-style declarations,
import Squid Mesh formatter rules in .formatter.exs:
[
  import_deps: [:squid_mesh],
  inputs: ["{mix,.formatter}.exs", "{config,lib,test}/**/*.{ex,exs}"]
]
Finally, start one host-owned executor loop. The loop is not a separate Squid
Mesh service; it is just a supervised process in your application that asks
Squid Mesh for the next visible workflow attempt.
This example uses a GenServer because it is a small OTP shape for scheduling
the next drain. A queue worker, cron process, or existing host scheduler can
own the same SquidMesh.execute_next/1 call. Hosts can use Bedrock, Oban, a
custom queue, or any other executor they already operate:
defmodule MyApp.SquidMeshWorker do
  use GenServer

  def start_link(opts \\ []) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def init(opts) do
    owner_id = Keyword.get(opts, :owner_id, "my-app-squid-mesh")
    {:ok, %{owner_id: owner_id}, {:continue, :drain}}
  end

  def handle_continue(:drain, state), do: {:noreply, drain_once(state)}
  def handle_info(:drain, state), do: {:noreply, drain_once(state)}

  defp drain_once(state) do
    interval =
      case SquidMesh.execute_next(owner_id: state.owner_id) do
        {:ok, :none} -> 100
        {:ok, _snapshot} -> 0
        {:error, _reason} -> 1_000
      end

    Process.send_after(self(), :drain, interval)
    state
  end
end
Add capacity limits, metrics, shutdown policy, and placement rules around the
same SquidMesh.execute_next/1 boundary. See
Host App Integration for the full host shape.
Optional: Bedrock Job Runner And Leases
Use Bedrock when the host application needs backend-owned delivery, delayed
visibility, job leases, heartbeat/lease extension, retry requeue, and recovery.
Keep workflow modules backend-neutral; Bedrock belongs behind host adapter
modules.
If the supervised worker loop above can call SquidMesh.execute_next/1 often
enough for your workload, start there. Add Bedrock only when the host needs a
durable job backend for payload delivery, delayed visibility, worker leases,
and redelivery after worker or node failure.
1. Configure Squid Mesh
Point Squid Mesh at the host repo. Use the same queue your host payload worker
passes to SquidMesh.execute_next/1:
config :squid_mesh,
  repo: MyApp.Repo,
  queue: "tenant_a"
2. Configure Payload Delivery
Keep the delivery adapter in the host app. It maps Squid Mesh cron activations
or drain requests into Bedrock jobs:
config :my_app, MyApp.SquidMeshDeliveryAdapter,
  queue_id: "tenant_a",
  topic: "squid_mesh:payload"
3. Start The Host Runtime
Start the repo, Bedrock cluster, and Bedrock queue under the host supervision
tree:
children = [
  MyApp.Repo,
  {MyApp.BedrockCluster, []},
  {MyApp.JobQueue, concurrency: 5, batch_size: 10}
]

Supervisor.start_link(children, strategy: :one_for_one, name: MyApp.Supervisor)
4. Add A Delivery Adapter
The adapter owns Bedrock job enqueueing. Workflow modules should not know
Bedrock exists:
defmodule MyApp.SquidMeshDeliveryAdapter do
  alias SquidMesh.Executor.Payload

  def enqueue_cron(_config, workflow, trigger, opts) do
    payload =
      Payload.cron(
        workflow,
        trigger,
        Keyword.take(opts, [:signal_id, :intended_window])
      )

    MyApp.JobQueue.insert(%{
      topic: "squid_mesh:payload",
      queue_id: "tenant_a",
      payload: payload,
      scheduled_in: opts[:schedule_in]
    })
  end
end
5. Add A Host Payload Worker
Bedrock leases a payload job and invokes the host callback. From there, the
code is host-owned: perform/2 delivers the Squid Mesh payload, then this
example runs a bounded drain loop while the Bedrock job lease is held.
The loop comes from the host callback, not from Bedrock. A host can call
SquidMesh.execute_next/1 once per job instead; bounded draining is just a
capacity choice for this example:
flowchart LR
  Bedrock["Bedrock leases payload job"] --> Callback["Host perform/2 callback"]
  Callback --> Payload["Runner.perform(payload)"]
  Callback --> Choice{"Host drain choice"}
  Choice --> Once["execute_next/1 once"]
  Choice --> Loop["bounded execute_next/1 loop"]
  Once --> Journal["Squid Mesh journal"]
  Loop --> Journal
defmodule MyApp.Jobs.SquidMeshPayload do
  use Bedrock.JobQueue.Job,
    topic: "squid_mesh:payload",
    max_retries: 3,
    priority: 100

  alias SquidMesh.Runtime.Runner

  def perform(payload, _meta) when is_map(payload) do
    case Runner.perform(payload) do
      :ok -> drain_journal_attempts("tenant_a", 0)
      {:ok, _snapshot} -> drain_journal_attempts("tenant_a", 0)
      {:error, reason} -> {:error, reason}
    end
  end

  defp drain_journal_attempts(_queue, 50) do
    {:error, :journal_drain_limit_exceeded}
  end

  defp drain_journal_attempts(queue, count) do
    case SquidMesh.execute_next(
           queue: queue,
           owner_id: "my-app-bedrock-worker",
           heartbeat_interval_ms: 10_000
         ) do
      {:ok, :none} -> :ok
      {:ok, _snapshot} -> drain_journal_attempts(queue, count + 1)
      {:error, reason} -> {:error, reason}
    end
  end
end
6. Configure Both Lease Layers
The Bedrock lease protects job delivery. The Squid Mesh heartbeat protects the
workflow attempt claimed by execute_next/1:
config :my_app, MyApp.Jobs.SquidMeshPayload,
  journal_heartbeat_interval_ms: 10_000,
  max_journal_attempts: 50
Do not enqueue one Bedrock job per workflow step, and do not model workflow
step retries as Bedrock job retries. A normal step failure, retry, or terminal
run is durable Squid Mesh state returned by SquidMesh.execute_next/1.
Treat {:ok, snapshot} from execute_next/1 as successful host-worker
progress even when the snapshot describes a failed workflow run. Return
{:error, reason} to Bedrock only when payload delivery or the host drain
itself failed and should be redelivered.
For the concrete setup, see
Bedrock Lease Backend Setup
and the
Bedrock Minimal Host App.
Workflows
Workflows are Elixir modules. A trigger declares the entrypoint and validates
the payload before the run is persisted.
Steps declare their inputs, outputs, retry policy, and compensation behavior.
Transitions wire them together.
This workflow demonstrates manual gates, approval flows, conditional routing,
retries, saga compensation, and irreversible steps:
defmodule MiddleEarth.Workflows.RingErrand do
  use SquidMesh.Workflow

  workflow do
    trigger :leave_shire do
      manual()

      payload do
        field :bearer, :string, default: "Frodo"
        field :ring_id, :string
        field :route_preference, :string, default: "moria"
      end
    end

    step :pack_provisions, Hobbiton.Steps.PackProvisions,
      output: :provisions

    step :hide_at_prancing_pony, :pause

    approval_step :council_vote,
      output: :council,
      deadline: [within: 300_000, due_soon: 60_000, escalation: :operator_action]

    step :choose_path, Rivendell.Steps.ChoosePath,
      input: [bearer: [:bearer], decision: [:council, :decision]],
      output: :route

    step :cross_moria, Fellowship.Steps.CrossMoria,
      input: [:bearer, :provisions, :route],
      retry: [max_attempts: 3, backoff: [type: :exponential]],
      deadline: [within: 30_000, due_soon: 5_000, escalation: :diagnostic]

    step :reserve_eagle, Eagles.Steps.ReserveRide,
      compensate: Eagles.Steps.CancelRide

    step :toss_ring, Mordor.Steps.TossRing,
      irreversible: true

    transition :pack_provisions, on: :ok, to: :hide_at_prancing_pony
    transition :hide_at_prancing_pony, on: :ok, to: :council_vote
    transition :council_vote, on: :ok, to: :choose_path
    transition :choose_path, on: :ok, to: :cross_moria
    transition :cross_moria, on: :ok, to: :reserve_eagle
    transition :cross_moria, on: :error, to: :complete, recovery: :undo
    transition :reserve_eagle, on: :ok, to: :toss_ring
    transition :toss_ring, on: :ok, to: :complete
  end
end
Steps and approvals can declare diagnostic deadlines with deadline: [...].
Squid Mesh persists the due timestamps in runnable and manual-control facts and
surfaces evaluated states such as :on_time, :due_soon, :overdue, and
:escalated through list_runs/2, inspect_run/2,
inspect_run_graph/2, and explain_run/2. Alert delivery, paging, and
operator escalation remain host-owned; the runtime only records durable
deadline evidence and safe next actions.
Cron-triggered workflows use scheduling declarations:
defmodule Gondor.Workflows.BeaconWatch do
  use SquidMesh.Workflow

  workflow do
    trigger :nightly_beacon_check do
      cron "0 21 * * *", timezone: "Etc/UTC"

      payload do
        field :beacon_count, :integer, default: 7
      end
    end

    step :inspect_hilltops, Gondor.Steps.InspectHilltops,
      retry: [max_attempts: 3]

    step :light_beacon, Gondor.Steps.LightBeacon,
      compensate: Gondor.Steps.ExtinguishBeacon

    transition :inspect_hilltops, on: :ok, to: :light_beacon
    transition :light_beacon, on: :ok, to: :complete
  end
end
Dependency-based workflows use after: [...] for parallel execution:
defmodule Gondor.Workflows.ParallelAttack do
  use SquidMesh.Workflow

  workflow do
    trigger :start do
      manual()
    end

    step :march_to_gate, Gondor.Steps.MarchToGate
    step :rally_rohan, Rohan.Steps.RallyArmy
    step :distract_sauron, Fellowship.Steps.DistractEnemy

    step :declare_victory, Gondor.Steps.DeclareVictory,
      after: [:march_to_gate, :rally_rohan, :distract_sauron]
  end
end
Running Workflows
Start a workflow run:
{:ok, run} =
  SquidMesh.start(
    MiddleEarth.Workflows.RingErrand,
    :leave_shire,
    %{ring_id: "one-ring"}
  )
Inspect a run with full history:
SquidMesh.inspect_run(run.run_id, include_history: true)
Get an operator-facing explanation:
{:ok, explanation} = SquidMesh.explain_run(run.run_id)
explanation.reason #=> :waiting_for_retry
explanation.evidence.command_counts #=> %{"start_run" => 1, "cancel_run" => 2}
The explain_run/2 function summarizes the current state, valid next actions, and supporting evidence for dashboards and operational tooling.
Approvals and Manual Gates
Pause steps and approval steps block progression until explicitly resolved:
# Resume a paused step
SquidMesh.resume(run.run_id, %{actor: "strider", reason: "ready to proceed"})

# Approve or reject an approval gate
SquidMesh.approve(run.run_id, %{actor: "elrond", note: "approved"})
SquidMesh.reject(run.run_id, %{actor: "elrond", note: "rejected"})
For idempotent command delivery, use explicit runtime signals:
alias SquidMesh.Runtime.Signal

{:ok, signal} =
  Signal.approve_run(run.run_id, %{actor: "elrond", note: "approved"},
    idempotency_key: "approval-#{run.run_id}"
  )

{:ok, approved_run} = SquidMesh.apply_signal(signal)
Reusing an idempotency key returns the existing result without creating duplicate command receipts. Approval steps persist their resolved targets and output metadata, surviving deploys and restarts.
Compensation and Recovery
Workflow authors can mark completed side effects as compensatable so operators
and host tools can see the rollback contract when later work fails:
step :borrow_rope, Lothlorien.Steps.BorrowRope,
  compensate: Lothlorien.Steps.ReturnRope

step :reserve_eagle, Eagles.Steps.ReserveRide,
  compensate: Eagles.Steps.CancelRide

step :cross_moria, Fellowship.Steps.CrossMoria,
  retry: [max_attempts: 3]
A failed :cross_moria exposes the completed compensatable steps and their
declared callbacks through inspect_run/2, inspect_run_graph/2, and
explain_run/2. The callback metadata is persisted with each runnable so
dashboards can show rollback availability even if the workflow module changes.
For side effects that cannot be reversed, mark steps as irreversible: true or compensatable: false. Squid Mesh exposes these boundaries during inspection and blocks replay by default after irreversible execution.
Child Workflows
Steps can spawn child workflow runs for dynamic work expansion:
defmodule Hobbiton.Steps.SendInvites do
  use SquidMesh.Step, name: :send_invites

  @impl true
  def run(%{party_id: party_id, guests: guests}, %SquidMesh.Step.Context{} = context) do
    children =
      for guest <- guests do
        {:ok, child} =
          SquidMesh.start_child_run(
            context,
            Hobbiton.Workflows.DeliverInvite,
            %{party_id: party_id, guest_id: guest.id},
            child_key: "invite_#{guest.id}"
          )

        child.run_id
      end

    {:ok, %{child_run_ids: children}}
  end
end
Each child run has independent inspection, retry, replay, and cancellation. Repeating the same child_key returns the existing child instead of creating duplicates.
Inspectable Dynamic Work
Host code can preview, record, or schedule bounded dynamic work for an active
run. Preview is read-only, record persists inspection metadata, and schedule
persists the same dynamic-work fact while planning executable runnable intents:
registry = %{"digest.deliver" => MyApp.Steps.DeliverDigest}

{:ok, preview} =
  SquidMesh.preview_dynamic_work(
    run.run_id,
    %{
      dynamic_key: "subscription_digest_fanout",
      origin: %{
        runnable_key: "run_123:schedule_digest:1",
        step: "schedule_digest",
        attempt: 1
      },
      reason: :runtime_fanout,
      nodes: [
        %{id: "deliver_digest:chat_1", action: "digest.deliver"}
      ]
    },
    action_registry: registry
  )

preview.origin_node_id
preview.added_node_ids
preview.added_edge_ids
preview.recordable?
preview.graph.nodes
After previewing, choose one durable write path. Use record_dynamic_work/3
when the dynamic structure should be inspectable only:
{:ok, snapshot} =
  SquidMesh.record_dynamic_work(
    run.run_id,
    %{
      dynamic_key: "subscription_digest_fanout",
      origin: %{
        runnable_key: "run_123:schedule_digest:1",
        step: "schedule_digest",
        attempt: 1
      },
      reason: :runtime_fanout,
      nodes: [
        %{id: "deliver_digest:chat_1", action: "digest.deliver"}
      ]
    },
    action_registry: registry
  )
Use schedule_dynamic_work/3 instead when the dynamic nodes should execute:
{:ok, snapshot} =
  SquidMesh.schedule_dynamic_work(
    run.run_id,
    %{
      dynamic_key: "subscription_digest_fanout",
      origin: %{
        runnable_key: "run_123:schedule_digest:1",
        step: "schedule_digest",
        attempt: 1
      },
      reason: :runtime_fanout,
      nodes: [
        %{
          id: "deliver_digest:chat_1",
          action: "digest.deliver",
          input: %{subscription_id: "sub_123"}
        }
      ]
    },
    action_registry: registry
  )
Think of dynamic work as a late graph patch attached to an already-applied
runnable. The three public calls all validate the same proposal; they differ in
how much of that proposal becomes durable.
	Call	Journal write	Runnable work	Best fit
	preview_dynamic_work/3	None	None	Show the proposed graph change before committing it
	record_dynamic_work/3	Inspection fact	None	Make generated structure visible to operators and dashboards
	schedule_dynamic_work/3	Inspection fact and runnable intents	Yes	Add executable dynamic nodes to the run

flowchart LR
  Origin[Applied origin runnable] --> Proposal[Dynamic work proposal]
  Proposal --> Preview[preview_dynamic_work/3]
  Proposal --> Record[record_dynamic_work/3]
  Proposal --> Schedule[schedule_dynamic_work/3]
  Preview --> Overlay[Graph overlay]
  Record --> Fact[Durable inspection fact]
  Schedule --> Fact
  Schedule --> Intents[Runnable intents]
  Intents --> Executor[execute_next/1]
Every proposal is checked against the current run snapshot:
	Rule	Why it matters
	Stable dynamic_key, node ids, and optional edge ids	Prevents duplicate or drifting graph patches
	Origin metadata with runnable key, step, and attempt	Ties the patch to the work that produced it
	Applied origin runnable for scheduling	Prevents executable work from appearing before its producer finished
	:action_registry for scheduling	Keeps executable action keys behind a host-owned allowlist
	Terminal run rejection	Keeps completed runs closed to new work

Preview returns normalized dynamic work plus a graph overlay. Visual editors get
stable metadata from that overlay: producer node id, added node ids, added edge
ids, whether recording would append a durable fact, and warnings such as
duplicate dynamic work.
Recording and scheduling are alternatives, not a promotion flow. Recording
stores only the inspection fact. Scheduling stores that fact and the runnable
intents in one run-thread write; the normal execute_next/1 path then claims,
executes, retries, applies, and inspects the dynamic attempts.
Executable dynamic nodes must use approved action keys and may include an
input map for the attempt. They can opt into persisted retry with
retry: [max_attempts: n]. Dynamic edges are graph-inspection metadata for now;
scheduled dynamic nodes are queued as independent runnable intents.
Dynamic steps are replay-unsafe by default and require manual review before
irreversible replay. Scheduling an already-recorded node with the same id is
rejected by duplicate-node validation.
inspect_run_graph/2 also exposes dynamic_work_overlays so dashboards and
visual editors can show producer nodes, added node ids, and added edge ids
without reconstructing them from raw dynamic-work records.
Long-Running Steps
Workers can ask the journal executor to renew the active claim while a step is
running:
SquidMesh.execute_next(
  owner_id: "billing-worker-1",
  lease_for: 30,
  heartbeat_interval_ms: 10_000
)
The executor keeps raw claim tokens internal. Durable heartbeat entries store
only the claim-token hash and are fenced by the same claim id and token used for
completion or failure. The minimum heartbeat interval is 50ms; production
workers should choose a much larger interval relative to lease_for.
Runtime-Authored Specs
Host-owned editors or databases can activate validated workflow specs without
runtime code generation. Use stable action keys, resolve them through an
allowlist, then start the resolved spec through the public API:
registry = %{"digest.record_delivery" => MyApp.Steps.RecordDigestDelivery}

:ok = SquidMesh.Workflow.validate_spec(spec, action_registry: registry)

{:ok, run} =
  SquidMesh.start_spec(spec, :manual_digest, payload,
    action_registry: registry
  )
Squid Mesh persists the resolved definition with the run so workers and
inspect_run_graph/2 can inspect and execute it later. Replay for
runtime-authored spec runs is intentionally rejected until that lifecycle is
supported.
Visual-editor JSON can use the same host-owned action allowlist before a draft
graph with top-level action keys is accepted:
:ok = SquidMesh.Workflow.EditorSpec.validate_map(editor_map, action_registry: registry)
{:ok, graph} = SquidMesh.Workflow.EditorSpec.preview_graph(editor_map, action_registry: registry)
{:ok, diff} = SquidMesh.Workflow.EditorSpec.diff(source_spec, editor_map, action_registry: registry)
These editor APIs still validate, preview, and compare data only. Starting a
runtime-authored run remains the separate start_spec/3 or start_spec/4
boundary.
Cancellation, Replay, and Listing
{:ok, running_runs} = SquidMesh.list_runs(status: :running)
{:ok, _} = SquidMesh.cancel(run.run_id)
{:ok, _} = SquidMesh.replay(run.run_id)

# Replay past irreversible steps requires an explicit override
{:ok, _} = SquidMesh.replay(run.run_id, allow_irreversible: true)
Graph Inspection
Inspect the workflow graph with execution state:
{:ok, graph} = SquidMesh.inspect_run_graph(run.run_id)

graph
|> SquidMesh.Runs.GraphInspection.to_map()
|> Map.take([:status, :current_node_ids, :nodes, :edges])
The graph includes nodes, edges, and the selected transition path for conditional routing.
Nested workflow starts stay as separate runs; parent graph maps include
child_links so dashboards and visual editors can render subflow links without
treating child workflows as inline executable nodes.
Node Visibility and Redaction
Graph nodes can include host-domain inputs, outputs, errors, manual metadata,
and dynamic-work metadata. By default, inspect_run_graph/2 omits detailed
payload fields; request include_history: true only for trusted operator
surfaces.
Before exposing graph payloads outside a trusted boundary, apply a host-owned
visibility policy:
{:ok, graph} = SquidMesh.inspect_run_graph(run.run_id, include_history: true)

{:ok, visible_graph} =
  SquidMesh.ReadModel.Visibility.redact(graph, current_actor, MyApp.VisibilityPolicy)
External/operator views preserve node ids, status, current state, recovery
availability, dynamic-work shape, and safe edge topology while removing node
payloads, errors, attempt details, command history, and sensitive metadata.
Actor Visibility
Squid Mesh provides built-in support for actor-scoped visibility to safely expose workflow data to different users. The runtime tracks actor information in manual actions and provides flexible redaction policies:
# Define a visibility policy
defmodule MyApp.VisibilityPolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  def visibility_scope(actor, _view) do
    cond do
      actor.role == "admin" -> :auditor     # Full access
      actor.role == "support" -> :operator  # Operational details
      true -> :external                     # Minimal information
    end
  end
end

# Apply redaction at API boundaries
{:ok, snapshot} = SquidMesh.inspect(run_id)
safe_view = SquidMesh.ReadModel.Visibility.redact(snapshot, current_user, MyApp.VisibilityPolicy)
The three standard scopes provide appropriate data access:
	:external - High-level status only, all sensitive data redacted
	:operator - Includes operational metrics and debugging information
	:auditor - Complete unredacted access for privileged users

See the Actor Visibility Guide for comprehensive documentation on implementing multi-tenant access patterns, role-based visibility, and security best practices.
Optional Dashboard
SquidSonar is the optional read-only Phoenix LiveView dashboard for Squid Mesh. Mount it inside a Phoenix host application to inspect recent runs, filter by status, search runtime metadata, and view run detail pages with diagnosis, history counts, last error information, and workflow graph visualization.
Contributing
Please review the existing runtime model and workflow semantics before proposing substantial changes. Contributions are most welcome in: runtime reliability, workflow ergonomics, inspection tooling, recovery semantics, documentation improvements, backend integrations, and executable examples.
	Contributing Guide
	Code of Conduct
	Elixir Forum discussion thread
	GitHub Issues
	Squid Mesh channel on the Jido Discord

License
Copyright 2024, released under the Apache 2.0 License.


  

    Getting Started

This guide covers the essential workflow authoring and integration concepts. It introduces runtime, reliability, and operations features incrementally.
Learn with Livebook
The fastest way to start is the interactive Livebook. It demonstrates workflow creation, step modules, run inspection, and approval flows.
[image: Run in Livebook]

For production integration, follow the steps below. They introduce retries, manual gates, cron, child runs, and Bedrock leases after establishing the base execution loop.
Mental Model
Squid Mesh has three boundaries:
	Workflow definition - a compiled Elixir module that declares triggers,
payload fields, steps, transitions, retries, waits, approvals, and recovery
markers.
	Journal runtime - the Jido-native runtime that records run, dispatch,
attempt, manual-control, and terminal facts in durable storage.
	Host execution - supervised host processes that call
SquidMesh.execute_next/1, plus optional schedulers or lease-capable
backends such as Bedrock.

The workflow definition says what should happen. The journal says what did
happen and what is ready next. Host workers provide capacity; they do not own
workflow state.
1. Install The Runtime
Start with the smallest embedded setup:
config :squid_mesh,
  repo: MyApp.Repo,
  queue: "default"
Install and run the migration:
mix squid_mesh.install
mix ecto.migrate

This creates a Jido-backed journal store in the host repo. Production stores must provide ordered per-thread appends, optimistic conflict detection, and durable checkpoint reads.
Read next: Host app integration.
2. Write A Small Workflow
Workflow authors should think in business steps, not agents or jobs:
defmodule MiddleEarth.Workflows.RingErrand do
  use SquidMesh.Workflow

  workflow do
    trigger :leave_shire do
      manual()

      payload do
        field :bearer, :string, default: "Frodo"
        field :ring_id, :string
      end
    end

    step :pack_lembas, Hobbiton.Steps.PackLembas
    step :cross_moria, Fellowship.Steps.CrossMoria,
      retry: [max_attempts: 3]
    step :reach_mordor, Mordor.Steps.ReachMordor

    transition :pack_lembas, on: :ok, to: :cross_moria
    transition :cross_moria, on: :ok, to: :reach_mordor
    transition :reach_mordor, on: :ok, to: :complete
  end
end
Prefer use SquidMesh.Step for custom step modules. Raw Jido.Action modules
remain available for interop, but the Squid Mesh step contract keeps workflow
code easier to read.
Read next: Workflow authoring, or run the
workflow-authoring Livebook for an interactive
dependency and input-mapping walkthrough.
3. Start And Drain A Run
Manual triggers start through the public API:
{:ok, run} =
  SquidMesh.start(
    MiddleEarth.Workflows.RingErrand,
    :leave_shire,
    %{ring_id: "one-ring"}
  )
Inspection keeps explicit names such as inspect_run/2 and
inspect_run_graph/2 rather than adding an inspect/2 alias.
Public start, replay, and control helpers use concise names: start/3,
resume/3, approve/3, reject/3, cancel/2, and replay/2.
SquidMesh.Runtime.Signal constructors keep run-suffixed names because those
names describe persisted command intent.
Workers drain journal attempts:
SquidMesh.execute_next(owner_id: "worker-1")
Wrap this call in a supervised worker loop. Start simple: call execute_next/1, back off when it returns {:ok, :none}, then add metrics and capacity controls as needed.
Read next: Host app integration.
4. Start Child Runs When Work Expands
When a native step discovers runtime work that should have its own durable
history, start a child workflow from that step's SquidMesh.Step.Context:
defmodule Hobbiton.Steps.SendPartyInvites do
  use SquidMesh.Step, name: :send_party_invites

  @impl true
  def run(%{party_id: party_id, guests: guests}, %SquidMesh.Step.Context{} = context) do
    children =
      for guest <- guests do
        {:ok, child} =
          SquidMesh.start_child_run(
            context,
            Hobbiton.Workflows.DeliverInvite,
            %{party_id: party_id, guest_id: guest.id},
            child_key: "invite_#{guest.id}",
            metadata: %{guest_id: guest.id}
          )

        child.run_id
      end

    {:ok, %{invite_run_ids: children}}
  end
end
Each child is a normal journal run with its own inspection, retry, replay, and
cancellation boundary. The child_key makes the start idempotent for the
parent run and parent step, so step retries do not create duplicate children.
Read next: Workflow authoring.
5. Inspect What Happened
Every run should be explainable from durable facts:
{:ok, run} = SquidMesh.inspect_run(run.run_id, include_history: true)
{:ok, explanation} = SquidMesh.explain_run(run.run_id)
Use list APIs for dashboard indexes and inspection APIs for details:
{:ok, runs} = SquidMesh.list_runs([])
{:ok, graph} = SquidMesh.inspect_run_graph(run.run_id)
This is the surface SquidSonar and other tooling should build on: list runs by
workflow or globally, then fetch one run's graph, history, and explanation by
id.
Read next: Architecture and
Jido runtime architecture.
6. Add Reliability Deliberately
Retries, waits, and recovery routes are workflow semantics, not job-backend
accidents.
Use retries for recoverable steps:
step :cross_moria, Fellowship.Steps.CrossMoria,
  retry: [max_attempts: 5, backoff: [type: :exponential, min: 1_000, max: 30_000]]
Use waits for workflow-scale delays:
step :wait_for_gandalf, :wait, duration: 30_000
Use recovery markers when an error path has a business meaning:
transition :cross_moria,
  on: :error,
  to: :walk_home_awkwardly,
  recovery: :compensation
Keep external side effects idempotent. Squid Mesh can fence stale workflow
mutations, but it cannot make a payment provider, email API, or webhook exactly
once.
Read next: Operations.
7. Add Human Boundaries
Manual steps are durable workflow state:
approval_step :wait_for_council, output: :approval

transition :wait_for_council, on: :ok, to: :cross_moria
transition :wait_for_council, on: :error, to: :walk_home_awkwardly
Operators resolve them through public APIs:
SquidMesh.approve(run_id, %{actor: "ops_123", comment: "verified"})
SquidMesh.reject(run_id, %{actor: "ops_123", comment: "fraud risk"})
Inspection history keeps pause, approval, rejection, and resume facts visible
with the rest of the run history.
8. Add Cron Only When Needed
Cron triggers declare schedule intent in the workflow, but the host app owns
the recurring scheduler:
trigger :daily_digest do
  cron "0 9 * * 1-5", timezone: "Etc/UTC", idempotency: :return_existing_run
end
The scheduler should deliver a SquidMesh.Executor.Payload.cron/3 payload to
SquidMesh.Runtime.Runner.perform/2. Step and compensation payloads are not
part of the journal-backed runtime contract.
For idempotent cron starts, pass a stable signal_id or a complete
intended_window so duplicate scheduler delivery returns or skips the existing
run instead of starting a second one.
9. Use Bedrock For Backend-Owned Leases
The core runtime stays backend-neutral. A basic host can run a worker loop that
calls execute_next/1; a larger host can use a durable backend for delivery
and lease ownership.
Bedrock is the recommended reference backend today because the example app
already covers durable queueing, delayed visibility, claims, heartbeats,
completion, retry, and dead-letter behavior. That path is useful when multiple
workers or nodes may compete for work and the host wants backend-owned lease
semantics around the Squid Mesh journal.
Read next: Bedrock setup
and the Bedrock minimal host app.
Common Gotchas
	Gotcha	What to do
	Treating Squid Mesh like only a job queue	Model business lifecycle in workflow steps, transitions, retries, waits, and manual boundaries.
	Depending on external exactly-once behavior	Use idempotency keys, natural keys, or domain duplicate checks in side-effecting steps.
	Hiding decisions in step internals	Put branches, manual gates, retries, and recovery routes in the workflow where inspection can explain them.
	Using long waits as general timers	Use waits for workflow-scale delays; use host scheduling when the whole run should start later.
	Letting delivery code own workflow rules	Keep delivery and job boundaries thin; call host-owned modules that wrap Squid Mesh public APIs.
	Assuming every database is a good journal store	Keep the adapter boundary database-agnostic, but require ordered appends, conflict detection, and durable checkpoint reads for production.

Where To Go Next
	New host app setup: Host app integration
	Workflow syntax and examples: Workflow authoring
	Interactive workflow authoring:
Workflow authoring Livebook
	Executable product examples: Reference workflows
	Runtime internals: Jido runtime architecture
	Journal protocol details: Durable dispatch protocol
	Operating guidance: Operations
	Telemetry and logs: Observability
	Current release bar: Production readiness



  

    Getting Started With Squid Mesh

This Livebook introduces the core Squid Mesh model through a small workflow you
can run without creating a Phoenix app or a Postgres database.
The examples use ETS-backed journal storage to keep setup light. Real host apps
should use the Ecto/Postgres journal storage described in the host app
integration guide.
Install
Mix.install([
  {:squid_mesh, git: "https://github.com/dark-trench/squid_mesh.git"}
])
Runtime Setup
Squid Mesh normally reads runtime configuration from the host application. In
this notebook, we configure it directly and use an ETS table for durable facts
inside the current Livebook session.
storage = {Jido.Storage.ETS, table: :squid_mesh_getting_started_livebook}

# This placeholder satisfies the library config contract for the notebook.
# A real host app should configure its actual Ecto repo instead.
defmodule SquidMeshLivebook.Repo do
end

Application.put_env(:squid_mesh, :repo, SquidMeshLivebook.Repo)
Application.put_env(:squid_mesh, :runtime, :journal)
Application.put_env(:squid_mesh, :read_model, :read_model)
Application.put_env(:squid_mesh, :journal_storage, storage)
Application.put_env(:squid_mesh, :queue, "livebook")

opts = [
  runtime: :journal,
  journal_storage: storage,
  queue: "livebook"
]

defmodule SquidMeshLivebook.Output do
  def attempt(attempt) do
    Map.take(attempt, [
      :step,
      :status,
      :attempt_number,
      :visible_at,
      :wakeup_emitted?,
      :applied?
    ])
  end

  def runnable(runnable) do
    Map.take(runnable, [:runnable_key, :key, :step, :status, :visible_at])
  end

  def node(node), do: Map.take(node, [:id, :status, :current?])

  def edge(edge) do
    Map.take(edge, [:id, :from, :to, :type, :status, :selected?, :pending?])
  end
end
Define Steps
Workflow steps do the domain work. The common authoring path is
use SquidMesh.Step; raw Jido.Action modules are only needed for explicit
interop.
defmodule SquidMeshLivebook.PackLembas do
  use SquidMesh.Step,
    name: :pack_lembas,
    description: "Packs provisions for the errand",
    input_schema: [
      ring_id: [type: :string, required: true]
    ],
    output_schema: [
      provisions: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{ring_id: ring_id}, %SquidMesh.Step.Context{}) do
    {:ok,
     %{
       provisions: %{
         ring_id: ring_id,
         lembas_count: 11,
         packed_by: "Sam"
       }
     }}
  end
end

defmodule SquidMeshLivebook.CrossMoria do
  use SquidMesh.Step,
    name: :cross_moria,
    description: "Crosses Moria with the packed provisions",
    input_schema: [
      provisions: [type: :map, required: true]
    ],
    output_schema: [
      moria: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{provisions: provisions}, %SquidMesh.Step.Context{run_id: run_id}) do
    {:ok,
     %{
       moria: %{
         run_id: run_id,
         ring_id: provisions.ring_id,
         status: "crossed",
         lembas_left: provisions.lembas_count - 3
       }
     }}
  end
end
Define A Workflow
A workflow declares the trigger, payload, steps, and transitions. The workflow
definition says what should happen; the journal records what did happen.
defmodule SquidMeshLivebook.RingErrandWorkflow do
  use SquidMesh.Workflow

  workflow do
    trigger :leave_shire do
      manual()

      payload do
        field :ring_id, :string
      end
    end

    step :pack_lembas, SquidMeshLivebook.PackLembas
    step :cross_moria, SquidMeshLivebook.CrossMoria

    transition :pack_lembas, on: :ok, to: :cross_moria
    transition :cross_moria, on: :ok, to: :complete
  end
end
Inspect The Workflow Spec
The DSL compiles into a normalized workflow spec. This is the data shape that
tooling can inspect without parsing the module source. It is also the contract
visual editors and runtime-authored workflows will build on.
{:ok, spec} = SquidMesh.Workflow.to_spec(SquidMeshLivebook.RingErrandWorkflow)

%{
  workflow: spec.workflow,
  triggers: Enum.map(spec.triggers, &Map.take(&1, [:name, :type, :payload])),
  payload: spec.payload,
  steps: Enum.map(spec.steps, &Map.take(&1, [:name, :module, :opts])),
  transitions: spec.transitions,
  entry_steps: spec.entry_steps
}
triggers describe how a run can start. payload is the external input
contract. steps are executable workflow nodes. transitions describe durable
progression from one step outcome to the next node or to :complete.
For deeper authoring rules, see Workflow Authoring.
Start A Run
Manual triggers start through the public API. This workflow has one trigger, so
start/3 uses it as the default trigger.
{:ok, run} =
  SquidMesh.start(
    SquidMeshLivebook.RingErrandWorkflow,
    %{ring_id: "one-ring"},
    opts
  )

%{
  run_id: run.run_id,
  status: run.status,
  reason: run.reason,
  planned_runnables: run.planned_runnables,
  visible_attempts: Enum.map(run.visible_attempts, &SquidMeshLivebook.Output.attempt/1),
  scheduled_attempts: run.scheduled_attempts,
  next_visible_at: run.next_visible_at
}
The first snapshot already has one visible attempt: pack_lembas. Visible
attempts are work the host can claim now. Scheduled attempts are work that
exists but should not be claimed until next_visible_at.
Execute Visible Work
Workers provide capacity by calling SquidMesh.execute_next/1. Each call claims
one visible journal attempt, runs the step, records the result, and makes the
next attempt visible when the workflow should continue.
A run is the whole workflow instance. An attempt is one executable unit of work
inside that run, such as the visible :pack_lembas or :cross_moria step.
worker_opts = Keyword.put(opts, :owner_id, "livebook-worker")

{:ok, first_step} = SquidMesh.execute_next(worker_opts)
{:ok, completed_run} = SquidMesh.execute_next(worker_opts)
{:ok, no_more_work} = SquidMesh.execute_next(worker_opts)

%{
  first_step_status: first_step.status,
  first_step_reason: first_step.reason,
  visible_after_first_step: Enum.map(first_step.visible_attempts, &SquidMeshLivebook.Output.attempt/1),
  applied_after_first_step: first_step.applied_runnable_keys,
  completed_status: completed_run.status,
  completed_reason: completed_run.reason,
  completed_attempts: Enum.map(completed_run.attempts, &SquidMeshLivebook.Output.attempt/1),
  no_more_work: no_more_work
}
After the first call, the pack_lembas attempt has been applied and the
cross_moria attempt becomes visible. After the second call, the run is
terminal. The third call returns :none because this queue has no visible work
left.
Start A Child Workflow
Steps can start child workflow runs when a larger workflow needs durable
fan-out. Child starts require an explicit child_key; calling the same child
start again from a retried parent step returns the same child run instead of
creating a duplicate.
This example keeps the parent and child on different queues so you can see that
the parent retry completes before the child is drained.
defmodule SquidMeshLivebook.DeliverInvite do
  use SquidMesh.Step,
    name: :deliver_invite,
    description: "Delivers an invite from a child workflow",
    input_schema: [
      party_id: [type: :string, required: true],
      guest_id: [type: :string, required: true],
      fail_child_once: [type: :boolean, required: false]
    ],
    output_schema: [
      invite_delivery: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{party_id: party_id, guest_id: guest_id} = input, %SquidMesh.Step.Context{
        attempt: attempt
      }) do
    if Map.get(input, :fail_child_once, false) and attempt == 1 do
      {:retry, %{message: "retry child delivery"}}
    else
      {:ok, %{invite_delivery: %{party_id: party_id, guest_id: guest_id, status: "delivered"}}}
    end
  end
end

defmodule SquidMeshLivebook.InviteDeliveryWorkflow do
  use SquidMesh.Workflow

  workflow do
    trigger :deliver_invite do
      manual()

      payload do
        field :party_id, :string
        field :guest_id, :string
        field :fail_child_once, :boolean, default: false
      end
    end

    step :deliver_invite, SquidMeshLivebook.DeliverInvite, retry: [max_attempts: 2]

    transition :deliver_invite, on: :ok, to: :complete
  end
end

defmodule SquidMeshLivebook.StartInviteChild do
  use SquidMesh.Step,
    name: :start_invite_child,
    description: "Starts a child invite workflow",
    input_schema: [
      party_id: [type: :string, required: true],
      guest_id: [type: :string, required: true],
      child_queue: [type: :string, required: true],
      fail_after_child_start: [type: :boolean, required: false],
      fail_child_once: [type: :boolean, required: false]
    ],
    output_schema: [
      invite_child: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(
        %{party_id: party_id, guest_id: guest_id, child_queue: child_queue} = input,
        %SquidMesh.Step.Context{attempt: attempt} = context
      ) do
    child_key = "invite_#{guest_id}"

    with {:ok, child_run} <-
           SquidMesh.start_child_run(
             context,
             SquidMeshLivebook.InviteDeliveryWorkflow,
             %{
               party_id: party_id,
               guest_id: guest_id,
               fail_child_once: Map.get(input, :fail_child_once, false)
             },
             child_key: child_key,
             metadata: %{guest_id: guest_id},
             queue: child_queue
           ) do
      if Map.get(input, :fail_after_child_start, false) and attempt == 1 do
        {:retry, %{message: "retry after child start"}}
      else
        {:ok,
         %{
           invite_child: %{
             run_id: child_run.run_id,
             child_key: child_key,
             queue: child_queue,
             reused_after_retry?: attempt > 1
           }
         }}
      end
    else
      {:error, reason} ->
        {:error, reason}
    end
  end
end
defmodule SquidMeshLivebook.NestedInviteWorkflow do
  use SquidMesh.Workflow

  workflow do
    trigger :nested_invite do
      manual()

      payload do
        field :party_id, :string
        field :guest_id, :string
        field :child_queue, :string
        field :fail_after_child_start, :boolean, default: true
        field :fail_child_once, :boolean, default: true
      end
    end

    step :start_invite_child, SquidMeshLivebook.StartInviteChild, retry: [max_attempts: 2]

    transition :start_invite_child, on: :ok, to: :complete
  end
end
child_queue = "livebook-child"

{:ok, nested_parent} =
  SquidMesh.start(
    SquidMeshLivebook.NestedInviteWorkflow,
    %{
      party_id: "shire-party",
      guest_id: "frodo",
      child_queue: child_queue,
      fail_after_child_start: true,
      fail_child_once: true
    },
    opts
  )

{:ok, parent_retrying} = SquidMesh.execute_next(worker_opts)
{:ok, parent_completed} = SquidMesh.execute_next(worker_opts)

[%{child_run_id: child_run_id}] = parent_completed.child_runs
{:ok, nested_graph} = SquidMesh.inspect_run_graph(nested_parent.run_id, opts)
nested_graph_payload = SquidMesh.Runs.GraphInspection.to_map(nested_graph)

{:ok, child_retrying} =
  SquidMesh.execute_next(Keyword.merge(worker_opts, queue: child_queue))

{:ok, child_completed} =
  SquidMesh.execute_next(Keyword.merge(worker_opts, queue: child_queue))

%{
  parent_attempts: Enum.map(parent_completed.attempts, &SquidMeshLivebook.Output.attempt/1),
  parent_child_runs: parent_completed.child_runs,
  parent_child_links: nested_graph_payload.child_links,
  parent_context: parent_completed.context.invite_child,
  child_before_drain: child_run_id,
  child_retrying_attempts: Enum.map(child_retrying.attempts, &SquidMeshLivebook.Output.attempt/1),
  child_completed_attempts: Enum.map(child_completed.attempts, &SquidMeshLivebook.Output.attempt/1),
  child_parent_link: child_completed.parent_run
}
The parent attempted start_invite_child twice, but child_runs contains one
child because the second parent attempt reused the original child_key. The
child also retried once before completing, and its parent_run points back to
the parent step that created it. Graph inspection also exposes child_links so
UIs can render the parent-to-child subflow without treating the child workflow
as an inline node.
Inspect The Run
Inspection reads durable journal facts. Use it for dashboards, support tools,
and operator-facing detail pages.
{:ok, inspected} =
  SquidMesh.inspect_run(
    run.run_id,
    Keyword.merge(opts, include_history: true)
  )

%{
  status: inspected.status,
  reason: inspected.reason,
  context: inspected.context,
  planned_runnables: Enum.map(inspected.planned_runnables, &SquidMeshLivebook.Output.runnable/1),
  visible_attempts: Enum.map(inspected.visible_attempts, &SquidMeshLivebook.Output.attempt/1),
  scheduled_attempts: Enum.map(inspected.scheduled_attempts, &SquidMeshLivebook.Output.attempt/1),
  attempts: Enum.map(inspected.attempts, &SquidMeshLivebook.Output.attempt/1),
  next_visible_at: inspected.next_visible_at
}
context is the durable run context assembled from completed step outputs.
attempts is historical evidence. visible_attempts and scheduled_attempts
explain what can run now versus what needs a later wakeup.
Inspect The Graph
Graph inspection gives UI builders a node and edge view of the same run.
{:ok, graph} = SquidMesh.inspect_run_graph(run.run_id, opts)
graph_payload = SquidMesh.Runs.GraphInspection.to_map(graph)

%{
  source: graph.source,
  current_node_id: graph.current_node_id,
  nodes: Enum.map(graph_payload.nodes, &SquidMeshLivebook.Output.node/1),
  edges: Enum.map(graph_payload.edges, &SquidMeshLivebook.Output.edge/1),
  child_links: graph_payload.child_links
}
The graph contract is the shape a host UI can serialize after applying its own
authorization and redaction policy. See the
Graph Inspection Contract for the full node, edge, and
child-link shape.
Explain The State
Explanation condenses the run into a reason and diagnostics that are easier to
show to operators.
{:ok, explanation} = SquidMesh.explain_run(run.run_id, opts)

%{
  status: explanation.status,
  reason: explanation.reason,
  summary: explanation.summary,
  next_actions: explanation.next_actions,
  evidence: explanation.evidence
}
Use explanation output when a support or operator surface needs to answer "what
is the runtime waiting for?" without exposing raw journal entries.
See A Scheduled Wakeup
Wait steps turn workflow-scale delays into future-visible attempts. They are
useful when the workflow should continue later, while the journal remains the
source of truth.
defmodule SquidMeshLivebook.RecordGandalfArrival do
  use SquidMesh.Step,
    name: :record_gandalf_arrival,
    description: "Records that the delayed rendezvous became visible",
    input_schema: [
      ring_id: [type: :string, required: true]
    ],
    output_schema: [
      rendezvous: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{ring_id: ring_id}, %SquidMesh.Step.Context{}) do
    {:ok, %{rendezvous: %{ring_id: ring_id, status: "wizard arrived"}}}
  end
end

defmodule SquidMeshLivebook.GandalfRendezvousWorkflow do
  use SquidMesh.Workflow

  workflow do
    trigger :wait_for_wizard do
      manual()

      payload do
        field :ring_id, :string
      end
    end

    step :wait_for_gandalf, :wait, duration: 1_000
    step :record_gandalf_arrival, SquidMeshLivebook.RecordGandalfArrival

    transition :wait_for_gandalf, on: :ok, to: :record_gandalf_arrival
    transition :record_gandalf_arrival, on: :ok, to: :complete
  end
end

wakeup_time = DateTime.utc_now()
wakeup_opts = Keyword.merge(opts, queue: "livebook-wakeup", now: wakeup_time)
wakeup_worker_opts = Keyword.put(wakeup_opts, :owner_id, "livebook-worker")

{:ok, wakeup_run} =
  SquidMesh.start(
    SquidMeshLivebook.GandalfRendezvousWorkflow,
    %{ring_id: "one-ring"},
    wakeup_opts
  )

{:ok, scheduled_run} = SquidMesh.execute_next(wakeup_worker_opts)

%{
  run_id: wakeup_run.run_id,
  reason: scheduled_run.reason,
  visible_attempts: scheduled_run.visible_attempts,
  scheduled_attempts: Enum.map(scheduled_run.scheduled_attempts, &SquidMeshLivebook.Output.attempt/1),
  next_visible_at: scheduled_run.next_visible_at
}
The wait step completed, then Squid Mesh scheduled record_gandalf_arrival for later.
Until next_visible_at, workers should see no visible work for that queue.
{:ok, :none} = SquidMesh.execute_next(wakeup_worker_opts)

{:ok, completed_rendezvous} =
  SquidMesh.execute_next(Keyword.put(wakeup_worker_opts, :now, scheduled_run.next_visible_at))

%{
  status: completed_rendezvous.status,
  reason: completed_rendezvous.reason,
  attempts: Enum.map(completed_rendezvous.attempts, &SquidMeshLivebook.Output.attempt/1)
}
Add A Human Approval Boundary
Approval steps pause the workflow until an operator approves or rejects the run.
This is durable workflow state, not a transient process wait.
defmodule SquidMeshLivebook.RecordCouncilApproval do
  use SquidMesh.Step,
    name: :record_council_approval,
    description: "Records an approved errand",
    input_schema: [
      ring_id: [type: :string, required: true],
      approval: [type: :map, required: true]
    ],
    output_schema: [
      recorded: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{ring_id: ring_id, approval: approval}, %SquidMesh.Step.Context{}) do
    {:ok, %{recorded: %{ring_id: ring_id, decision: approval.decision}}}
  end
end

defmodule SquidMeshLivebook.RecordCouncilRejection do
  use SquidMesh.Step,
    name: :record_council_rejection,
    description: "Records a rejected errand",
    input_schema: [
      ring_id: [type: :string, required: true],
      approval: [type: :map, required: true]
    ],
    output_schema: [
      recorded: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{ring_id: ring_id, approval: approval}, %SquidMesh.Step.Context{}) do
    {:ok, %{recorded: %{ring_id: ring_id, decision: approval.decision}}}
  end
end

defmodule SquidMeshLivebook.CouncilApprovalWorkflow do
  use SquidMesh.Workflow

  workflow do
    trigger :council_review do
      manual()

      payload do
        field :ring_id, :string
      end
    end

    approval_step :wait_for_council, output: :approval
    step :record_council_approval, SquidMeshLivebook.RecordCouncilApproval
    step :record_council_rejection, SquidMeshLivebook.RecordCouncilRejection

    transition :wait_for_council, on: :ok, to: :record_council_approval
    transition :wait_for_council, on: :error, to: :record_council_rejection
    transition :record_council_approval, on: :ok, to: :complete
    transition :record_council_rejection, on: :ok, to: :complete
  end
end

approval_opts = Keyword.put(opts, :queue, "livebook-approval")
approval_worker_opts = Keyword.put(approval_opts, :owner_id, "livebook-worker")

{:ok, approval_run} =
  SquidMesh.start(
    SquidMeshLivebook.CouncilApprovalWorkflow,
    %{ring_id: "one-ring"},
    approval_opts
  )

{:ok, paused_run} = SquidMesh.execute_next(approval_worker_opts)

{:ok, paused_explanation} = SquidMesh.explain_run(approval_run.run_id, approval_opts)

{:ok, resumed_run} =
  SquidMesh.approve(
    approval_run.run_id,
    %{actor: "ops_123", comment: "looks good"},
    approval_opts
  )

{:ok, approved_run} = SquidMesh.execute_next(approval_worker_opts)

%{
  paused_status: paused_run.status,
  paused_reason: paused_run.reason,
  manual_state: paused_run.manual_state,
  paused_summary: paused_explanation.summary,
  paused_next_actions: paused_explanation.next_actions,
  resumed_status: resumed_run.status,
  visible_after_approval: Enum.map(resumed_run.visible_attempts, &SquidMeshLivebook.Output.attempt/1),
  completed_status: approved_run.status,
  manual_state_after_resume: resumed_run.manual_state
}
The paused snapshot exposes manual_state, so a host UI can render the
operator decision boundary. approve/3 records the decision and makes the
approval path visible. The next worker execution runs record_council_approval
and finishes the workflow.
What To Read Next
	Getting Started
	Workflow Authoring
	Reference Workflows
	Graph Inspection Contract
	Host App Integration
	Runtime Architecture



  

    Workflow Authoring

This Livebook focuses on the authoring surface: workflow DSL structure,
normalized workflow specs, dependency joins, input mappings, execution, and
graph inspection.
It uses in-memory ETS journal storage so you can run it without a host app.
Mix.install([
  {:squid_mesh, "~> 0.1.0"}
])
Runtime Setup
The runtime options below keep all durable facts inside this Livebook session.
storage = {Jido.Storage.ETS, table: :squid_mesh_workflow_authoring_livebook}

defmodule SquidMeshAuthoringLivebook.Repo do
end

Application.put_env(:squid_mesh, :repo, SquidMeshAuthoringLivebook.Repo)
Application.put_env(:squid_mesh, :queue, "workflow-authoring")

opts = [
  runtime: :journal,
  journal_storage: storage,
  queue: "workflow-authoring"
]

defmodule SquidMeshAuthoringLivebook.Output do
  def step(step), do: Map.take(step, [:name, :module, :opts])

  def attempt(attempt) do
    Map.take(attempt, [
      :step,
      :status,
      :attempt_number,
      :visible_at,
      :applied?,
      :wakeup_emitted?
    ])
  end

  def node(node), do: Map.take(node, [:id, :status, :current?])

  def edge(edge) do
    Map.take(edge, [:id, :from, :to, :type, :status, :selected?, :pending?])
  end
end
Define Step Modules
Prefer native SquidMesh.Step modules for application steps. The workflow DSL
stays readable, while each step keeps its own input and output contract.
defmodule SquidMeshAuthoringLivebook.ScoutWestRoad do
  use SquidMesh.Step,
    name: :scout_west_road,
    description: "Scouts the western road",
    input_schema: [
      bearer: [type: :string, required: true],
      west_mark: [type: :string, required: true],
      mountain_mark: [type: :string, required: true]
    ],
    output_schema: [
      west_road: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(
        %{bearer: bearer, west_mark: west_mark, mountain_mark: mountain_mark},
        %SquidMesh.Step.Context{}
      ) do
    {:ok,
     %{
       west_road: %{
         bearer: bearer,
         map_mark: west_mark,
         mountain_mark: mountain_mark,
         distance_leagues: 12,
         danger: "watched"
       }
     }}
  end
end

defmodule SquidMeshAuthoringLivebook.ScoutMountainPass do
  use SquidMesh.Step,
    name: :scout_mountain_pass,
    description: "Scouts the mountain pass",
    input_schema: [
      bearer: [type: :string, required: true],
      mark: [type: :string, required: true]
    ],
    output_schema: [
      mountain_pass: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(%{bearer: bearer, mark: mark}, %SquidMesh.Step.Context{}) do
    {:ok,
     %{
       mountain_pass: %{
         bearer: bearer,
         map_mark: mark,
         snow_depth: 3,
         danger: "storms"
       }
     }}
  end
end

defmodule SquidMeshAuthoringLivebook.ChooseRoute do
  use SquidMesh.Step,
    name: :choose_route,
    description: "Chooses a route from joined scouting reports",
    input_schema: [
      bearer: [type: :string, required: true],
      west_danger: [type: :string, required: true],
      west_distance_leagues: [type: :integer, required: true],
      mountain_danger: [type: :string, required: true],
      mountain_snow_depth: [type: :integer, required: true]
    ],
    output_schema: [
      route_plan: [type: :map, required: true]
    ]

  @impl SquidMesh.Step
  def run(input, %SquidMesh.Step.Context{}) do
    {:ok,
     %{
       route_plan: %{
         bearer: input.bearer,
         route: "moria",
         reason:
           "the western road is #{input.west_danger} and the pass has #{input.mountain_snow_depth} feet of snow",
         compared: %{
           west_distance_leagues: input.west_distance_leagues,
           west_danger: input.west_danger,
           mountain_danger: input.mountain_danger,
           mountain_snow_depth: input.mountain_snow_depth
         }
       }
     }}
  end
end
Define A Dependency Workflow
This workflow has one root step, one dependent scout, and one join step:
	:scout_west_road consumes the bearer and nested map marks from the payload
	:scout_mountain_pass waits for the western scout and consumes data from its
output
	:choose_route waits for both scouts and maps nested context into the
input shape it needs

defmodule SquidMeshAuthoringLivebook.RoutePlanningWorkflow do
  use SquidMesh.Workflow

  workflow do
    trigger :plan_errand do
      manual()

      payload do
        field :bearer, :string, default: "Frodo"
        field :map_marks, :map,
          default: %{west_road: "watched", mountain_pass: "snow"}
      end
    end

    step :scout_west_road, SquidMeshAuthoringLivebook.ScoutWestRoad,
      input: [
        bearer: [:bearer],
        west_mark: [:map_marks, :west_road],
        mountain_mark: [:map_marks, :mountain_pass]
      ]

    step :scout_mountain_pass, SquidMeshAuthoringLivebook.ScoutMountainPass,
      after: [:scout_west_road],
      input: [
        bearer: [:west_road, :bearer],
        mark: [:west_road, :mountain_mark]
      ]

    step :choose_route, SquidMeshAuthoringLivebook.ChooseRoute,
      after: [:scout_west_road, :scout_mountain_pass],
      input: [
        bearer: [:west_road, :bearer],
        west_danger: [:west_road, :danger],
        west_distance_leagues: [:west_road, :distance_leagues],
        mountain_danger: [:mountain_pass, :danger],
        mountain_snow_depth: [:mountain_pass, :snow_depth]
      ]
  end
end
Inspect The Normalized Spec
The DSL compiles into a normalized workflow spec. Tooling can inspect this shape
without parsing source code.
{:ok, spec} =
  SquidMesh.Workflow.to_spec(SquidMeshAuthoringLivebook.RoutePlanningWorkflow)

%{
  workflow: spec.workflow,
  triggers: Enum.map(spec.triggers, &Map.take(&1, [:name, :type, :payload])),
  payload: spec.payload,
  entry_steps: spec.entry_steps,
  steps: Enum.map(spec.steps, &SquidMeshAuthoringLivebook.Output.step/1),
  transitions: spec.transitions
}
Notice that dependency workflows do not need success transitions. entry_steps
shows the root step, and later work is declared with after: [...].
Visual-editor clients can use the JSON-safe editor projection when they need to
inspect or preview a draft workflow without starting it:
editor_map =
  spec
  |> SquidMesh.Workflow.EditorSpec.to_map()
  |> Jason.encode!()
  |> Jason.decode!()

:ok = SquidMesh.Workflow.EditorSpec.validate_map(editor_map)
{:ok, draft_graph} = SquidMesh.Workflow.EditorSpec.preview_graph(editor_map)
{:ok, draft_diff} = SquidMesh.Workflow.EditorSpec.diff(spec, editor_map)

Map.take(draft_graph, ["source", "status", "workflow"])
If the editor map uses runtime-authored top-level action keys, pass the host
registry to validate_map/2 and preview_graph/2 before accepting the draft
graph. Use diff/2 or diff/3 when a service needs to inspect what changed
between a source spec and an edited draft.
Start A Run
Manual triggers can start through SquidMesh.start/3 when the workflow has
one trigger.
{:ok, started} =
  SquidMesh.start(
    SquidMeshAuthoringLivebook.RoutePlanningWorkflow,
    %{
      bearer: "Frodo",
      map_marks: %{west_road: "watched", mountain_pass: "snow"}
    },
    opts
  )

%{
  run_id: started.run_id,
  status: started.status,
  reason: started.reason,
  visible_attempts: Enum.map(started.visible_attempts, &SquidMeshAuthoringLivebook.Output.attempt/1),
  planned_runnable_keys: started.planned_runnable_keys
}
The first snapshot has visible work for the root step. Later dependency steps
become visible only after their prerequisites complete.
Drain Visible Work
Each call to SquidMesh.execute_next/1 claims one visible attempt, executes the
step, records the result, and returns the updated snapshot.
worker_opts = Keyword.put(opts, :owner_id, "authoring-livebook-worker")

{:ok, first_scout} = SquidMesh.execute_next(worker_opts)
{:ok, second_scout} = SquidMesh.execute_next(worker_opts)
{:ok, completed} = SquidMesh.execute_next(worker_opts)
{:ok, :none} = SquidMesh.execute_next(worker_opts)

%{
  first_step: List.last(first_scout.applied_runnable_keys),
  second_step: List.last(second_scout.applied_runnable_keys),
  final_status: completed.status,
  final_reason: completed.reason,
  context: completed.context,
  attempts: Enum.map(completed.attempts, &SquidMeshAuthoringLivebook.Output.attempt/1)
}
The join step receives only the mapped values declared in the workflow. The
full run context remains durable and inspectable.
Inspect And Explain
Inspection answers what durable state exists. Explanation answers why the run is
in its current state and which action would make progress.
{:ok, inspected} = SquidMesh.inspect_run(started.run_id, opts)
{:ok, explanation} = SquidMesh.explain_run(started.run_id, opts)

%{
  inspected_status: inspected.status,
  inspected_context: inspected.context,
  explanation_reason: explanation.reason,
  explanation_summary: explanation.summary,
  explanation_evidence: explanation.evidence
}
Inspect The Graph
Graph inspection turns the same durable state into node and edge output for
host UIs.
{:ok, graph} = SquidMesh.inspect_run_graph(started.run_id, opts)
payload = SquidMesh.Runs.GraphInspection.to_map(graph)

%{
  status: payload.status,
  current_node_ids: payload.current_node_ids,
  nodes: Enum.map(payload.nodes, &SquidMeshAuthoringLivebook.Output.node/1),
  edges: Enum.map(payload.edges, &SquidMeshAuthoringLivebook.Output.edge/1),
  child_links: payload.child_links
}
For the complete node, edge, and child-link contract, see
Graph inspection contract.
Try Changing The Workflow
Useful edits to try:
	add a retry policy to :scout_mountain_pass
	add a second join step that depends on :choose_route
	remove one input mapping path and observe the structured validation failure
	switch to a transition-based workflow when the shape is a straight line

Read next:
	Workflow authoring
	Getting started
	Reference workflows
	Host app integration



  

    Observability

Squid Mesh is observable through durable runtime state first. Host applications
inspect the journal-backed read models, graph output, explanation diagnostics,
and their own worker logs or metrics.
Squid Mesh does not currently expose a public :telemetry event contract under
the [:squid_mesh, ...] prefix. Treat telemetry event names and metric labels
as host-app concerns until a dedicated runtime telemetry API exists.
Runtime State Surfaces
Use these public APIs as the stable observability boundary:
	SquidMesh.list_runs/2 - redacted run index rows for dashboards and queue
views.
	SquidMesh.inspect_run/2 - one run's durable state, including attempts,
visible work, scheduled work, expired claims, manual state, context, and
anomalies.
	SquidMesh.inspect_run_graph/2 - graph-oriented node and edge state for UI
builders.
	SquidMesh.explain_run/2 - operator-facing reason, details, evidence, and
next actions.

list_runs/2 intentionally stays narrow. It exposes lookup and status fields
without attempt inputs, outputs, errors, claim metadata, or idempotency keys.
Use inspect_run/2 only after selecting a specific run and applying the host
app's authorization rules.
Redaction And Field Selection
Treat Squid Mesh observability data as three tiers:
	Tier	Examples	Suggested use
	Index-safe	run_id, workflow, queue, status, terminal status, indexed time	Run lists, dashboards, queue counters.
	Operator detail	reason, visible/scheduled attempt counts, next visibility time, manual step, anomaly count	Support views and incident pages after authorization.
	Sensitive detail	run input, durable context, attempt input/output/error, idempotency keys, claim IDs, owner IDs, manual metadata	Privileged audit views only, with host redaction.

inspect_run/2 and inspect_run_graph/2 can expose host-domain data because
step inputs, outputs, errors, manual metadata, and durable context come from the
embedding application. Squid Mesh cannot know which fields are customer data,
provider responses, tokens, or internal notes. Apply an allow-list at the HTTP,
LiveView, CLI, or API boundary instead of serializing the full snapshot by
default.
SquidMesh.ReadModel.Visibility.redact/2 and
SquidMesh.ReadModel.Visibility.redact/3 provide the built-in projection
helper for that boundary. For comprehensive documentation on actor visibility
and redaction patterns, see the Actor Visibility Guide. The helper accepts an existing listing summary,
inspection snapshot, graph inspection, or explanation diagnostic plus a
host-owned actor. The two-arity form defaults to :external; the three-arity
form accepts a host policy. Policies may return :external, :operator, or
:auditor; auditor views preserve the full read model, while external and
operator views keep high-level runtime status and current/manual task shape
without payloads, command history, claim metadata, or attempt results.
The helper also applies conservative nested redaction to JSON-ready maps, which
is useful after calling SquidMesh.Runs.GraphInspection.to_map/1.
defmodule MyApp.SquidMeshVisibility do
  def visibility_scope(%{role: :auditor}, _view), do: :auditor
  def visibility_scope(%{role: :support}, _view), do: :operator
  def visibility_scope(_actor, _view), do: :external
end

{:ok, snapshot} = SquidMesh.inspect_run(run_id, include_history: true)

{:ok, visible_snapshot} =
  SquidMesh.ReadModel.Visibility.redact(
    snapshot,
    current_actor,
    MyApp.SquidMeshVisibility
  )
For example, an operator summary can keep runtime state while dropping step
payloads:
def operator_summary(snapshot) do
  manual_state = snapshot.manual_state || %{}

  %{
    run_id: snapshot.run_id,
    workflow: snapshot.workflow,
    queue: snapshot.queue,
    status: snapshot.status,
    reason: snapshot.reason,
    visible_attempt_count: length(snapshot.visible_attempts),
    scheduled_attempt_count: length(snapshot.scheduled_attempts),
    next_visible_at: snapshot.next_visible_at,
    manual_step: Map.get(manual_state, :step) || Map.get(manual_state, "step"),
    anomaly_count: length(snapshot.anomalies)
  }
end
For graph views, prefer inspect_run_graph/2 without include_history: true
unless the viewer needs input, output, error, manual-state, or attempt detail.
When history is enabled, redact each node's input, output, error,
manual_state, and attempts fields before exposing the payload outside a
trusted operator surface.
Use the same rule for metrics and logs: record counts, statuses, queues,
workflow names, and reason categories. Avoid user-provided payload fields,
provider responses, idempotency keys, claim identifiers, and raw errors as
labels or log fields.
What To Measure
The read model gives host apps enough durable state to derive useful operational
signals:
	Signal	Source	Why it matters
	Run counts by workflow, queue, and status	list_runs/2	Tracks volume, completion rate, and backlog shape.
	Visible attempt depth	inspect_run/2.visible_attempts	Shows work that workers can claim now.
	Scheduled attempt depth and next wakeup	scheduled_attempts, next_visible_at	Shows delayed retries, waits, and future-visible work.
	Claimed or expired attempts	attempts, expired_claims	Identifies workers that are busy, stalled, or recoverable.
	Pending dispatch/results	pending_dispatches, pending_results	Detects journal facts that need runtime reconciliation.
	Manual intervention count	manual_state and status :paused	Drives approval queues and operator SLAs.
	Deadline health	deadline, attempt deadline, node deadline	Shows on-time, due-soon, overdue, and escalated workflow work without exposing payloads.
	Terminal outcomes	terminal?, terminal_status	Tracks completed, failed, cancelled, and replayed work.
	Runtime anomalies	anomalies	Surfaces inconsistent or malformed durable facts.

For dashboards, start with list_runs/2, then inspect selected runs with
history only when the caller needs detailed attempts or audit evidence.
Deadline alerting belongs at the host boundary: use Squid Mesh's deadline state
as durable evidence, then route notifications or operator actions through the
host application's policy and authorization layer.
Operator Explanations
explain_run/2 is the highest-signal surface for support tooling. It condenses
the inspection snapshot into:
	reason - the runtime state category, such as :attempt_visible,
:attempt_scheduled_for_later, :manual_intervention_required,
:expired_claim, or :terminal.
	summary and details - a short explanation plus structured state.
	next_actions - safe host/operator actions, such as waiting for a worker,
resolving a manual step, recovering an expired claim, or inspecting a
terminal run.
	evidence - thread revisions, attempt counts, planned/applied runnable keys,
manual state, command history, duplicate command evidence, next visibility
time, and anomalies.

When command receipt facts are present, details.latest_command identifies the
latest runtime command that led to the current state. evidence.command_history
keeps the redacted command audit trail, evidence.command_counts summarizes
command types, and evidence.duplicate_commands makes at-least-once command
delivery visible without exposing raw Jido internals.
Use this for incident pages, CLI output, and support views where raw journal
facts would be too noisy.
Graph Output
inspect_run_graph/2 presents the same durable state as workflow nodes and
edges. It is useful when a host UI needs to show:
	current nodes
	completed, pending, retrying, failed, skipped, and paused nodes
	selected transition edges
	dependency edges and pending joins
	manual-state detail when history is included

For JSON or LiveView boundaries, call SquidMesh.Runs.GraphInspection.to_map/1
after applying the host app's authorization and redaction policy. See
Graph inspection contract for the stable map shape.
Logs
Squid Mesh emits application logs only for explicit built-in :log workflow
steps. It does not currently attach automatic logger metadata such as run_id,
workflow, step, or attempt to every runtime log.
If a host app needs correlated logs, wrap worker execution and host boundaries
with its own logger metadata:
Logger.metadata(queue: queue, worker: worker_id)
SquidMesh.execute_next(queue: queue, owner_id: worker_id)
For step-specific external calls, prefer logging at the host boundary or inside
native SquidMesh.Step modules, and avoid logging secrets, claim tokens,
payloads, or raw provider responses.
Host Telemetry
Host applications can still emit their own telemetry around Squid Mesh calls:
:telemetry.span(
  [:my_app, :squid_mesh, :execute_next],
  %{queue: queue, worker: worker_id},
  fn ->
    result = SquidMesh.execute_next(queue: queue, owner_id: worker_id)
    {result, %{result: elem(result, 0)}}
  end
)
Keep host telemetry labels low-cardinality. Good labels include queue, workflow,
status, and result category. Avoid run_id, claim tokens, idempotency keys,
raw errors, or user-provided payload fields as metric labels.
Related Reading
	Getting started shows the inspection and explanation
APIs in a small runnable workflow.
	Graph inspection contract documents the node and edge
payload for host UIs.
	Host app integration shows where host apps wrap
worker loops, inspection, and manual-control APIs.
	Operations covers production concerns such as retries,
waits, cancellation, and cron activation.



  

    Actor Visibility

Overview
Actor visibility in SquidMesh provides a host-controlled authorization boundary that allows deriving less-sensitive views of workflow data for different actors without mutating the durable history. This enables secure multi-tenant access patterns where different users see appropriate levels of detail based on their authorization scope.
Core Concepts
Visibility Scopes
SquidMesh defines three standard visibility scopes, each providing different levels of information access:
:external (Most Restrictive)
	Purpose: Minimal information for external users and public APIs
	Preserves: High-level status, current node state, manual task shape
	Redacts: All sensitive data including inputs, outputs, errors, metadata, command history, tokens

:operator (Moderate Access)
	Purpose: Operational detail for support staff and monitoring
	Preserves: Everything from :external plus reason, attempt counts, next visibility time, anomaly count
	Redacts: Actual data payloads, sensitive identifiers, secrets

:auditor (Full Access)
	Purpose: Complete unredacted view for audit trails and debugging
	Preserves: Everything - no redaction applied
	Use with caution: Should be restricted to privileged users only

Redacted Fields
The following fields are automatically redacted for non-auditor actors:
	input, output, result, error - Workflow data payloads
	payload, metadata - Additional context data
	command_history - Full command audit trail
	attempts, attempt_* - Retry and failure details
	idempotency_key - Deduplication identifiers
	claim_id, owner_id - Ownership information
	lease_* - Lease and lock information
	token, secret - Authentication credentials

Implementation
Basic Usage
# Get a workflow snapshot
{:ok, snapshot} = SquidMesh.inspect(run_id)

# Redact for external actor (most restrictive)
external_view = SquidMesh.ReadModel.Visibility.redact(snapshot, :external)

# Redact for operator actor
operator_view = SquidMesh.ReadModel.Visibility.redact(snapshot, :operator)

# Get full auditor view (no redaction)
auditor_view = SquidMesh.ReadModel.Visibility.redact(snapshot, :auditor)
Custom Visibility Policies
Host applications can define custom visibility policies to map actors to scopes:
Method 1: Policy Module with Callback
defmodule MyApp.VisibilityPolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  @impl true
  def visibility_scope(actor, _view) do
    cond do
      actor.role == "admin" -> :auditor
      actor.role == "support" -> :operator
      true -> :external
    end
  end
end

# Usage
redacted_view = SquidMesh.ReadModel.Visibility.redact(
  snapshot,
  %{role: "support"},
  MyApp.VisibilityPolicy
)
Method 2: Policy Module with Options
defmodule MyApp.ConfigurablePolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  @impl true
  def visibility_scope(actor, view, opts) do
    tenant_id = Keyword.get(opts, :tenant_id)

    cond do
      actor.tenant_id == tenant_id and actor.role == "owner" -> :auditor
      actor.role == "operator" -> :operator
      true -> :external
    end
  end
end

# Usage with options
redacted_view = SquidMesh.ReadModel.Visibility.redact(
  snapshot,
  %{tenant_id: "acme", role: "owner"},
  {MyApp.ConfigurablePolicy, tenant_id: "acme"}
)
Method 3: Anonymous Function Policy
# Define a custom policy function
policy_fn = fn
  %{admin: true}, _view -> :auditor
  %{support: true}, _view -> :operator
  _, _view -> :external
end

# Apply the policy
redacted_view = SquidMesh.ReadModel.Visibility.redact(
  snapshot,
  %{support: true},
  policy_fn
)
Integration Patterns
HTTP/API Boundary
defmodule MyAppWeb.WorkflowController do
  use MyAppWeb, :controller

  def show(conn, %{"id" => run_id}) do
    # Get current user/actor from session
    actor = get_current_user(conn)

    # Fetch workflow snapshot
    {:ok, snapshot} = SquidMesh.inspect(run_id)

    # Apply visibility policy based on actor
    redacted_view = SquidMesh.ReadModel.Visibility.redact(
      snapshot,
      actor,
      MyApp.VisibilityPolicy
    )

    # Return redacted view to client
    json(conn, redacted_view)
  end
end
LiveView Integration
defmodule MyAppWeb.WorkflowLive do
  use MyAppWeb, :live_view

  @impl true
  def mount(%{"id" => run_id}, session, socket) do
    actor = get_actor_from_session(session)

    # Subscribe to workflow updates
    SquidMesh.subscribe(run_id)

    # Get initial snapshot with appropriate visibility
    {:ok, snapshot} = SquidMesh.inspect(run_id)
    redacted_view = apply_visibility(snapshot, actor)

    {:ok, assign(socket, workflow: redacted_view, actor: actor)}
  end

  @impl true
  def handle_info({:workflow_updated, snapshot}, socket) do
    # Apply same visibility policy to updates
    redacted_view = apply_visibility(snapshot, socket.assigns.actor)
    {:noreply, assign(socket, workflow: redacted_view)}
  end

  defp apply_visibility(snapshot, actor) do
    SquidMesh.ReadModel.Visibility.redact(
      snapshot,
      actor,
      MyApp.VisibilityPolicy
    )
  end
end
Manual Actions with Actor Tracking
defmodule MyApp.WorkflowActions do
  def approve_task(run_id, task_ref, actor) do
    # Actor information is preserved in command history
    SquidMesh.signal(run_id, {:approve, task_ref}, actor: actor)
  end

  def reject_task(run_id, task_ref, actor, reason) do
    SquidMesh.signal(
      run_id,
      {:reject, task_ref, reason: reason},
      actor: actor
    )
  end

  def pause_workflow(run_id, actor) do
    SquidMesh.signal(run_id, :pause, actor: actor)
  end
end
Actor Information in Command History
When actors perform manual actions, their information is captured in the command history:
# Command with actor information
{:ok, _} = SquidMesh.signal(
  run_id,
  {:approve, "review_task"},
  actor: %{
    id: "user_123",
    email: "reviewer@example.com",
    role: "reviewer"
  }
)

# The actor information is stored in command receipts
{:ok, snapshot} = SquidMesh.inspect(run_id)

# Auditors can see full command history with actors
auditor_view = SquidMesh.ReadModel.Visibility.redact(snapshot, :auditor)
# auditor_view.command_history includes actor information

# External users cannot see command history
external_view = SquidMesh.ReadModel.Visibility.redact(snapshot, :external)
# external_view.command_history is nil (redacted)
Security Best Practices
1. Apply Host Authorization First
Always verify actor permissions at the host boundary before applying visibility:
def show_workflow(conn, %{"id" => run_id}) do
  actor = get_current_user(conn)

  # Host authorization check
  with :ok <- authorize_workflow_access(actor, run_id) do
    {:ok, snapshot} = SquidMesh.inspect(run_id)

    # Then apply visibility policy
    view = SquidMesh.ReadModel.Visibility.redact(snapshot, actor, policy())
    json(conn, view)
  else
    {:error, :unauthorized} -> send_resp(conn, 403, "Forbidden")
  end
end
2. Never Expose Raw Snapshots
Never serialize full snapshots directly to untrusted clients:
# WRONG - Exposes sensitive data
def unsafe_endpoint(conn, %{"id" => run_id}) do
  {:ok, snapshot} = SquidMesh.inspect(run_id)
  json(conn, snapshot)  # DON'T DO THIS!
end

# CORRECT - Always redact first
def safe_endpoint(conn, %{"id" => run_id}) do
  {:ok, snapshot} = SquidMesh.inspect(run_id)
  actor = get_current_user(conn)
  view = SquidMesh.ReadModel.Visibility.redact(snapshot, actor, policy())
  json(conn, view)
end
3. Treat Auditor Scope as Privileged
The :auditor scope provides complete access to all data. Restrict it carefully:
defmodule MyApp.StrictPolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  @impl true
  def visibility_scope(actor, _view) do
    cond do
      # Only system admins get auditor access
      actor.role == "system_admin" and actor.mfa_verified -> :auditor

      # Support staff get operator access
      actor.role in ["support", "operator"] -> :operator

      # Everyone else gets external view
      true -> :external
    end
  end
end
4. Immutable Durable History
Visibility redaction creates derived views without modifying the durable history:
# Original data remains intact in the journal
{:ok, full_snapshot} = SquidMesh.inspect(run_id)

# Redaction creates a new view, doesn't modify original
external_view = SquidMesh.ReadModel.Visibility.redact(full_snapshot, :external)

# The journal still contains all original data
# Only privileged processes should access it directly
Testing Visibility Policies
defmodule MyApp.VisibilityPolicyTest do
  use ExUnit.Case
  alias SquidMesh.ReadModel.Visibility

  setup do
    # Create test snapshot with sensitive data
    snapshot = %SquidMesh.ReadModel.Snapshot{
      run_id: "test_run",
      status: :running,
      input: %{secret: "sensitive_data"},
      output: %{result: "private_result"},
      metadata: %{internal: "metadata"}
    }

    {:ok, snapshot: snapshot}
  end

  test "external actors see redacted view", %{snapshot: snapshot} do
    actor = %{role: "external"}

    redacted = Visibility.redact(snapshot, actor, MyApp.VisibilityPolicy)

    assert redacted.status == :running
    assert redacted.input == nil
    assert redacted.output == nil
    assert redacted.metadata == nil
  end

  test "operators see operational details", %{snapshot: snapshot} do
    actor = %{role: "operator"}

    redacted = Visibility.redact(snapshot, actor, MyApp.VisibilityPolicy)

    assert redacted.status == :running
    assert redacted.input == nil  # Still redacted
    assert redacted.output == nil  # Still redacted
    # But operational fields would be visible
  end

  test "auditors see everything", %{snapshot: snapshot} do
    actor = %{role: "admin"}

    view = Visibility.redact(snapshot, actor, MyApp.VisibilityPolicy)

    assert view.input == %{secret: "sensitive_data"}
    assert view.output == %{result: "private_result"}
    assert view.metadata == %{internal: "metadata"}
  end
end
Common Patterns
Multi-Tenant Visibility
defmodule MyApp.MultiTenantPolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  @impl true
  def visibility_scope(actor, view, opts) do
    tenant_id = Keyword.get(opts, :tenant_id)

    cond do
      # Tenant owner sees everything for their workflows
      actor.tenant_id == tenant_id and actor.role == "owner" ->
        :auditor

      # Tenant members see operational details
      actor.tenant_id == tenant_id ->
        :operator

      # Cross-tenant support staff see limited details
      actor.role == "support" ->
        :operator

      # Others see minimal information
      true ->
        :external
    end
  end
end
Role-Based Access Control (RBAC)
defmodule MyApp.RBACPolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  @role_scopes %{
    "admin" => :auditor,
    "manager" => :auditor,
    "analyst" => :operator,
    "support" => :operator,
    "viewer" => :external,
    "guest" => :external
  }

  @impl true
  def visibility_scope(actor, _view) do
    Map.get(@role_scopes, actor.role, :external)
  end
end
Time-Based Visibility
defmodule MyApp.TimeBasedPolicy do
  @behaviour SquidMesh.ReadModel.Visibility.Policy

  @impl true
  def visibility_scope(actor, view) do
    workflow_age = DateTime.diff(DateTime.utc_now(), view.created_at, :day)

    cond do
      # Admins always see everything
      actor.role == "admin" -> :auditor

      # Recent workflows - more visibility
      workflow_age < 7 and actor.role == "operator" -> :operator

      # Older workflows - restricted visibility
      workflow_age >= 30 -> :external

      # Default
      true -> :external
    end
  end
end
Troubleshooting
Issue: Sensitive Data Appearing in External Views
Symptom: Data that should be redacted is visible to external actors.
Solution: Verify your visibility policy is returning the correct scope:
# Debug your policy
actor = %{role: "external_user"}
view = %{} # Your view data

scope = MyApp.VisibilityPolicy.visibility_scope(actor, view)
IO.inspect(scope, label: "Visibility scope for actor")

# Should return :external for external users
assert scope == :external
Issue: Command History Not Captured
Symptom: Actor information not appearing in audit logs.
Solution: Ensure you're passing actor information in signals:
# Correct - includes actor
SquidMesh.signal(run_id, :pause, actor: %{id: "user_123"})

# Incorrect - missing actor
SquidMesh.signal(run_id, :pause)  # Actor won't be recorded
Issue: Performance with Large Snapshots
Symptom: Slow response times when redacting large workflow snapshots.
Solution: Consider caching redacted views:
defmodule MyApp.CachedVisibility do
  use GenServer

  def get_redacted_view(run_id, actor, policy) do
    cache_key = {run_id, actor_scope(actor), :view}

    case :ets.lookup(:visibility_cache, cache_key) do
      [{^cache_key, cached_view, expiry}] when expiry > now() ->
        cached_view

      _ ->
        {:ok, snapshot} = SquidMesh.inspect(run_id)
        view = SquidMesh.ReadModel.Visibility.redact(snapshot, actor, policy)
        cache_view(cache_key, view)
        view
    end
  end
end
See Also
	Observability Guide - Data visibility tiers and patterns
	Host App Integration - Integration guidelines
	Usage Rules - Host application requirements
	Module documentation: SquidMesh.ReadModel.Visibility



  

    Workflow Authoring

This guide documents the workflow contract and authoring patterns.
Learn with Livebook
The interactive Livebook demonstrates dependency workflows, DSL declaration, spec normalization, input mapping, execution, and graph output.
[image: Run in Livebook]

Formatter Setup
Squid Mesh exports formatter rules for workflow DSL calls. Host apps can import
them from their .formatter.exs:
[
  import_deps: [:squid_mesh],
  inputs: ["{mix,.formatter}.exs", "{config,lib,test}/**/*.{ex,exs}"]
]
Define A Workflow
Workflows are Elixir modules that use SquidMesh.Workflow and declare:
	one trigger
	one payload contract
	one or more steps
	transitions between steps
	optional dependency-based after: [...] joins on steps that wait for other work
	optional retry policy on the steps that own side effects
	optional recovery markers for irreversible or non-compensatable side effects

defmodule Billing.Workflows.PaymentRecovery do
  use SquidMesh.Workflow

  workflow do
    trigger :payment_recovery do
      manual()

      payload do
        field :account_id, :string
        field :invoice_id, :string
        field :attempt_id, :string
        field :gateway_url, :string
      end
    end

    step :load_invoice, Billing.Steps.LoadInvoice
    step :wait_for_settlement, :wait, duration: 5_000
    step :log_recovery_attempt, :log,
      message: "Invoice loaded, checking gateway status",
      level: :info
    step :check_gateway_status, Billing.Steps.CheckGatewayStatus,
      retry: [max_attempts: 5, backoff: [type: :exponential, min: 1_000, max: 30_000]]
    step :notify_customer, Billing.Steps.NotifyCustomer

    transition :load_invoice, on: :ok, to: :wait_for_settlement
    transition :wait_for_settlement, on: :ok, to: :log_recovery_attempt
    transition :log_recovery_attempt, on: :ok, to: :check_gateway_status
    transition :check_gateway_status, on: :ok, to: :notify_customer
    transition :notify_customer, on: :ok, to: :complete
  end
end
Validate Workflow Specs
Compiled workflows can be exposed as normalized, serializable specs for tooling,
inspection, and planner rebuilds:
{:ok, spec} = SquidMesh.Workflow.to_spec(Billing.Workflows.PaymentRecovery)
:ok = SquidMesh.Workflow.validate_spec(spec)
validate_spec/1 validates the spec as data. It checks trigger shape, payload
fields, step modules, step options, transitions, dependency graphs, retry
policies, and entry metadata without starting a run and without coupling the
workflow to a specific delivery backend.
Runtime-authored specs can avoid raw module atoms by referencing host-owned
action keys and validating through an action registry:
registry = %{
  "billing.load_invoice" => Billing.Steps.LoadInvoice,
  "billing.send_reminder" => [module: Billing.Steps.SendReminderEmail]
}

spec = %{
  workflow: Billing.Workflows.RuntimeInvoiceReminder,
  triggers: [
    %{
      name: :manual,
      type: :manual,
      config: %{},
      payload: [%{name: :invoice_id, type: :string, opts: []}]
    }
  ],
  payload: [%{name: :invoice_id, type: :string, opts: []}],
  steps: [
    %{name: :load_invoice, action: "billing.load_invoice", opts: []},
    %{name: :send_reminder, action: "billing.send_reminder", opts: []}
  ],
  transitions: [%{from: :load_invoice, on: :ok, to: :send_reminder}],
  retries: [],
  entry_steps: [:load_invoice],
  initial_step: :load_invoice,
  entry_step: :load_invoice
}

:ok = SquidMesh.Workflow.validate_spec(spec, action_registry: registry)
{:ok, resolved_spec} = SquidMesh.Workflow.resolve_spec_actions(spec, action_registry: registry)

{:ok, run} =
  SquidMesh.start_spec(spec, :manual, %{invoice_id: "inv_123"},
    action_registry: registry
  )
The registry is an allowlist. Entries must resolve to loaded SquidMesh.Step
modules or explicit Jido.Action modules. Unknown keys, disabled entries such
as [module: Billing.Steps.LoadInvoice, enabled?: false], and incompatible
modules return structured {:invalid_workflow_spec, errors} before activation.
Resolved specs keep the stable action key on each step and in step metadata so
inspection and graph tooling can show the approved action identity.
start_spec/3 starts a runtime-authored spec through its default trigger;
start_spec/4 starts a named trigger. Both paths validate and resolve the spec
at the start boundary when :action_registry is supplied, persist the resolved
definition with the run, and execute from that persisted definition. This lets
inspect_run/2 and inspect_run_graph/2 keep working even when the workflow
module name is only a stable identity for a UI-authored workflow. Replaying
runtime-authored spec runs is intentionally rejected for now with
{:error, {:invalid_replay_source, :runtime_spec}}.
Visual Editor Round Trips
Visual editors should round-trip workflow specs through
SquidMesh.Workflow.EditorSpec when they need JSON-safe data. This boundary is
for loading, validation, preview, editing, and saving. It does not start a run,
load workflow modules from user input, create atoms from strings, or resolve
action keys into executable modules.
{:ok, spec} = SquidMesh.Workflow.to_spec(Billing.Workflows.PaymentRecovery)

editor_map =
  spec
  |> SquidMesh.Workflow.EditorSpec.to_map()
  |> Jason.encode!()
  |> Jason.decode!()

:ok = SquidMesh.Workflow.EditorSpec.validate_map(editor_map)
{:ok, graph} = SquidMesh.Workflow.EditorSpec.preview_graph(editor_map)
When editor JSON uses runtime-authored top-level action keys, pass the same
host-owned registry used by the start boundary:
registry = %{"billing.load_invoice" => Billing.Steps.LoadInvoice}

:ok =
  SquidMesh.Workflow.EditorSpec.validate_map(editor_map,
    action_registry: registry
  )

{:ok, draft_graph} =
  SquidMesh.Workflow.EditorSpec.preview_graph(editor_map,
    action_registry: registry
  )

{:ok, draft_diff} =
  SquidMesh.Workflow.EditorSpec.diff(spec, editor_map,
    action_registry: registry
  )
The round-trip boundary is intentionally data-only:
sequenceDiagram
  participant Editor as Visual Editor
  participant ToMap as SquidMesh.Workflow.EditorSpec.to_map
  participant JSON as JSON encode/decode
  participant Validate as SquidMesh.Workflow.EditorSpec.validate_map
  participant Preview as SquidMesh.Workflow.EditorSpec.preview_graph
  Editor->>ToMap: Spec struct or map
  ToMap->>ToMap: stringify keys, jsonify values, filter editor-owned fields
  ToMap-->>Editor: editor-safe map
  Editor->>JSON: JSON encode/decode
  JSON-->>Editor: decoded map
  Editor->>Validate: submit decoded map
  Validate->>Validate: reject runtime-owned fields, validate steps/transitions/entry metadata/action keys
  Validate-->>Editor: :ok or {:error, {:invalid_workflow_editor_spec, errors}}
  Editor->>Preview: validated map
  Preview->>Preview: generate nodes and edges (explicit or inferred)
  Preview-->>Editor: draft graph {nodes, edges}
  Editor->>Preview: compare source spec to edited map
  Preview-->>Editor: draft diff {added, removed, changed}
The editor map uses string keys and JSON-safe values. Editors own declarative
workflow fields: workflow, definition_version, triggers, payload,
steps, transitions, retries, entry_steps, initial_step, and
entry_step. Runtime-owned fields such as run_id, status,
definition_fingerprint, spec_fingerprint, journal, attempts,
dispatches, and audit_history are rejected by validate_map/1 if a client
tries to submit them.
Preview graphs use the same step and edge ids a dashboard needs, but every node
is still draft data:
%{
  "source" => "workflow_spec",
  "status" => "draft",
  "nodes" => [
    %{"id" => "load_invoice", "status" => "draft"},
    %{"id" => "send_reminder", "status" => "draft"}
  ],
  "edges" => [
    %{
      "id" => "load_invoice:ok:send_reminder",
      "from" => "load_invoice",
      "to" => "send_reminder",
      "type" => "transition",
      "status" => "pending",
      "selected?" => false,
      "skipped?" => false,
      "pending?" => true,
      "blocked?" => false,
      "outcome" => "ok",
      "condition" => nil,
      "recovery" => nil
    }
  ]
}
Validation errors keep stable paths for field highlighting:
{:error, {:invalid_workflow_editor_spec, errors}} =
  SquidMesh.Workflow.EditorSpec.validate_map(%{
    "workflow" => "Billing.Workflows.PaymentRecovery",
    "triggers" => [],
    "payload" => [],
    "steps" => [%{"name" => "load_invoice", "action" => "billing.load_invoice"}],
    "transitions" => [
      %{"from" => "load_invoice", "on" => "ok", "to" => "missing_step"}
    ],
    "retries" => [],
    "entry_steps" => ["load_invoice"],
    "initial_step" => "load_invoice",
    "entry_step" => "load_invoice"
  })

[%{path: [:transitions, 0, :to], code: :unknown_transition_target}] = errors
For runtime-authored workflow activation, keep using validate_spec/2,
resolve_spec_actions/2, and start_spec/3 or start_spec/4 with a host-owned
action registry. The editor preview contract is intentionally read-only; runtime
activation still happens at the Squid Mesh start boundary so action allowlists,
payload validation, durable definition persistence, and journal inspection stay
centralized.
The spec is an Elixir data representation with atom keys and module atoms:
%SquidMesh.Workflow.Spec{
  workflow: Billing.Workflows.PaymentRecovery,
  definition_version: "2026-05-26.payment-recovery",
  triggers: [
    %{
      name: :payment_recovery,
      type: :manual,
      config: %{},
      payload: [
        %{name: :account_id, type: :string, opts: []},
        %{name: :invoice_id, type: :string, opts: []}
      ]
    }
  ],
  payload: [
    %{name: :account_id, type: :string, opts: []},
    %{name: :invoice_id, type: :string, opts: []}
  ],
  steps: [
    %{name: :load_invoice, module: Billing.Steps.LoadInvoice, opts: []},
    %{
      name: :check_gateway_status,
      module: Billing.Steps.CheckGatewayStatus,
      opts: [retry: [max_attempts: 5]]
    }
  ],
  transitions: [
    %{from: :load_invoice, on: :ok, to: :check_gateway_status},
    %{from: :check_gateway_status, on: :ok, to: :complete}
  ],
  retries: [%{step: :check_gateway_status, opts: [max_attempts: 5]}],
  entry_steps: [:load_invoice],
  initial_step: :load_invoice,
  entry_step: :load_invoice
}
Add version "2026-05-26.payment-recovery" inside the workflow do block when
operators need a human-readable definition label. Squid Mesh persists the label
beside the precise definition fingerprint at run start. The version is exposed
through list_runs/2, inspect_run/2, inspect_run_graph/2, and
explain_run/2, but it does not relax fingerprint compatibility checks.
Conditional transitions use the same spec shape. A workflow editor can render
the branch as edge metadata without inspecting step modules:
transition :classify,
  on: :ok,
  to: :auto_approve,
  condition: [path: [:routing, :decision], equals: "auto"]

transition :classify, on: :ok, to: :manual_review
Numeric routing can use greater_than and less_than against accumulated
durable context:
transition :check_gateway_status,
  on: :ok,
  to: :notify_customer,
  condition: [path: [:gateway_check, :status_code], greater_than: 199]

transition :score_invoice,
  on: :ok,
  to: :auto_approve,
  condition: [path: [:risk, :score], less_than: 30]

transition :check_gateway_status, on: :ok, to: :issue_gateway_credit
The normalized spec exposes the condition as data:
%SquidMesh.Workflow.Spec{
  transitions: [
    %{
      from: :classify,
      on: :ok,
      to: :auto_approve,
      condition: %{path: [:routing, :decision], equals: "auto"}
    },
    %{from: :classify, on: :ok, to: :manual_review}
  ]
}
At runtime, Squid Mesh evaluates conditional transitions in declaration order.
The first matching condition wins; an unconditional transition is the fallback.
Condition values must be JSON-safe because the selected route is persisted in
durable run history. greater_than and less_than expect numeric condition
values and only match numeric runtime values; missing paths and type mismatches
fall through to the next declared condition or fallback.
Invalid specs return structured errors:
{:error, {:invalid_workflow_spec, errors}} =
  SquidMesh.Workflow.validate_spec(%{
    workflow: "Elixir.System",
    triggers: [],
    payload: [],
    steps: [],
    transitions: [],
    retries: [],
    entry_steps: []
  })

[%{path: [:workflow], code: :invalid_workflow} | _] = errors
Serialized module names and fully string-keyed editor records are intentionally
rejected by validate_spec/1; convert editor JSON through
SquidMesh.Workflow.EditorSpec before treating it as a runtime spec.
Runtime-authored specs can be activated through SquidMesh.start_spec/3 or
SquidMesh.start_spec/4. When a host accepts spec-shaped data from tooling,
validate_spec/2 with an :action_registry remains the module ownership
allowlist.
Triggers
Triggers define how a workflow run starts.
Supported trigger types:
	manual()
	cron expression, timezone: "Etc/UTC"
	cron expression, timezone: "Etc/UTC", idempotency: :return_existing_run

Trigger names are business-oriented entrypoints such as :payment_recovery or
:invoice_delivery. The trigger type describes how that entrypoint is invoked.
Current boundary:
	trigger metadata is validated and stored in the workflow definition
	manual triggers are runnable through the public API
	cron activations are delivered by the host scheduler and can start journal
runs through SquidMesh.Runtime.Runner.perform/2

Cron workflow example:
defmodule Content.Workflows.PostDailyDigest do
  use SquidMesh.Workflow

  workflow do
    trigger :daily_digest do
      cron "0 9 * * 1-5", timezone: "Etc/UTC", idempotency: :return_existing_run

      payload do
        field :feed_url, :string, default: "https://example.com/feed.xml"
        field :discord_webhook_url, :string
        field :posted_on, :string, default: {:today, :iso8601}
      end
    end

    step :fetch_feed, Content.Steps.FetchFeed
    step :build_digest, Content.Steps.BuildDigest
    step :post_to_discord, Content.Steps.PostToDiscord,
      retry: [max_attempts: 5, backoff: [type: :exponential, min: 1_000, max: 30_000]]

    transition :fetch_feed, on: :ok, to: :build_digest
    transition :build_digest, on: :ok, to: :post_to_discord
    transition :post_to_discord, on: :ok, to: :complete
  end
end
Host-app scheduler example:
def handle_cron_tick do
  MyApp.SquidMeshDeliveryAdapter.enqueue_cron(
    SquidMesh.config!(),
    MyApp.Workflows.DailyStandup,
    :daily_standup,
    signal_id: "daily-standup:2026-05-15T09:00:00Z",
    intended_window: %{
      start_at: "2026-05-15T09:00:00Z",
      end_at: "2026-05-15T10:00:00Z"
    }
  )
end
Current cron boundary:
	Squid Mesh declares cron intent in the workflow DSL
	the host app performs the actual recurring scheduling
	cron workflow registration is static at boot today
	delivered cron payloads start runs through the configured runtime, which is
the Jido journal runtime by default

Scheduled workflow steps receive scheduler metadata through the durable run
context, not through the workflow payload contract. If the host scheduler passes
signal_id and intended_window, the first step can read them from
context.state.schedule. This is the value to use for windowed work because it
represents the logical schedule period even when job delivery is delayed.
Cron trigger idempotency is opt-in. Add idempotency: :return_existing_run
when a duplicate delivery of the same scheduled activation should return the
first run instead of creating another run. idempotency: :skip_duplicate is
also accepted for hosts that want to describe the duplicate decision as a skip.
Both strategies require a stable scheduler identity: pass signal_id, or pass
an intended_window with start_at and end_at so Squid Mesh can derive one.
When idempotency is enabled, the persisted schedule context includes
idempotency and idempotency_key. Squid Mesh uses that stable schedule
identity to fence duplicate starts for the same workflow and trigger across the
configured durable storage backend.
Payload
The trigger payload block defines the run input contract.
payload do
  field :account_id, :string
  field :invoice_id, :string
  field :prompt_date, :string, default: {:today, :iso8601}
end
Supported field types today:
	:string
	:integer
	:float
	:boolean
	:map
	:list
	:atom

Supported defaults today:
	literal values that match the declared field type
	{:today, :iso8601} for ISO-8601 dates generated at run creation time

Payload validation runs before the run is persisted.
Steps
Each step is declared in the workflow spec and is either:
	a native Squid Mesh step module that performs domain work
	a built-in primitive supplied by the runtime
	a raw Jido.Action module used as an explicit interop path

Module step:
step :load_invoice, Billing.Steps.LoadInvoice
Native step modules use Squid Mesh concepts only:
defmodule Billing.Steps.LoadInvoice do
  use SquidMesh.Step,
    name: :load_invoice,
    description: "Loads invoice details",
    input_schema: [
      invoice_id: [type: :string, required: true]
    ],
    output_schema: [
      invoice: [type: :map, required: true]
    ]

  @impl true
  def run(%{invoice_id: invoice_id}, %SquidMesh.Step.Context{} = context) do
    {:ok, %{invoice: %{id: invoice_id, run_id: context.run_id}}}
  end
end
SquidMesh.Step.Context exposes durable Squid Mesh runtime data:
	run_id
	workflow
	step
	runnable_key
	idempotency_key
	claim_id
	attempt
	state, which includes the original payload merged with accumulated run context

idempotency_key and claim_id are stable, safe attempt identifiers for action
idempotency and reconciliation. Squid Mesh does not expose raw claim tokens in
step context.
Native steps may return:
	{:ok, output} or {:ok, output, opts} for success
	{:defer, reason, schedule_in: seconds} to intentionally defer the same logical step attempt until a future visibility time
	{:error, reason} for terminal failure that skips workflow retries and follows failure routing
	{:retry, reason} or {:retry, reason, opts} for retryable failure governed by the workflow retry policy

:defer is reserved for the explicit {:defer, reason, opts} return shape and
is invalid inside {:ok, output, opts} success options.
When output: :key is declared on the workflow step, Squid Mesh stores the
native step's returned map under that key after the step returns. The
output_schema validates the native step return before that workflow-level
mapping is applied.
Raw Jido.Action modules remain supported for advanced interop. They execute
through the same journal-backed runtime and receive the same safe context map,
including idempotency_key and claim_id but not claim tokens. Applications
should prefer use SquidMesh.Step for the common authoring path.
Deferred Continuation
Use deferred continuation when a step made a durable domain observation that is
not a failure and should be checked again later. It differs from retry because it
does not consume workflow retry budget; it differs from :wait because the
decision comes from the step's current domain result; and it differs from
:pause or approval_step/2 because no operator action is required.
It also differs from a child workflow run: deferred continuation rechecks the
same declared step, while a child run represents newly discovered work with its
own workflow lifecycle.
Use deferred continuation when Squid Mesh should own the wakeup and keep the
pending state visible in run inspection. Prefer a normal step that hands off to
domain-owned polling work when another system owns the polling lifecycle,
backoff, cancellation, and alerting, and the workflow should continue only after
that system sends a later signal or starts a new run.
defmodule Billing.Steps.CheckGateway do
  use SquidMesh.Step,
    name: :check_gateway,
    input_schema: [gateway_id: [type: :string, required: true]],
    output_schema: [gateway: [type: :map, required: true]]

  @impl true
  def run(%{gateway_id: gateway_id}, _context) do
    case Billing.gateway_status(gateway_id) do
      {:ok, :pending} ->
        {:defer, %{code: "gateway_pending", gateway_id: gateway_id}, schedule_in: 30}

      {:ok, status} ->
        {:ok, %{gateway: %{id: gateway_id, status: status}}}
    end
  end
end
Squid Mesh records the completed dispatch attempt and plans a new runnable for
the same step with the same logical attempt number and a new runnable key. The
planned runnable carries deferred metadata with the reason, original runnable
key, and deferred timestamp. inspect_run/2 reports
:deferred_continuation once the deferred dispatch has been scheduled,
scheduled attempts include :deferred, inspect_run_graph/2 marks the node
:deferred while it is waiting for its visibility time, and explain_run/2
reports that the next safe action is to wait until the attempt is visible.
Child Workflow Runs
Native Squid Mesh steps can start another workflow as a durable child run when a
step discovers work that is not known at workflow definition time. Use this for
runtime fan-out where each child needs its own run history, retries,
inspection, cancellation, and replay boundary.
defmodule Billing.Steps.StartReceiptDelivery do
  use SquidMesh.Step,
    name: :start_receipt_delivery,
    input_schema: [
      invoice: [type: :map, required: true]
    ]

  @impl true
  def run(%{invoice: invoice}, %SquidMesh.Step.Context{} = context) do
    {:ok, child} =
      SquidMesh.start_child_run(
        context,
        Billing.Workflows.SendReceipt,
        :send_receipt,
        %{invoice_id: invoice.id, customer_id: invoice.customer_id},
        child_key: "receipt_#{invoice.id}",
        metadata: %{invoice_id: invoice.id}
      )

    {:ok, %{receipt_run_id: child.run_id}}
  end
end
child_key is required. Squid Mesh uses the parent run id, parent step,
child workflow, child trigger, and child_key to derive the child identity.
Calling start_child_run/5 again with the same logical parent and key returns
the existing child instead of creating a duplicate.
If the child workflow has one trigger, start_child_run/4 can use that default
trigger:
SquidMesh.start_child_run(context, Billing.Workflows.SendReceipt, %{invoice_id: invoice.id},
  child_key: "receipt_#{invoice.id}"
)
Child runs are normal journal runs with extra lineage:
	the parent run records a child_run_started fact for inspection and graph
tooling
	the child snapshot includes parent_run metadata with the parent run id,
parent step, runnable key, attempt, child key, and caller metadata
	cancellation waits until linked children have actually started, so a parent
cannot be cancelled halfway through durable child-start repair
	terminal parents reject new child starts, and stale parent step contexts are
rejected before new lineage is appended

Keep child workflows backend-neutral. Starting children is a workflow runtime
operation; delivery backends such as Bedrock or Oban should remain behind host
adapter boundaries.
Dynamic in-run graph expansion is tracked separately from child workflows. The
runtime can persist, inspect, and optionally schedule bounded runtime-generated
nodes with producer origins and dynamic edges. Use
SquidMesh.preview_dynamic_work/3 to validate and render a candidate graph
overlay without appending. Use SquidMesh.record_dynamic_work/3 when dashboards
only need durable metadata. Use SquidMesh.schedule_dynamic_work/3 when the
dynamic nodes should become executable runnable intents. Preview, record, or
schedule dynamic work while the producer run is still active; terminal runs
reject new dynamic work. Scheduling executable dynamic work also requires the
origin runnable to be applied already, so dynamic fanout cannot race ahead of
the producer side effect.
registry = %{"digest.deliver" => MyApp.Steps.DeliverDigest}

{:ok, _preview} =
  SquidMesh.preview_dynamic_work(
    run_id,
    %{
      dynamic_key: "subscription_digest_fanout",
      origin: %{runnable_key: runnable_key, step: "schedule_digest", attempt: 1},
      reason: :runtime_fanout,
      nodes: [%{id: "deliver_digest:chat_1", action: "digest.deliver"}]
    },
    action_registry: registry
  )
After preview, record or schedule the dynamic work. Recording is for durable
inspection metadata:
{:ok, _snapshot} =
  SquidMesh.record_dynamic_work(
    run_id,
    %{
      dynamic_key: "subscription_digest_fanout",
      origin: %{runnable_key: runnable_key, step: "schedule_digest", attempt: 1},
      reason: :runtime_fanout,
      nodes: [%{id: "deliver_digest:chat_1", action: "digest.deliver"}]
    },
    action_registry: registry
  )
Scheduling is the executable path:
{:ok, _snapshot} =
  SquidMesh.schedule_dynamic_work(
    run_id,
    %{
      dynamic_key: "subscription_digest_fanout",
      origin: %{runnable_key: runnable_key, step: "schedule_digest", attempt: 1},
      reason: :runtime_fanout,
      nodes: [
        %{
          id: "deliver_digest:chat_1",
          action: "digest.deliver",
          input: %{subscription_id: "sub_123"}
        }
      ]
    },
    action_registry: registry
  )
Preview results include the normalized dynamic work, a graph overlay, and
editor-friendly metadata such as origin_node_id, added_node_ids,
added_edge_ids, recordable?, and warnings. Use those fields to drive visual
editor affordances instead of recomputing graph diffs in the host UI.
Recorded and scheduled dynamic work expose the same inspection-friendly ids
through dynamic_work_overlays on inspect_run_graph/2.
Scheduled dynamic work requires :action_registry; every executable dynamic
node must include a host-approved action key before Squid Mesh appends the
dynamic-work fact or planned runnable intents. Scheduled dynamic nodes run
through execute_next/1 like declared steps, and graph inspection derives their
status from the dynamic attempts. Add retry: [max_attempts: n] to a dynamic
node when it should retry through the persisted dispatch path. Dynamic edges are
inspection metadata today; scheduled dynamic nodes are queued as independent
runnable intents, not dependency-ordered by dynamic-to-dynamic edges. Dynamic
steps are replay-unsafe by default and require manual review before an
irreversible replay. Recording and scheduling the same dynamic node are
alternatives, not a promotion flow; scheduling an already-recorded node with the
same id is rejected by duplicate-node validation.
Built-in steps:
step :wait_for_settlement, :wait, duration: 5_000
step :log_recovery_attempt, :log, message: "Checking gateway status", level: :info
step :wait_for_approval, :pause
approval_step :wait_for_review,
  output: :approval,
  deadline: [within: 300_000, due_soon: 60_000, escalation: :operator_action]
Built-in step options supported today:
	:wait requires duration
	:log requires message and accepts level
	:pause intentionally stops the run at that step until an operator resumes it
	approval_step/2 pauses the run for an explicit approve/reject decision and uses :ok or :error transitions to continue
	:wait appends delayed journal continuation so long waits do not block a worker slot
	:pause is supported in transition-based workflows; dependency-based workflows cannot declare :pause
	approval_step/2 is also transition-based only; dependency-based workflows cannot declare built-in :approval steps
	{:defer, reason, schedule_in: seconds} is a native step result, not a built-in step; use it when the step's domain response says the same work should continue later

Deadline policies:
step :check_gateway_status, Billing.Steps.CheckGatewayStatus,
  retry: [max_attempts: 3],
  deadline: [within: 30_000, due_soon: 5_000, escalation: :diagnostic]
deadline: [...] is read-model and operator evidence, not a cancellation
primitive. The :within and optional :due_soon values are milliseconds.
:escalation may be :diagnostic, :operator_action, :workflow_step, or
:host_callback; Squid Mesh persists the chosen policy and evaluates
:on_time, :due_soon, :overdue, or :escalated from the stored timestamps
when callers inspect the run. Hosts still own alert delivery, notification
routing, and any workflow or callback invoked because a deadline was missed.
Manual approval example:
approval_step :wait_for_approval, output: :approval
step :record_approval, Billing.Steps.RecordApproval,
  input: [:account_id, :approval],
  output: :approval

step :record_rejection, Billing.Steps.RecordRejection,
  input: [:account_id, :approval],
  output: :approval

transition :wait_for_approval, on: :ok, to: :record_approval
transition :wait_for_approval, on: :error, to: :record_rejection
transition :record_approval, on: :ok, to: :complete
transition :record_rejection, on: :ok, to: :complete
When a run is paused at an approval step, inspect it as usual and then approve
or reject it through the public API:
{:ok, paused_run} = SquidMesh.inspect_run(run_id, include_history: true)
{:ok, approved_run} = SquidMesh.approve(run_id, %{actor: "ops_123"})
{:ok, rejected_run} = SquidMesh.reject(run_id, %{actor: "ops_456"})
With include_history: true, the inspected run also exposes audit_events so
host apps can show who paused, resumed, approved, or rejected the run and when:
Enum.map(paused_run.audit_events, &{&1.type, &1.step})
#=> [{:paused, :wait_for_approval}]
Manual-review durability notes:
	approval_step/2 is only supported in transition-based workflows
	the approval step stays :running while the run is :paused
	approve/3 completes that step and advances the declared :ok path
	reject/3 completes that step and advances the declared :error path
	reviewer identity, decision, timestamp, and optional review metadata are persisted in the completed step output and merged run context
	inspect_run(..., include_history: true) also returns durable audit events for pause, resume, approval, and rejection actions
	the resolved :ok and :error targets plus output-mapping metadata are persisted with the paused step so restart or deploy boundaries do not recompute review semantics from the current workflow definition
	host apps should apply the latest Squid Mesh migrations before using pause-resume in existing environments

Jido Runtime Configuration
Host apps can configure the Jido-native journal runtime once and let public APIs
pick up the runtime, read model, storage adapter, and queue defaults:
config :squid_mesh,
  repo: MyApp.Repo,
  queue: "default"
With those settings, workflow code can use the same public calls without
threading journal options through every boundary:
{:ok, started} = SquidMesh.start(MyWorkflow, %{account_id: "acct_123"})
{:ok, snapshot} = SquidMesh.inspect_run(started.run_id)
{:ok, snapshot} = SquidMesh.execute_next(owner_id: "worker-1")
{:ok, summaries} = SquidMesh.list_runs([])
{:ok, workflow_summaries} = SquidMesh.list_runs(workflow: MyWorkflow)

{:ok, replayed} = SquidMesh.replay(completed_run_id)

{:ok, cancellable} = SquidMesh.start(MyWorkflow, %{account_id: "acct_456"})
{:ok, cancelled} = SquidMesh.cancel(cancellable.run_id)
When no journal_storage is configured, Squid Mesh infers
{SquidMesh.Runtime.Journal.Storage.Ecto, repo: MyApp.Repo}. The storage
setting remains intentionally adapter-shaped rather than database-shaped, so
host apps can override it later without changing workflow code. The built-in
Ecto adapter is the recommended starting point for Postgres-compatible Ecto
repos because it persists Jido threads and checkpoints in the host database
through the Squid Mesh migration. Other Jido-compatible stores can be used, but
production adapters should provide ordered per-thread appends, optimistic
conflict detection, and durable checkpoint reads; not every database can provide
those properties without extra coordination. Use Jido.Storage.ETS only for
tests and local demos because it is process-local and ephemeral.
Journal-backed list_runs/2 uses a durable run catalog to list all known runs
without scanning adapter-specific storage internals. Add a workflow: filter
when a caller only needs one workflow. Listing returns redacted summaries; call
inspect_run/2 or inspect_run_graph/2 with the selected summary's run_id
and queue when the caller needs full inputs, outputs, attempts, history, or
claim metadata. When the workflow declares a version, listing and inspection
surfaces include definition_version so dashboards can group long-lived runs by
the definition label that started them.
Journal cancellation appends a terminal run fact, clears any manual pause state
from the rebuilt projection, and fences stale dispatch claims before they can
complete after cancellation. The queue option selects the returned dispatch
projection for inspection; the cancellation boundary is the globally unique
run_id.
Journal replay rebuilds the source run from durable journal facts, starts a
fresh journal run with the same trigger and resolved input, and stores
replayed_from_run_id on the replayed run's projection. Completed steps marked
irreversible: true or compensatable: false require
allow_irreversible: true before replay can proceed.
Journal snapshots are full-detail operator views. inspect_run/2 includes the
resolved trigger input on snapshot.input; keep secrets out of workflow inputs
or redact them at the host app UI/API boundary.
Graph Inspection
Use inspect_run/2 when application code needs the factual run snapshot. Use
inspect_run_graph/2 when a CLI, dashboard, or workflow editor needs a
node-and-edge view without reverse-engineering step history:
{:ok, graph} = SquidMesh.inspect_run_graph(run_id)
For the stable host UI map shape, see the
graph inspection contract.
When a step starts a child workflow, graph maps expose a child_links overlay
from the parent step to the child run id. Use those links for monitoring and
visual editor inspection; the child workflow remains a separate run with its own
retry, replay, cancellation, and graph-inspection boundary.
For executable approval, recovery, dependency, saga, and scheduled workflow
examples, see reference workflows.
The graph is derived from the same durable state as inspect_run/2. The default
Jido-native read model rebuilds graph state from journal projections and infers
Ecto storage from the configured repo. To override storage or queue for a
specific call, pass the same projection options used for inspection:
{:ok, graph} =
  SquidMesh.inspect_run_graph(run_id,
    journal_storage: storage,
    queue: "default"
  )
The returned shape is stable across backend execution choices:
%SquidMesh.Runs.GraphInspection{
  run_id: run_id,
  source: :read_model,
  status: :running,
  current_node_id: "send_email",
  current_node_ids: ["send_email"],
  nodes: [
    %SquidMesh.Runs.GraphInspection.Node{
      id: "load_invoice",
      status: :completed
    }
  ],
  edges: [
    %SquidMesh.Runs.GraphInspection.Edge{
      id: "load_invoice:ok:send_email",
      from: "load_invoice",
      to: "send_email",
      type: :transition,
      outcome: :ok,
      status: :selected
    }
  ]
}
Conditional transition edges include their condition and use a deterministic
edge id that distinguishes multiple from and on edges within the same
workflow spec:
%SquidMesh.Runs.GraphInspection.Edge{
  id: "classify:ok:auto_approve:condition:0",
  from: "classify",
  to: "auto_approve",
  type: :transition,
  outcome: :ok,
  condition: %{path: [:routing, :decision], equals: "auto"},
  status: :selected
}
Completed steps also persist the selected transition decision. Editors can use
that durable fact to explain why one branch was selected and sibling branches
were skipped after a restart or journal replay.
By default, graph inspection returns topology, run status, node status, edge
status, active node ids, and sanitized projection anomalies. current_node_id
is the first active node for simple callers; current_node_ids and each node's
current? flag preserve parallel runnable nodes in dependency workflows. Step
inputs, outputs, errors, recovery metadata, manual-state metadata, and attempt
details are a privileged history surface because they can contain host-domain
sensitive data. Request those fields explicitly:
{:ok, graph_with_details} =
  SquidMesh.inspect_run_graph(run_id, include_history: true)
Authorize and redact graph output before exposing it outside trusted operator
surfaces. If the workflow module can no longer be loaded, Squid Mesh still
returns any durable node state it can infer from the run, but edges is empty
because edge topology belongs to the workflow definition.
Transition edges are marked :selected when durable step state proves the
outcome path was taken, :skipped when another terminal outcome won, and
:pending while the source step has not reached a terminal step status.
Dependency edges are marked :selected once the dependency completed,
:pending while it is still waiting or running, and :blocked after a failed
dependency.
Node statuses use the same durable evidence: :waiting means no runnable work
has been recorded for the node, :pending means work is visible or scheduled,
:deferred means a step intentionally scheduled the same continuation for
future visibility, :running means a worker has an active claim, :retrying
means a failed attempt scheduled a retry, :paused means manual intervention is
required, and :completed or :failed mean durable terminal step state exists.
Local Repo Transactions
Use transaction: :repo when one module step needs to run several same-process
host repo writes under one local Ecto transaction:
step :post_local_ledger_entries, Billing.Steps.PostLocalLedgerEntries,
  transaction: :repo
This option is intentionally narrower than the durable workflow. It wraps only
the custom action's run/2 callback in config.repo.transaction/1. If that
callback returns {:error, reason} or raises, the local repo writes made inside
the callback roll back and Squid Mesh then records the failed step attempt in
its normal durable history.
The boundary is not a distributed transaction:
	Squid Mesh still persists run, step, attempt, retry, and dispatch state after
the action returns
	downstream steps and saga compensation callbacks are outside the local
transaction
	external systems called by the action are not atomically reversible
	built-in steps cannot declare transaction: :repo
	transactional steps run in the worker process so Ecto can use the same
checked-out transaction connection

Use this for small local database groups such as "insert a parent row plus
children" or "reserve and capture two local ledger records". Use saga
compensation or explicit :error transitions for work that crosses process,
queue, service, or workflow-step boundaries.
Irreversible Steps
Use recovery markers when a step performs a side effect that should not be
treated as safely repeatable or undoable.
step(:capture_payment, Billing.Steps.CapturePayment, irreversible: true)
step(:send_receipt, Billing.Steps.SendReceipt, compensatable: false)
irreversible: true means the step's effect cannot be undone in the workflow's
domain. Squid Mesh treats it as non-compensatable. compensatable: false is for
steps that may not be strictly irreversible but still have no reliable
application-owned compensation path.
Both markers produce the same replay safety behavior:
	inspect_run(..., include_history: true) includes each step's recovery
policy
	explain_run/2 removes :replay_run from terminal next actions after a
completed marked step and reports the blocking step in details.replay
	replay/2 returns
{:error, {:unsafe_replay, details}} by default after a completed marked step
	replay(run_id, allow_irreversible: true) is the explicit operator
override when re-execution has been reviewed and accepted

These markers do not provide exactly-once delivery or external compensation.
They keep Squid Mesh honest about recovery policy so a replay cannot silently
repeat a payment capture, notification, or other non-compensatable effect.
Saga Compensation
Use compensate: SomeAction when a completed step has a domain-level inverse
operation that should run if a later step fails and the workflow cannot continue.
This is rollback, not same-step fallback. Same-step fallback stays modeled as an
:error transition.
step :reserve_inventory, Billing.Steps.ReserveInventory,
  compensate: Billing.Steps.ReleaseInventory

step :authorize_payment, Billing.Steps.AuthorizePayment,
  compensate: Billing.Steps.VoidAuthorization

step :capture_payment, Billing.Steps.CapturePayment, retry: [max_attempts: 2]

transition :reserve_inventory, on: :ok, to: :authorize_payment
transition :authorize_payment, on: :ok, to: :capture_payment
transition :capture_payment, on: :ok, to: :complete
When :capture_payment exhausts its retry policy and has no :error
transition, Squid Mesh compensates previously completed compensatable steps in
reverse completion order. In this example it voids the payment authorization,
then releases inventory. Failed steps are not compensated because their forward
effect did not complete.
Compensation callbacks use the same step module contract as normal workflow
steps. Squid Mesh schedules them as internal dynamic runnables named
compensate:<completed_step>. Their input includes the completed step's name,
runnable key, input, output, applied timestamp, and the terminal failure that
started rollback:
def run(%{step: %{output: %{inventory_reservation: reservation}}}, _context) do
  {:ok, %{released_inventory: Map.put(reservation, :status, "released")}}
end
inspect_run(..., include_history: true) exposes compensation work through
planned_runnables, visible_attempts, and attempts. inspect_run_graph/2
adds compensate:<step> nodes while rollback is pending or completed, and
explain_run/2 includes their recovery policy evidence. Callback outputs are
applied to run context like normal step outputs after the callback completes.
Compensation callbacks are not governed by the forward step's retry policy;
forward retries exhaust before rollback starts. Callback failures are persisted
as failed compensation attempts. Write callbacks to be idempotent so a host app
can safely redeliver or repair failed compensation work.
Compensation And Undo Routes
Error transitions can declare whether the routed recovery step is compensation
or undo:
transition(:capture_payment, on: :error, to: :issue_credit, recovery: :compensation)
transition(:reserve_inventory, on: :error, to: :release_inventory, recovery: :undo)
Use recovery: :compensation when the next step reconciles or finishes partial
work with a forward action, such as issuing a credit after a payment capture
cannot continue. Use recovery: :undo when the next step reverses application-
owned local work, such as releasing a reservation that the workflow can still
control.
The marker does not change retry behavior. Squid Mesh still retries the failed
step first when a retry policy exists, then routes through the error transition
only after retries are exhausted. When the route is chosen,
inspect_run(..., include_history: true) exposes it in the failed step's
recovery.failure field and adds an audit event:
%{
  failure: %{strategy: :compensation, target: :issue_credit}
}
Audit event types are :compensation_routed and :undo_routed, with the
target step in event metadata.
Step Modules
Custom steps should usually use SquidMesh.Step and return workflow output in a
plain map.
defmodule Billing.Steps.CheckGatewayStatus do
  use SquidMesh.Step,
    name: :check_gateway_status,
    description: "Checks gateway state",
    input_schema: [
      invoice: [type: :map, required: true],
      gateway_url: [type: :string, required: true]
    ],
    output_schema: [
      gateway_check: [type: :map, required: true]
    ]

  @impl true
  def run(
        %{invoice: invoice, gateway_url: gateway_url},
        %SquidMesh.Step.Context{}
      ) do
    case SquidMesh.Tools.invoke(SquidMesh.Tools.HTTP, %{method: :get, url: gateway_url}) do
      {:ok, result} ->
        {:ok, %{gateway_check: %{invoice_id: invoice.id, status: result.payload.body}}}

      {:error, error} ->
        {:error, SquidMesh.Tools.Error.to_map(error)}
    end
  end
end
Step result contract:
	success: {:ok, map()}
	deferred continuation: {:defer, reason, schedule_in: seconds}
	failure: {:error, map()}
	retryable failure: {:retry, reason} or {:retry, reason, opts}

Data Flow Between Steps
Each run starts with its validated payload.
When a step succeeds:
	Squid Mesh merges the returned map into the run context
	the next step receives the original payload merged with the accumulated context

That means later steps can use values produced by earlier steps without manual
state persistence in the host application.
If you want a step to consume only a subset of the available data, declare an
explicit input mapping. A list selects top-level keys without renaming them:
step :load_account, Billing.Steps.LoadAccount, input: [:account_id], output: :account
step :send_email, Billing.Steps.SendEmail, input: [:account, :invoice_id], output: :delivery
In that example:
	:load_account receives only %{account_id: ...}
	its returned map is stored under :account
	:send_email receives only %{account: ..., invoice_id: ...}
	its returned map is stored under :delivery

Use a keyword mapping when a step should receive renamed values from nested
paths in the accumulated payload and context:
step :prepare_notification, Billing.Steps.PrepareNotification,
  after: [:load_account, :load_invoice],
  input: [
    account_id: [:account, :id],
    invoice_id: [:invoice, :id],
    account_tier: [:account, :tier]
  ]
In that example, :prepare_notification receives only:
%{
  account_id: "acct_123",
  invoice_id: "inv_456",
  account_tier: "standard"
}
If any named path is absent, Squid Mesh returns a structured
:missing_input_path error before the step begins execution.
Current boundary:
	run context is still a flat merged map
	explicit input: [:key, ...] lets a step declare which top-level keys it consumes
	explicit input: [name: [:path, ...]] lets a step consume named values from nested context
	explicit output: :key lets a step namespace its returned map under one top-level key
	dependency-based workflows with parallel branches should still emit disjoint top-level keys unless they intentionally namespace outputs
	if multiple parallel branches write the same key, the result is not a stable workflow contract today

Dependency-Based Steps
Steps can also wait on explicit dependencies instead of success transitions:
step :load_account, Billing.Steps.LoadAccount
step :load_invoice, Billing.Steps.LoadInvoice
step :prepare_notification, Billing.Steps.PrepareNotification,
  after: [:load_account, :load_invoice]
Choose dependency-based steps when you want to model prerequisites and joins.
They can still express a sequential chain such as step_2 after: [:step_1] and
step_3 after: [:step_2], but if the workflow is only a straight ordered path,
transition/2 is usually the clearer fit because it states the next step
directly.
Use transition/2 when the workflow is a single ordered path and each step
chooses the next step by outcome. Use after: [...] when a step should wait
for one or more prerequisite steps, especially when multiple root steps fan in
to a join step.
In the example above, :load_account and :load_invoice are independent root
steps. Squid Mesh does not need a transition between them because neither one
depends on the other. They may become visible independently, and
:prepare_notification becomes runnable only after both have completed.
after: [...] makes a step runnable only after every named dependency
completes successfully. Omit the option entirely for root steps; after: [] is
not valid because it changes execution semantics without adding a dependency
edge. Dependency workflows do not mix with transition/2 in this slice.
Fan-Out And Fan-In Contract
Dependency-based workflows model static graph fan-out and fan-in. A root step is
any declared step without after: [...]. Multiple root steps may be scheduled
as independent runnable work for the same run. A join step is any step with one
or more dependencies; it becomes runnable only after every declared dependency
has completed successfully.
Squid Mesh treats Runic-ready work as workflow runnable intent. The journal
runtime persists that intent as durable dispatch entries before workers can
claim it through SquidMesh.execute_next/1. The workflow contract is the same
across backends: readiness comes from persisted journal state, not from Oban,
Bedrock, or any other backend's concurrency model.
Sibling behavior:
	sibling root steps may run in either order, or concurrently when the host
runs multiple journal workers
	a join waits while any dependency is still pending or running
	a join is not scheduled after a sibling reaches terminal failure
	a sibling retry keeps the run in retrying state until the retry is delivered
and the dependency completes
	cancellation and terminal run transitions prevent newly unlocked join work
from being dispatched

Inspection and explanation reflect this graph state. With history enabled,
inspect_run/2 shows declared dependency edges and whether each step is
pending, running, completed, failed, or waiting. explain_run/2 reports a
waiting join with the dependencies it is waiting on and their current statuses;
once the join is scheduled, the explanation points at the runnable join step
and lists the dependencies that satisfied it.
Current dependency validation requires:
	every after: reference names a declared step
	the dependency graph is acyclic
	workflows may define multiple entry steps when dependency execution is used
	after: [] is rejected because it changes execution semantics without adding an edge
	dependency-based workflows cannot also declare transition/2
	dependency-based workflows cannot declare built-in :pause or :approval
steps; use transition-based workflows for those manual wait points today

Current execution boundary:
	a step becomes runnable only after every dependency has completed successfully
	multiple ready root steps can be enqueued independently while later phases still respect deterministic dependency order
	the current scheduler resolves dependency readiness from persisted step history after each successful dependency step, so it is intended for small and medium graph workflows
	downstream work is only enqueued from a locked run-progression boundary, so a sibling terminal failure prevents later dispatch

Transitions
Transitions define the path through the workflow.
transition :check_gateway_status, on: :ok, to: :notify_customer
transition :check_gateway_status, on: :error, to: :notify_operator
transition :notify_customer, on: :ok, to: :complete
Current workflow validation requires:
	at least one step
	exactly one trigger
	exactly one workflow entry step for transition-based workflows
	dependency-based workflows expose entry_steps plus initial_step; the singular entry_step is nil
	transitions only use supported outcomes: :ok and :error
	transitions reference known steps
	each {from, on} pair is declared at most once

Retries And Backoff
Retry policy lives on the step that owns the work:
step :check_gateway_status, Billing.Steps.CheckGatewayStatus,
  retry: [max_attempts: 5, backoff: [type: :exponential, min: 1_000, max: 30_000]]
Supported retry options today:
	max_attempts
	backoff: [type: :exponential, min: ..., max: ...]

Squid Mesh resolves workflow retry policy and appends the next journal dispatch
attempt with its computed visibility time. If a step also declares an
on: :error transition, Squid Mesh takes that route only after retries are
exhausted.
Starting Runs
If a workflow defines a single trigger, the short path is:
SquidMesh.start(Billing.Workflows.PaymentRecovery, %{
  account_id: account_id,
  invoice_id: invoice_id,
  attempt_id: attempt_id,
  gateway_url: gateway_url
})
If you want to name the trigger explicitly:
SquidMesh.start(Billing.Workflows.PaymentRecovery, :payment_recovery, %{
  account_id: account_id,
  invoice_id: invoice_id,
  attempt_id: attempt_id,
  gateway_url: gateway_url
})
Current Boundaries
The current workflow contract is intentionally smaller than a full graph engine.
Supported today:
	one trigger per workflow
	sequential transitions with explicit :ok and :error outcomes
	conditional transition branches with an unconditional fallback
	dependency-based joins with after: [...]
	durable retries and replay
	built-in :wait, :log, :pause, and :approval steps

Not implemented today:
	parallel dispatch of multiple ready steps
	deferred continuation decisions
	dynamic cron registration after boot
	custom reclaim logic for interrupted in-flight step ownership



  

    Host App Integration

This document defines the initial integration contract for:
	Phoenix applications
	OTP applications with an existing Repo
	existing installations that already run background jobs

Tested Toolchain
Current CI and onboarding smoke tests run with:
	Erlang/OTP 28.4.1
	Elixir 1.19.5-otp-28
	Jido 2.0+

Installation
Add :squid_mesh to the host application's dependencies and fetch dependencies
as usual with Mix.
Preferred Hex dependency:
defp deps do
  [
    {:squid_mesh, "~> 0.1.0"}
  ]
end
If the host app defines custom steps with use Jido.Action, add :jido
explicitly to the host app as well rather than relying on a transitive
dependency:
defp deps do
  [
    {:jido, "~> 2.0"},
    {:squid_mesh, "~> 0.1.0"}
  ]
end
Then install Squid Mesh's library-owned migrations into the host app:
mix squid_mesh.install
mix ecto.migrate

mix squid_mesh.install creates one current-schema Squid Mesh migration in the
host application's priv/repo/migrations directory. It does not install or run
migrations for the host application's job backend.
Configuration
Start with three pieces:
	Squid Mesh config points at the host repo and runtime boundary.
	The journal runtime owns its dispatch queue through Squid Mesh config; the
host app only needs a worker process that calls SquidMesh.execute_next/1.
	Journal workers call SquidMesh.execute_next/1 to claim and execute visible
attempts.

The host application configures Squid Mesh under the :squid_mesh application:
config :squid_mesh,
  repo: MyApp.Repo,
  queue: "default"
Required keys:
	:repo - the Ecto repo Squid Mesh uses for persisted runtime state

Optional keys:
	:runtime - :journal by default; routes public start, execution, and
manual-control APIs through the Jido-native journal runtime
	:read_model - :read_model by default; routes inspection, graph
inspection, and explanation through journal projections
	:journal_storage - optional for the default Ecto-backed setup; when omitted,
Squid Mesh uses {SquidMesh.Runtime.Journal.Storage.Ecto, repo: MyApp.Repo}.
Set it only to override the storage adapter. Explicit nil is rejected for
journal-backed runtime or read-model paths.
	:queue - "default" by default; selects the journal dispatch queue used by
the configured journal runtime and read model

Stale-worker handling comes from journal claim fencing or the host backend's
lease system.
For most host apps, the inferred Ecto storage is the recommended starting point
when MyApp.Repo uses Postgres or a Postgres-compatible Ecto adapter. It
persists Jido threads and checkpoints in Squid Mesh's installed tables and keeps
journal storage in the same transactional database boundary as the host app. The
boundary remains adapter-shaped, so other Jido-compatible stores can be used
later, but production stores must still provide ordered per-thread appends,
durable checkpoint reads, and conflict detection for :expected_rev.
See Storage strategy for the full adapter contract and
compatibility expectations.
The current journal default covers start, cron start, cancellation, replay,
global and workflow-filtered list_runs/2, inspect, explain, graph inspection,
manual resume/approval controls, and SquidMesh.execute_next/1. Journal listing
is backed by a durable run catalog fact rather than a storage-adapter scan, and
returns redacted summaries; use inspect_run/2 for one run when a caller needs
inputs, outputs, attempts, or claim metadata. Dashboards can call
list_runs([]) for the index view, then pass the selected summary's run_id
and queue to inspect_run(run_id, queue: queue, include_history: true) or
inspect_run_graph(run_id, queue: queue) for detail views.
Do not serialize inspection or graph detail directly to untrusted clients.
Host apps should authorize the caller, select only the fields the view needs,
and redact host-domain inputs, outputs, errors, manual metadata, idempotency
keys, and claim identifiers before returning the payload. See
Observability.
Runtime Boundaries
Most host apps can use Squid Mesh without writing Jido agents, storage calls, or
Bedrock code. The public integration boundary is:
	workflow modules declare triggers, payloads, steps, transitions, retries, and
manual controls
	host code starts runs and exposes inspection through SquidMesh.start/3,
SquidMesh.list_runs/2, SquidMesh.inspect_run/2,
SquidMesh.inspect_run_graph/2, and SquidMesh.explain_run/2
	host workers provide execution capacity by calling SquidMesh.execute_next/1
	host schedulers may deliver cron activations with
SquidMesh.Executor.Payload.cron/3 and SquidMesh.Runtime.Runner.perform/2

Jido is the runtime foundation behind that boundary. Squid Mesh uses Jido
journals, storage callbacks, actions, and rebuildable agents internally so run
state can be reconstructed from durable facts. Users only need to learn those
details when they are contributing to the runtime, replacing the default journal
storage adapter, or debugging low-level runtime behavior.
Bedrock is optional. Use the basic execute_next/1 worker loop when a host only
needs Squid Mesh to claim visible journal work from the configured storage. Use
Bedrock or another lease-capable backend when the host needs backend-owned
delivery, delayed visibility, worker leases, heartbeats, retry requeue,
dead-letter handling, or stale-worker recovery outside the Squid Mesh journal.
Those backend concerns belong in adapter modules, not workflow modules.
Journal Worker Contract
Step execution is pulled by host-owned workers. A minimal worker can be a small
GenServer loop under the host supervision tree:
defmodule MyApp.SquidMeshWorker do
  use GenServer

  def start_link(opts \\ []) do
    GenServer.start_link(__MODULE__, opts, name: __MODULE__)
  end

  def init(opts) do
    {:ok, %{owner_id: Keyword.get(opts, :owner_id, "my-app-squid-mesh")}, {:continue, :drain}}
  end

  def handle_continue(:drain, state), do: {:noreply, drain_once(state)}
  def handle_info(:drain, state), do: {:noreply, drain_once(state)}

  defp drain_once(state) do
    interval =
      case SquidMesh.execute_next(
             owner_id: state.owner_id,
             lease_for: 30,
             heartbeat_interval_ms: 10_000
           ) do
        {:ok, :none} -> 100
        {:ok, _snapshot} -> 0
        {:error, _reason} -> 1_000
      end

    Process.send_after(self(), :drain, interval)
    state
  end
end
This loop is intentionally small. Production hosts can add capacity limits,
back-pressure, node placement, metrics, and shutdown policy around the same
public call. Squid Mesh still owns the journaled claim, completion, retry,
manual-control, and terminal-state facts.
lease_for and heartbeat_interval_ms are journal executor controls, not an
external backend requirement. Hosts without Bedrock or another leased job
backend may still pass them when steps can run longer than a claim window. Oban
OSS workers fall into this plain-host category for this purpose: keep Oban job
delivery concerns separate and let SquidMesh.execute_next/1 maintain the
journal claim lease. Short step workers can omit heartbeat_interval_ms. Hosts
that also use a backend lease must maintain that backend lease separately from
the journal claim lease. The runtime rejects intervals below 50ms to keep
heartbeat write volume bounded.
Cron Payload Contract
Cron starts are the SquidMesh.Executor payload boundary. Hosts
that already have a scheduler can enqueue SquidMesh.Executor.Payload.cron/3
and deliver the stored payload to SquidMesh.Runtime.Runner.perform/2:
defmodule MyApp.SquidMeshCronExecutor do
  @behaviour SquidMesh.Executor

  alias SquidMesh.Executor.Payload

  def enqueue_cron(_config, workflow, trigger, opts) do
    workflow
    |> Payload.cron(trigger, Keyword.take(opts, [:signal_id, :intended_window]))
    |> enqueue(opts)
  end

  defp enqueue(payload, opts) do
    job = %{payload: payload, queue: queue(), schedule_in: opts[:schedule_in]}

    case MyApp.JobQueue.enqueue(job) do
      {:ok, job} ->
        {:ok, %{job_id: job.id, queue: job.queue, schedule_in: opts[:schedule_in]}}

      {:error, reason} ->
        {:error, reason}
    end
  end

  defp queue do
    :my_app
    |> Application.get_env(__MODULE__, [])
    |> Keyword.get(:queue, :squid_mesh)
  end
end
The cron callback receives:
	workflow and trigger - the cron workflow activation target
	opts[:signal_id] - optional stable scheduler signal id for a cron activation
	opts[:intended_window] - optional logical schedule window for a cron activation

Return {:ok, metadata} after enqueueing. Metadata is returned to the caller and
can be included in host-owned logs or telemetry, so useful values are :job_id,
:queue, :worker, and :scheduled_at.
The queued job should deliver the stored payload back to Squid Mesh without
knowing workflow details:
defmodule MyApp.SquidMeshJob do
  def perform(%{payload: payload}) do
    SquidMesh.Runtime.Runner.perform(payload)
  end
end
MyApp.JobQueue is intentionally a placeholder. In a real host app, replace it
with the app's durable job backend. Cron activation is host-owned; the host
scheduler should call enqueue_cron/4 or enqueue
SquidMesh.Executor.Payload.cron/3.
When a scheduler can provide deterministic schedule metadata, pass it with the
cron payload instead of adding it to workflow input:
Payload.cron(MyApp.Workflows.DailyStandup, :daily_standup,
  signal_id: "daily-standup:2026-05-15T09:00:00Z",
  intended_window: %{
    start_at: "2026-05-15T09:00:00Z",
    end_at: "2026-05-15T10:00:00Z"
  }
)
Squid Mesh persists this under run.context.schedule before workflow
processing. Steps can read it from context.state.schedule, and inspection or
explanation surfaces can show the intended window separately from actual worker
receive time.
If the workflow declares cron ..., idempotency: :return_existing_run or
idempotency: :skip_duplicate, the scheduler identity also becomes the start
idempotency key. Duplicate delivery of the same workflow, trigger, and key will
not insert a second run. Idempotent cron starts must include signal_id or a
complete intended_window; otherwise Squid Mesh returns
{:error, {:missing_schedule_idempotency_key, trigger_name}}.
With the journal default, cron payload delivery through
SquidMesh.Runtime.Runner.perform/2 starts a journal run and persists the
schedule context on the :run_started journal fact. Only cron payloads are
accepted because step execution is claimed through
SquidMesh.execute_next/1.
That is the whole execution contract for the journal-backed runtime. Workflow
modules, context modules, and controllers should not need to know which job
backend the scheduler uses.
Optional Lease Contract
Backends that expose worker leases can also implement
SquidMesh.Executor.Leases. This is separate from the queue delivery adapter: it claims
visible work, heartbeats active claims, completes delivered work, and returns
failed work to the backend's retry or dead-letter policy.
The journal-backed runtime does not require a lease adapter. The behavior exists so
Bedrock or another durable backend can expose lease semantics through a stable
Squid Mesh boundary without changing workflow modules.
Bedrock Lease Backend Setup
Squid Mesh stays backend-neutral: workflow modules and runtime state do not
depend on Bedrock APIs. For hosts that want backend-owned leasing today, Bedrock
is the recommended reference backend because it already owns durable delivery,
delayed visibility, leases, heartbeats, retry timing, and recovery. That same
ownership model is also a better foundation for distributed workflows, where
multiple workers may claim, heartbeat, fail, or recover work across process and
node boundaries.
Use examples/bedrock_minimal_host_app as the concrete setup guide. The example
keeps the storage and lease boundaries explicit:
	BedrockMinimalHostApp.Repo stores Squid Mesh workflow and attempt state.
	BedrockMinimalHostApp.JobQueue stores queue items, delayed visibility,
leases, retries, and queue metadata.
	BedrockMinimalHostApp.SquidMeshDeliveryAdapter adapts cron activations to Bedrock
Job Queue payloads.
	BedrockMinimalHostApp.SquidMeshLeaseAdapter adapts Bedrock claims,
heartbeats, completion, and failure to SquidMesh.Executor.Leases.
	BedrockMinimalHostApp.Jobs.SquidMeshPayload delivers cron payloads and then
drains visible journal attempts while the Bedrock lease is held.

There are two independent lease layers in that setup. The Bedrock lease belongs
to the host job backend and controls whether the payload job can be redelivered.
The Squid Mesh journal claim lease belongs to SquidMesh.execute_next/1 and
controls whether another workflow worker can reclaim a journal attempt. The
Bedrock example passes journal_heartbeat_interval_ms into execute_next/1 so
long-running journal steps keep their Squid Mesh claim alive while the Bedrock
payload job is executing. That option does not renew the Bedrock job lease; the
host backend must size and renew its own lease separately.
The payload worker is the executor boundary. It should deliver a Squid Mesh
payload, then drain visible journal attempts with SquidMesh.execute_next/1.
Do not enqueue one Bedrock job per workflow step. Do not use Bedrock job retry
settings to represent workflow step retry policy. Step retry, terminal failure,
pause, approval, and compensation routing are Squid Mesh runtime facts driven by
the workflow DSL and persisted by execute_next/1.
Treat {:ok, snapshot} from execute_next/1 as successful job progress even
when the snapshot reports a failed workflow run. Return {:error, reason} to
Bedrock only when the payload delivery or journal drain itself failed and should
be redelivered by the backend.
A host app using the same shape should:
	Configure :squid_mesh with the host repo and journal queue.
	Configure the cron adapter's Bedrock queue id and topic.
	Start the host repo, Bedrock cluster, and Bedrock job queue under
supervision.
	Keep workflow definitions backend-neutral; only the Bedrock adapter modules
should know Bedrock exists.
	Configure both lease policies explicitly: Bedrock job lease duration for
payload delivery, and journal_heartbeat_interval_ms for long-running Squid
Mesh attempts.

The example config shape is:
config :my_app, MyApp.SquidMeshDeliveryAdapter,
  queue_id: "tenant_a",
  topic: "squid_mesh:payload"

config :squid_mesh,
  repo: MyApp.Repo,
  queue: "tenant_a"

config :my_app, MyApp.Jobs.SquidMeshPayload,
  journal_heartbeat_interval_ms: 10_000,
  max_journal_attempts: 50
To verify the reference path locally:
cd examples/bedrock_minimal_host_app
mix setup
MIX_ENV=test mix test test/bedrock_job_queue_stress_test.exs test/bedrock_minimal_host_app/squid_mesh_lease_adapter_test.exs

That test path covers Bedrock queue behavior plus the lease adapter contract.
It does not make Bedrock a required Squid Mesh dependency; another durable
delivery adapter can use the same Squid Mesh boundaries if it provides equivalent
delivery, lease, heartbeat, retry, and recovery semantics.
For background on why durable workflow systems often benefit from queueing close
to the data and tenancy model they serve, see Apple's
QuiCK: A Queuing System in CloudKit
paper.
First Run Checklist
For a new integration, the shortest path to a successful first run is:
	Add :squid_mesh to the host app's dependencies.
	Add or confirm a working Postgres-backed Repo.
	Run mix squid_mesh.install.
	Run mix ecto.migrate.
	Configure :squid_mesh with the host app's Repo.
	Start the host app's Repo under supervision.
	Start one workflow through the public API, execute visible attempts with
SquidMesh.execute_next/1, and inspect it with history enabled.

Add a host job system only when the app needs one for cron scheduling,
backend-owned leases, or other application work.
Existing Application Setup
For an existing Phoenix or OTP application:
	Add the :squid_mesh dependency.
	Configure :repo to point at the app's existing repo.
	Call SquidMesh.config!/0 during boot or integration setup to verify the
required contract is present.
	Integrate Squid Mesh from the host application's contexts, services,
controllers, or internal APIs.

The host application is responsible for:
	database setup and migrations
	journal worker lifecycle for SquidMesh.execute_next/1
	any HTTP or internal API endpoints exposed to end users

That means the embedded install path assumes:
	the host app already owns its Repo
	the host app starts workers that call SquidMesh.execute_next/1
	the host app adds job-backend tables only for its own scheduler or lease backend

Minimal OTP Host Skeleton
For a plain OTP application, the minimum moving pieces are:
	a Repo module
	Repo in the application supervision tree
	a supervised worker that periodically calls SquidMesh.execute_next/1
	:squid_mesh configuration pointing at that Repo
	one host-facing module that calls SquidMesh

Dependency shape:
defp deps do
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.20"},
    {:squid_mesh, "~> 0.1.0"}
  ]
end
Add :jido only when the host app defines raw Jido.Action steps directly.
Add the host job backend separately.
Application supervision shape:
children = [
  MyApp.Repo,
  MyApp.JobQueue
]
Host-facing boundary:
defmodule MyApp.WorkflowRuns do
  def start_payment_recovery(payload) do
    SquidMesh.start(MyApp.Workflows.PaymentRecovery, :payment_recovery, payload)
  end

  def inspect_run(run_id) do
    SquidMesh.inspect_run(run_id, include_history: true)
  end

  def resume(run_id, attrs \\ %{}) do
    SquidMesh.resume(run_id, attrs)
  end

  def approve(run_id, attrs) do
    SquidMesh.approve(run_id, attrs)
  end

  def reject(run_id, attrs) do
    SquidMesh.reject(run_id, attrs)
  end
end
If the host app exposes pause-resume or approval workflows, keep the latest
Squid Mesh migrations applied before deploying the feature. Paused step runs
now persist internal resume metadata so resume/2, approve/3, and
reject/3 can continue with stable output and transition semantics after
restarts or code changes.
Operational review shape:
{:ok, paused_run} = MyApp.WorkflowRuns.inspect_run(run_id)

Enum.map(paused_run.audit_events, &{&1.type, &1.step})
#=> [{:paused, :wait_for_review}]

{:ok, _run} =
  MyApp.WorkflowRuns.approve(run_id, %{
    actor: "ops_123",
    comment: "customer verified",
    metadata: %{ticket: "SUP-42"}
  })

{:ok, completed_run} = MyApp.WorkflowRuns.inspect_run(run_id)

Enum.map(completed_run.audit_events, &{&1.type, &1.actor, &1.comment})
#=> [{:paused, nil, nil}, {:approved, "ops_123", "customer verified"}]
include_history: true is the public audit boundary. With history enabled, the
run includes chronological step_runs, declared steps state, and durable
audit_events for pause, resume, approval, and rejection actions.
Minimal Phoenix Host Skeleton
A Phoenix application uses the same runtime contract. The main difference is
that Squid Mesh usually sits behind a context or controller boundary.
Typical shape:
	add :squid_mesh to the Phoenix app
	keep using the Phoenix app's existing Repo
	start a supervised worker that calls SquidMesh.execute_next/1
	configure :squid_mesh to use that Repo
	expose workflow operations through a context or controller

Add :jido explicitly only when the Phoenix app defines raw Jido.Action
modules as an interop path.
Context boundary:
defmodule MyApp.WorkflowRuns do
  def start_payment_recovery(attrs) do
    SquidMesh.start(MyApp.Workflows.PaymentRecovery, :payment_recovery, attrs)
  end

  def inspect_run(run_id) do
    SquidMesh.inspect_run(run_id, include_history: true)
  end

  def resume(run_id, attrs \\ %{}) do
    SquidMesh.resume(run_id, attrs)
  end

  def approve(run_id, attrs) do
    SquidMesh.approve(run_id, attrs)
  end

  def reject(run_id, attrs) do
    SquidMesh.reject(run_id, attrs)
  end
end
Controller shape:
def create(conn, params) do
  with {:ok, run} <- MyApp.WorkflowRuns.start_payment_recovery(params) do
    json(conn, %{id: run.run_id, status: run.status})
  end
end
Development Setup
For local development and examples, a minimal host app can provide:
	a local Postgres-backed repo
	a local background job setup
	direct application code calls into Squid Mesh

This uses the same configuration contract as an existing application setup.
In that mode, the example app may also own its job-backend migrations because
it is acting as a standalone development harness rather than an embedded
install.
Validation
Host applications can validate the contract directly:
{:ok, config} = SquidMesh.config()
Or raise on missing required keys:
config = SquidMesh.config!()
Example Development Harness
The example host app smoke-test harness builds on this same contract and is the
reference setup for end-to-end development and verification.
Path:
	examples/minimal_host_app

Suggested workflow:
	Start Postgres for the example app.
	Run mix setup inside examples/minimal_host_app.
	Run mix example.smoke to exercise the host app boundary.

Fast verification path:
	run MIX_ENV=test mix example.smoke inside examples/minimal_host_app

The example app wires:
	its own MinimalHostApp.Repo
	journal runtime smoke paths that use inferred Ecto storage and
SquidMesh.execute_next/1, including cron activation through the journal
runtime
	cron activation smoke paths that deliver SquidMesh.Executor.Payload.cron/3
through SquidMesh.Runtime.Runner.perform/1
	Squid Mesh through MinimalHostApp.WorkflowRuns

Inspecting History
For real host apps, inspect_run/2 is most useful with history enabled:
SquidMesh.inspect_run(run_id, include_history: true)
That returns the top-level run plus:
	steps: logical per-step state in workflow order, including dependency edges
	step_runs: persisted execution history
	attempts: persisted retry history for each step run

This split gives host apps both declared per-step state and the raw execution
timeline from one inspection call.
Use explain_run/2 when an operator surface needs the current reason and safe
next actions instead of the full inspection snapshot:
{:ok, explanation} = SquidMesh.explain_run(run_id)

%{
  status: explanation.status,
  reason: explanation.reason,
  step: explanation.step,
  next_actions: explanation.next_actions
}
inspect_run/2 answers "what persisted state exists?". explain_run/2 answers
"why is this run here, what evidence supports that, and what can an operator do
next?". The explanation keeps details and evidence structured so Phoenix
apps, CLIs, and dashboards can render their own messages.


  

    Operations Guide

This guide covers the operational boundaries Squid Mesh expects host
applications to own.
Runtime Guarantees
Squid Mesh currently guarantees:
	durable run, step, attempt, dispatch, and manual-control facts in the configured journal storage
	durable queued and scheduled workflow intent through journal dispatch facts
	workflow-level retry, replay, inspection, and cancellation on top of that durable state

Squid Mesh does not currently claim:
	exactly-once external side effects
	replacing every backend-specific worker lease or heartbeat system
	dynamic cron registration after boot

Idempotent Step Design
Any step that talks to an external system should be idempotent at that
boundary.
Recommended patterns:
	include an application-owned idempotency key in the external request
	persist enough domain state to detect duplicate delivery
	treat remote 409 or duplicate acknowledgements as success when appropriate
	for payment providers, pass a stable key derived from the workflow run, step,
and domain operation rather than generating a fresh key on each attempt

Avoid:
	steps that produce irreversible side effects without a duplicate strategy
	relying on "this step should only run once" as the safety model

Worker Sizing
Squid Mesh workers pull visible journal attempts through SquidMesh.execute_next/1,
so worker sizing stays a host-app decision.
Recommended starting point:
	dedicate a small supervised worker pool to Squid Mesh execution
	isolate higher-cost workflow traffic from unrelated app jobs
	size concurrency conservatively, then increase based on visible attempt depth

If workflows perform mostly I/O:
	a moderate queue limit is usually fine

If workflows call slow external systems:
	keep limits lower
	prefer backoff and queue isolation over large worker counts

Retries And Backoff
Workflow-step retries are owned by Squid Mesh, not by the host job backend's
retry counter.
Jido action retries are also disabled at the Squid Mesh runtime boundary so one
workflow attempt maps to one persisted step attempt.
Recommended practice:
	declare retries only on steps that own recoverable work
	prefer bounded exponential backoff
	surface structured errors from steps so retry behavior is understandable in inspection
	mark non-compensatable external side effects with irreversible: true or
compensatable: false so replay requires explicit operator approval
	mark error transitions with recovery: :compensation or recovery: :undo
when the operational response differs

Example:
step :check_gateway_status, MyApp.Steps.CheckGatewayStatus,
  retry: [max_attempts: 5, backoff: [type: :exponential, min: 1_000, max: 30_000]]
Compensation Versus Undo
Compensation is a forward recovery action that reconciles partial work. Undo is
a reversal of local work the application still controls. Keep those paths
explicit in the workflow so operators can tell whether a failure was reconciled
or reversed:
transition(:capture_payment, on: :error, to: :issue_credit, recovery: :compensation)
transition(:reserve_inventory, on: :error, to: :release_inventory, recovery: :undo)
When Squid Mesh routes through one of these transitions, inspection history
shows the failed step's recovery.failure decision and emits either
:compensation_routed or :undo_routed in audit_events.
Local Transaction Boundaries
transaction: :repo gives one custom step a same-process host repo transaction.
It is useful for local database groups that should commit or roll back together
before Squid Mesh advances the durable workflow:
step :post_local_ledger_entries, MyApp.Steps.PostLocalLedgerEntries,
  transaction: :repo
Operational boundary:
	the action callback runs in the worker process inside config.repo.transaction/1
	{:ok, output} commits the host repo transaction, then Squid Mesh persists
the step result and dispatches successors in its normal durable transaction
	{:error, reason} rolls back the host repo transaction, then Squid Mesh
persists the failed step and applies retry or failure routing
	a crash after local commit but before Squid Mesh persists progress can still
be redelivered, so local transaction groups should use natural keys,
uniqueness, or other idempotency guards when duplicate local writes matter
	this option does not cover external APIs, downstream steps, runtime dispatch, or
saga compensation callbacks

Keep this option for small local write groups. If a boundary crosses services,
queues, or later workflow steps, model recovery explicitly with retries,
compensation callbacks, or :error transitions.
Replay After Irreversible Side Effects
Replay starts a new run from the original payload. That is useful for
recoverable workflows, but it can repeat external effects that have already
happened.
When a completed source run contains a step marked irreversible: true or
compensatable: false, Squid Mesh blocks replay by default:
{:error, {:unsafe_replay, details}} = SquidMesh.replay(run_id)
Operator tooling should show details.steps and require a deliberate decision
before retrying. If the operator accepts the risk, pass the explicit override:
SquidMesh.replay(run_id, allow_irreversible: true)
Use this path only after checking the external system or domain records. The
marker changes Squid Mesh recovery semantics; it does not make a payment,
message, shipment, or webhook idempotent.
Backend-Owned Leases And Fencing
Lease-capable delivery backends should own queue delivery, claim expiry,
heartbeats, retry timing, and worker recovery. Squid Mesh keeps the
workflow-facing facts durable: runnable identity, attempt history,
workflow-state mutation fences, completion, failure, cancellation, and
inspection.
Recommended lease settings:
	choose a lease timeout longer than the expected gap between heartbeats plus
normal scheduler and database latency
	heartbeat often enough that one missed heartbeat does not expire healthy work
	use stable run, step, attempt, and domain-operation identifiers as backend
work item keys or lineage metadata

For a concrete backend-neutral shape with Bedrock as the recommended lease
backend, see the Bedrock setup section in docs/host_app_integration.md.
Completion, failure, pause, and approval progression must be applied only by
the current attempt owner. If an expired attempt is reclaimed and a newer
attempt takes over, a stale worker is rejected before it can mutate step
history or run state. This protects Squid Mesh's durable state from stale
workers, but it does not make external side effects exactly once. External API
calls still need idempotency keys or domain-level duplicate detection.
Long Waits
Built-in :wait steps are non-blocking because they append delayed journal
runnable intent instead of sleeping inside a worker.
Still, long waits have real operational cost:
	more scheduled jobs
	longer-lived run records
	more delayed work to reason about during incidents

Recommended practice:
	keep :wait for workflow-scale delays, not arbitrary timers everywhere
	prefer application scheduling or cron triggers when the delay is really about when the workflow should start
	avoid extremely large waits unless the workflow truly needs to remain in-flight

Cron Activation
Cron triggers are declared in the workflow but activated by the host app through
its scheduler.
Current boundary:
	activation is static at boot
	the host scheduler owns recurring scheduling
	Squid Mesh turns the delivered cron payload into a normal journal-backed run
start

Recommended practice:
	treat cron workflows as deploy-time configuration
	review cron registrations alongside the host app's scheduler setup
	keep payload defaults complete so cron runs do not rely on manual input

Observability
At minimum, production deployments should capture:
	run counts by workflow, queue, and status
	visible-attempt depth and journal worker throughput
	scheduled attempts, expired claims, and manual intervention queues
	terminal outcomes, anomalies, and operator explanations
	host-owned telemetry and structured logs around worker boundaries

Recommended reading:
	Observability
	Architecture



  

    Supported Baseline

This page defines the currently supported baseline for Squid Mesh.
Supported Baseline
	Component	Supported baseline
	Elixir	1.19.5-otp-28
	Erlang/OTP	28.4.1
	Postgres	15+
	Jido	2.0+

What Supported Means
For the current release line, "supported" means:
	the combination is exercised in CI or repeatable local verification
	the documentation and example harnesses target that baseline
	bug reports on that baseline are in scope for active support

Host App Expectations
Supported host apps are expected to provide:
	an Ecto Repo
	Postgres for durable state
	a supervised worker that calls SquidMesh.execute_next/1
	a scheduler that can deliver cron payloads to SquidMesh.Runtime.Runner.perform/2, if the app uses cron triggers
	step modules that conform to the current Squid Mesh action contract

Storage Compatibility
The currently supported bundled production relational storage path is
SquidMesh.Runtime.Journal.Storage.Ecto with a Postgres-compatible Ecto repo.
Other durable stores may be valid when they are exposed through a journal
storage adapter that provides the same ordered append, optimistic conflict,
checkpoint, rebuild, and error-shape guarantees. See Storage
strategy.
Version Evaluation Policy
Before a new version is called supported, the team should:
	Run the root test suite.
	Run the example host app smoke path.
	Run the restart resilience and soak/load verifications in the example app, including paused-run unblock after restart.
	Review docs and configuration snippets for version-specific drift.

Until that work is done, newer versions may still work, but they should be
treated as unverified rather than supported.


  

    Tool Adapters

Squid Mesh exposes a small tool boundary for workflow steps that need to talk
to external systems.
Contract
Tool adapters implement SquidMesh.Tools.Adapter and are invoked through
SquidMesh.Tools.invoke/4.
{:ok, result} =
  SquidMesh.Tools.invoke(MyApp.Tools.SomeAdapter, request, context)
The shared contract is:
	request: a map owned by the adapter
	context: a workflow or step context map
	success: {:ok, %SquidMesh.Tools.Result{}}
	failure: {:error, %SquidMesh.Tools.Error{}}

Normalized Result
SquidMesh.Tools.Result contains:
	adapter: the adapter module
	payload: the normalized adapter response
	metadata: adapter metadata such as request method or URL

Normalized Error
SquidMesh.Tools.Error contains:
	adapter: the adapter module
	kind: normalized error kind
	message: stable human-readable message
	details: adapter-specific details in a plain map
	retryable?: whether the failure is a reasonable candidate for workflow retry

Steps can convert tool errors into plain maps with
SquidMesh.Tools.Error.to_map/1 before returning them as workflow step
failures.
HTTP Adapter
SquidMesh.Tools.HTTP is the first concrete adapter.
Supported request shape:
	method
	url
	headers
	params
	body
	json
	timeout

Successful responses are normalized to:
	status
	headers
	trailers
	body

HTTP responses with status >= 400, transport failures, and timeouts are
normalized into SquidMesh.Tools.Error.
Retry Boundary
The HTTP adapter disables Req's built-in retry loop.
That keeps retry policy in one place:
	adapters report the first failure
	workflow steps declare retry policy
	Squid Mesh appends the next journal dispatch attempt with the resolved retry
visibility time

This keeps transport behavior predictable and avoids stacking HTTP-client
retries underneath workflow retries.


  

    Storage Strategy and Adapter Contract

Squid Mesh is storage-adapter agnostic at the journal runtime boundary. That
does not mean every database is automatically a correct runtime store. A storage
backend is portable only when its adapter provides the durability and ordering
semantics the runtime depends on.
The bundled production relational path is
SquidMesh.Runtime.Journal.Storage.Ecto with a Postgres-compatible Ecto repo.
When journal_storage is omitted, Squid Mesh infers:
{SquidMesh.Runtime.Journal.Storage.Ecto, repo: MyApp.Repo}
That adapter persists Jido journal threads, entries, and checkpoints in the
host application's database through Squid Mesh's installed migrations. It keeps
workflow history, dispatch state, checkpoints, and host data inside the same
database boundary while still leaving the runtime behind an adapter-shaped
contract.
Boundary
Workflow authors should not depend on storage APIs. Workflows declare triggers,
payloads, steps, transitions, retries, waits, and manual controls. Host code
starts runs, inspects runs, and provides workers through public Squid Mesh APIs.
Storage adapters are for the runtime boundary:
	SquidMesh.Runtime.Journal.Storage normalizes trusted host configuration.
	The configured adapter implements the Jido storage callbacks Squid Mesh uses
for journal threads and checkpoints.
	Runtime modules append durable facts and rebuild projections through that
boundary.

Keep storage adapters separate from executor, queue, and lease adapters. A
queue adapter can own delivery mechanics. A lease adapter can own worker
fencing against a backend. A storage adapter owns journal entries and
checkpoints. One backend may provide more than one adapter, but the contracts
stay separate.
flowchart LR
    workflow["Workflow modules"] --> api["Squid Mesh public APIs"]
    api --> runtime["Journal runtime"]
    runtime --> storage["Storage adapter<br/>threads, entries, checkpoints"]
    runtime --> queue["Queue / delivery adapter<br/>cron and backend delivery"]
    runtime --> lease["Lease adapter<br/>backend worker fencing"]
    storage --> durable["Durable storage"]
    queue --> backend["Host backend"]
    lease --> backend
Required Adapter Guarantees
	Guarantee	Required behavior	Why it matters
	Ordered thread entries	load_thread/2 must return each thread's entries in revision order with no gaps, duplicates, or reorderings. append_thread/3 must assign stable, monotonic revisions to appended entries.	Workflow and dispatch projections rebuild from append-only facts. Reordering changes runtime meaning.
	Optimistic conflict detection	append_thread/3 must honor :expected_rev or an equivalent compare-and-append guard, returning a conflict error without appending when the caller's revision is stale.	Duplicate workers, stale projections, and concurrent commands must not both mutate the same runtime state.
	Durable checkpoints	put_checkpoint/3, get_checkpoint/2, and delete_checkpoint/2 must persist checkpoint data durably. Checkpoint payloads include last-applied thread revision pointers and projection state.	Checkpoints speed rebuilds but must never become a second source of truth.
	Safe projection rebuilds	Missing, stale, deleted, or invalid checkpoints must allow the runtime to replay journal entries from the thread and recover the same projection.	Deploys, rebuilds, and checkpoint loss must not corrupt run state.
	Clear error behavior	Missing threads and checkpoints must surface as not-found results. Stale appends must surface as conflict results. Infrastructure or serialization failures must surface as adapter errors rather than being swallowed.	Public APIs and recovery code need predictable failure paths.
	Scoped deletion for tests and tooling	delete_thread/2 and delete_checkpoint/2 must delete only the requested thread or checkpoint key. Production runtimes should not rely on broad storage scans for normal operation.	Tests need cleanup, while runtime read models use durable catalog and index facts instead of adapter-specific scans.
	Trusted configuration	Adapter options must come from host configuration, not request input. Secrets, connection options, and backend credentials must not be exposed through inspection or graph payloads.	Storage config is a trust boundary.
	Stable serialization	Persisted entries and checkpoints must round-trip without executing untrusted code or depending on process-local state.	Runtime state must survive deploys, restarts, and projection rebuilds.

Current Ecto Path
The Ecto adapter is the recommended starting point for production hosts that
use Postgres or a Postgres-compatible Ecto adapter. It:
	stores journal threads in Squid Mesh's journal thread table
	stores normalized entries in the journal entry table
	stores checkpoints in the checkpoint table
	serializes appends through row-level locking
	honors Jido's :expected_rev option as optimistic conflict detection
	returns not-found, conflict, and adapter errors through the storage callback
shapes used by the journal runtime

Postgres compatibility here is about the adapter's implementation needs, not a
promise that any SQL database will work unchanged. A non-Postgres relational
store needs an adapter that can provide equivalent per-thread ordering,
compare-and-append conflict detection, durable checkpoint reads, and predictable
transaction behavior.
Non-Relational Stores
Non-relational durable stores can fit behind the same boundary when they
provide equivalent semantics. For example, an adapter could use a conditional
write, compare-and-swap revision, or single-key transaction to protect each
thread append.
The runtime does not require SQL specifically. It requires ordered append-only
facts, optimistic conflict detection, checkpoint persistence, and deterministic
rebuilds.
Bedrock Direction
Bedrock is an optional backend direction, not a required storage dependency. A
future Bedrock-backed storage adapter should implement the same journal storage
contract described here. It should not make workflow modules depend on Bedrock,
and it should not merge storage concerns with Bedrock queue, delivery, lease,
heartbeat, retry requeue, or dead-letter adapters.
The current Bedrock example app demonstrates backend-owned delivery and lease
behavior while still using the configured Squid Mesh journal storage boundary
for workflow and attempt state. A future Bedrock storage adapter can become a
first-class option without changing workflow authoring or public runtime APIs.


  

    Graph Inspection Contract

SquidMesh.inspect_run_graph/2 returns a graph-oriented view of one durable
workflow run. Use it when a host app, CLI, dashboard, or visual workflow tool
needs nodes and edges instead of raw journal history.
The public API still returns structs:
{:ok, graph} = SquidMesh.inspect_run_graph(run_id)
Use SquidMesh.Runs.GraphInspection.to_map/1 at the host boundary when a UI
needs a stable map payload:
{:ok, graph} = SquidMesh.inspect_run_graph(run_id)
payload = SquidMesh.Runs.GraphInspection.to_map(graph)
That keeps existing struct callers compatible while giving UI serializers an
explicit shape.
Top-Level Shape
The map shape is:
%{
  run_id: "run_123",
  workflow: "Elixir.MyApp.Workflows.EmailReply",
  source: :read_model,
  status: :running,
  current_node_id: "draft_reply",
  current_node_ids: ["draft_reply"],
  terminal?: false,
  nodes: [...],
  edges: [...],
  child_runs: [],
  child_links: [],
  dynamic_work: [],
  dynamic_work_overlays: [],
  anomalies: []
}
Workflow modules are serialized with Atom.to_string/1, so Elixir modules use
the normal "Elixir." prefix. Persisted serialized workflow definitions keep
their stored string value.
For runtime-authored specs started with SquidMesh.start_spec/3 or
SquidMesh.start_spec/4, graph inspection uses the resolved definition
persisted on the run. The stored workflow value remains a stable identity, but
nodes, edges, action keys, and selected transitions come from the durable spec
rather than from loading a workflow module.
current_node_id is the first active node for simple callers.
current_node_ids preserves parallel runnable nodes in dependency workflows.
terminal? is true when the run is in a terminal state such as :completed,
:failed, or :cancelled.
Node Shape
Nodes represent workflow steps:
%{
  id: "draft_reply",
  action: nil,
  status: :running,
  current?: true,
  input: nil,
  output: nil,
  error: nil,
  recovery: nil,
  transition: nil,
  manual_state: nil,
  attempts: []
}
action is the stable host-owned action key when the node came from a spec
resolved through SquidMesh.Workflow.resolve_spec_actions/2. Compiled
module-authored workflows usually leave it nil.
recovery is populated from the durable runnable recovery policy when the
runtime has one. For compensatable steps it includes the callback module name
and status, letting host dashboards show rollback availability without parsing
journal entries or loading the current workflow module.
deadline is populated when a declared step or approval has a persisted
deadline policy. It contains the evaluated status (:on_time, :due_soon,
:overdue, or :escalated), due timestamps, and the declared escalation
outcome so graph UIs can decorate nodes without inspecting raw journal entries.
Node status values are:
	:waiting - no runnable work has been recorded for the node
	:pending - work is visible or scheduled
	:running - a worker has an active claim
	:retrying - a failed attempt scheduled another try
	:paused - the node is waiting for manual intervention
	:completed - durable terminal step success exists
	:failed - durable terminal step failure exists

By default, inputs, outputs, errors, manual state, and attempt details are nil
or empty because they can contain host-domain data. Request details explicitly:
{:ok, graph} = SquidMesh.inspect_run_graph(run_id, include_history: true)
payload = SquidMesh.Runs.GraphInspection.to_map(graph)
With history enabled, a node can include fields such as:
%{
  id: "review_draft",
  status: :paused,
  current?: true,
  manual_state: %{step: "review_draft", kind: :approval},
  attempts: [%{attempt_number: 1, status: :completed}],
  output: %{drafts: [%{subject: "hello"}]}
}
Host apps should still authorize and redact this payload before exposing it
outside trusted operator surfaces. For field-selection guidance, see
Observability: redaction and field selection.
Dynamic work nodes are inspectable runtime-authored structure. Preview them
through SquidMesh.preview_dynamic_work/3 when a UI or visual editor needs to
validate a candidate payload and render the graph overlay before writing. Record
them through SquidMesh.record_dynamic_work/3 so the runtime validates the
stable dynamic key, producer origin, node ids, and optional dynamic edges
against an active run snapshot before appending durable metadata. Schedule them
through SquidMesh.schedule_dynamic_work/3 when the dynamic nodes should also
become executable runnable intents. Graph projections mark dynamic nodes with
dynamic?: true so graph UIs can distinguish them from declared workflow steps:
%{
  id: "deliver_digest:chat_1",
  action: "digest.deliver",
  status: :recorded,
  current?: false,
  dynamic?: true,
  origin: %{step: "schedule_digest", runnable_key: "run_123:schedule_digest:1", attempt: 1},
  metadata: %{chat_id: "chat_1"}
}
SquidMesh.Runs.DynamicWorkPreview.to_map/1 exposes stable overlay metadata for
editor controls without requiring clients to diff graphs themselves:
%{
  run_id: "run_123",
  duplicate?: false,
  recordable?: true,
  origin_node_id: "schedule_digest",
  added_node_ids: ["deliver_digest:chat_1"],
  added_edge_ids: ["schedule_digest:dynamic:deliver_digest:chat_1"],
  warnings: [],
  dynamic_work: %{dynamic_key: "subscription_digest_fanout"},
  graph: %{nodes: [...], edges: [...]}
}
recordable? means recording would append a new durable dynamic-work fact.
Exact duplicate previews are still valid but return duplicate?: true,
recordable?: false, empty added id lists, and
warnings: [:duplicate_dynamic_work].
Recorded dynamic work also appears on inspect_run_graph/2 and
SquidMesh.Runs.GraphInspection.to_map/1 as dynamic_work_overlays. Each
overlay summarizes one durable dynamic-work record with the producer node,
stable added node ids, stable added edge ids, counts, and recorded status:
%{
  dynamic_key: "subscription_digest_fanout",
  status: :recorded,
  origin_node_id: "schedule_digest",
  added_node_ids: ["deliver_digest:chat_1"],
  added_edge_ids: ["schedule_digest:dynamic:deliver_digest:chat_1"],
  node_count: 1,
  edge_count: 1
}
Use dynamic_work_overlays for graph controls, expandable run-detail panels,
and change summaries. Use dynamic_work when the caller needs the full
normalized durable fact.
Preview graphs returned inside SquidMesh.Runs.DynamicWorkPreview.to_map/1
may include a candidate overlay for the unrecorded dynamic-work payload. The
top-level preview fields remain authoritative for recordable?, duplicate
state, added ids, and warnings.
When a dynamic-work overlay represents future executable work, pass the
host-owned :action_registry option to preview_dynamic_work/3 and
record_dynamic_work/3. Pass it to every schedule_dynamic_work/3 call.
Squid Mesh then requires each dynamic node action key to be present, enabled,
and compatible before returning, recording, or scheduling the overlay.
Previewing or recording dynamic work remains inspection-only: it does not
schedule dispatch attempts, alter dependency readiness, or change
terminal-state decisions. Scheduling dynamic work appends the dynamic-work fact
and planned runnable intents together, then uses the normal execute_next/1
path for claim, execution, completion, failure, and graph status. Terminal runs
reject new dynamic-work previews, records, and schedules. Scheduling also
requires an already-applied origin runnable. Dynamic nodes may persist retry
intent with retry: [max_attempts: n]; dynamic edges remain graph metadata and
do not impose dependency ordering between scheduled dynamic nodes. Scheduled
dynamic nodes are replay-unsafe by default so operators must explicitly review
irreversible replay.
Child Run Links
Nested workflow starts remain separate durable runs. The parent graph exposes
their factual records through child_runs and a derived child_links overlay
that graph UIs can render as subflow links without treating the child as an
inline executable node:
%{
  id: "start_nested_invite:child_run:child_run_123",
  from: "start_nested_invite",
  to: "child_run_123",
  type: :child_run,
  status: :linked,
  child_run_id: "child_run_123",
  child_workflow: "Elixir.MyApp.Workflows.InviteDelivery",
  child_trigger: "deliver_invite",
  child_key: "invite_guest_456",
  origin: %{step: "start_nested_invite", runnable_key: "run_123:start_nested_invite:1", attempt: 1},
  metadata: %{guest_id: "guest_456"},
  started_at: ~U[2026-05-30 12:00:00Z]
}
Use child_links for visual inspection and editor-friendly stable ids. Use
child_runs when the UI needs the full child-run fact, and call
inspect_run/2 or inspect_run_graph/2 on child_run_id for the child
workflow's own status, nodes, and edges. Child links are not workflow transition
edges and do not affect dependency readiness, retry behavior, replay behavior,
or cancellation boundaries. started_at is optional and appears only when the
durable child-run fact includes it. Stale child-run facts without both
child_run_id and an origin step remain visible in child_runs, but they do
not produce a child_links entry.
Edge Shape
Edges represent transitions or dependencies:
%{
  id: "fetch_emails:ok:draft_reply",
  from: "fetch_emails",
  to: "draft_reply",
  type: :transition,
  status: :selected,
  selected?: true,
  skipped?: false,
  pending?: false,
  blocked?: false,
  outcome: :ok,
  condition: nil,
  recovery: nil
}
Edge status values are:
	:selected - durable step state proves this path was taken
	:skipped - a sibling path or terminal outcome won
	:pending - the source step or dependency has not terminally resolved
	:blocked - a dependency failed before this edge could become runnable

Conditional transition edges include their condition and deterministic ids:
%{
  id: "classify:ok:auto_approve:condition:0",
  from: "classify",
  to: "auto_approve",
  type: :transition,
  outcome: :ok,
  condition: %{path: [:routing, :decision], equals: "auto"},
  status: :selected,
  selected?: true,
  skipped?: false,
  pending?: false,
  blocked?: false
}
Dependency workflows use dependency edges:
%{
  id: "load_invoice:dependency:send_email",
  from: "load_invoice",
  to: "send_email",
  type: :dependency,
  outcome: nil,
  status: :pending,
  selected?: false,
  skipped?: false,
  pending?: true,
  blocked?: false
}
Dynamic edges connect the producer step to recorded dynamic nodes:
%{
  id: "schedule_digest:dynamic:deliver_digest:chat_1",
  from: "schedule_digest",
  to: "deliver_digest:chat_1",
  type: :dynamic,
  status: :pending,
  selected?: false,
  skipped?: false,
  pending?: true,
  blocked?: false
}
dynamic_work keeps the grouped durable facts behind those nodes and edges:
%{
  dynamic_key: "subscription_digest_fanout",
  status: :recorded,
  reason: :runtime_fanout,
  origin: %{step: "schedule_digest", runnable_key: "run_123:schedule_digest:1", attempt: 1},
  nodes: [%{id: "deliver_digest:chat_1", action: "digest.deliver"}],
  edges: [%{type: :dynamic, from: "schedule_digest", to: "deliver_digest:chat_1"}]
}
Compatibility
The graph map contract is intended for host UI and tooling integration. Squid
Mesh may add optional fields in future releases, but the existing field names,
identifier semantics, node statuses, edge statuses, and default detail redaction
are stable compatibility points.
If the workflow module can no longer be loaded, Squid Mesh still returns any
durable node state it can infer from the run. edges is empty in that degraded
state because topology belongs to the workflow definition.
The default payload does not include claim tokens, storage configuration,
adapter internals, process identifiers, or raw journal entries.


  

    Reference Workflows

The minimal host app contains executable reference workflows for the product
lane described in Positioning. They use Squid Mesh workflow
and step APIs in the happy path, keep host scheduling and delivery outside the
workflow definition, and run through the same smoke and resilience harnesses as
the rest of the example app.
Use these examples when you want to see how the runtime features fit together
inside a host application without adding a dashboard or a separate workflow
service.
Where They Live
The reference host app is in
examples/minimal_host_app.
The app exposes workflow operations through
MinimalHostApp.WorkflowRuns, which is the host-facing boundary a Phoenix
context or OTP service would normally wrap. The workflow modules live under
examples/minimal_host_app/lib/minimal_host_app/workflows, and their step
modules live under examples/minimal_host_app/lib/minimal_host_app/steps.
Workflow Map
	Workflow	Trigger shape	What it demonstrates
	PaymentRecovery	Manual	Retry policy, explicit recovery routing, non-compensatable side effects, and replay boundaries.
	ManualApproval	Manual	Durable operator approval, rejection, pause state, resume, and audit history.
	DependencyRecovery	Manual	Independent roots, dependency joins, named path input mapping, and inspectable joined work.
	SagaCheckout	Manual	Reversible side-effect metadata and retry exhaustion on a later step.
	DailyDigest	Manual and cron	One workflow graph shared by manual and scheduled starts, including cron idempotency metadata.

Payment Recovery
MinimalHostApp.Workflows.PaymentRecovery models a customer-facing recovery
flow:
step :check_gateway_status, MinimalHostApp.Steps.CheckGatewayStatus,
  retry: [max_attempts: 5, backoff: [type: :exponential, min: 1_000, max: 1_000]]

transition :check_gateway_status,
  on: :error,
  to: :issue_gateway_credit,
  recovery: :compensation

step :notify_customer, MinimalHostApp.Steps.NotifyCustomer, compensatable: false
This example shows three boundaries:
	Retry policy belongs to workflow progression, not to the host job runner.
	Recovery transitions are durable route choices that show up in inspection.
	Non-compensatable side effects make replay require explicit operator intent
after the notification step has completed.

The smoke path starts this workflow through
MinimalHostApp.WorkflowRuns.start_payment_recovery/1, waits for worker
execution, and inspects the completed run.
Manual Approval
MinimalHostApp.Workflows.ManualApproval uses an approval step:
approval_step :wait_for_approval, output: :approval

transition :wait_for_approval, on: :ok, to: :record_approval
transition :wait_for_approval, on: :error, to: :record_rejection
The approval step is durable state in the journal. It is not a process waiting
in memory. Host code resolves the boundary through public APIs such as
SquidMesh.approve/2 or SquidMesh.reject/2, and inspection history
keeps the pause and resolution facts visible for operator tools.
Dependency Recovery
MinimalHostApp.Workflows.DependencyRecovery starts two independent roots and
joins them before notification preparation:
step :load_account, MinimalHostApp.Steps.LoadAccount
step :load_invoice, MinimalHostApp.Steps.LoadInvoice

step :prepare_notification, MinimalHostApp.Steps.PrepareNotification,
  after: [:load_account, :load_invoice],
  input: [
    account_id: [:account, :id],
    invoice_id: [:invoice, :id],
    account_tier: [:account, :tier]
  ]
The join step consumes named values from durable run context instead of relying
on transient process state. inspect_run(..., include_history: true) shows the
mapped input that reached :prepare_notification.
Saga Checkout
MinimalHostApp.Workflows.SagaCheckout demonstrates explicit compensation
metadata:
step :reserve_inventory, MinimalHostApp.Steps.ReserveInventory,
  compensate: MinimalHostApp.Steps.ReleaseInventory

step :authorize_payment, MinimalHostApp.Steps.AuthorizePayment,
  compensate: MinimalHostApp.Steps.VoidPaymentAuthorization

step :capture_payment, MinimalHostApp.Steps.CapturePayment, retry: [max_attempts: 2]
When capture exhausts its retry policy, Squid Mesh keeps the completed
side-effecting steps and their declared rollback callbacks visible through run
inspection, graph inspection, and explanation. The example keeps each external
effect behind a step module, while the workflow definition remains the place
where retry and compensation semantics are visible.
Daily Digest
MinimalHostApp.Workflows.DailyDigest has a manual trigger and a cron trigger
sharing one graph:
trigger :manual_digest do
  manual()
end

trigger :daily_digest do
  cron "@reboot", timezone: "Etc/UTC", idempotency: :return_existing_run
end
The workflow declares schedule intent. The host app owns recurring delivery and
sends cron payloads into the runtime boundary. The smoke path verifies that a
manual digest and a cron-activated digest complete through the same workflow
graph.
How To Run Them
Run the full smoke path from the example app:
cd examples/minimal_host_app
MIX_ENV=test mix example.smoke

That command exercises the reference workflows through the host app boundary,
then checks inspection, replay, cancellation, cron activation, local
transactions, and compensation behavior.
For restart-specific behavior, run:
MIX_ENV=test mix example.resilience

For a bounded mixed workload of success, retry, replay, and cancellation, run:
MIX_ENV=test mix example.soak

Related Reading
	Getting started explains the model with a small
runnable workflow and detailed inspection output.
	Workflow authoring documents the DSL used by these
examples.
	Graph inspection contract documents the stable
node-and-edge payload for host UIs.
	Host app integration explains the worker loop,
cron payload boundary, and optional backend-owned leases.



  

    Production Readiness

Squid Mesh provides a supported 0.1.x journal runtime for embedded host-app
workflows.
Squid Mesh is ready to adopt inside host applications that can own their worker
placement, queue/leasing strategy, deploy path, and side-effect safety. Start
with a bounded workflow class, prove it in the host app, then expand the surface
as operational confidence grows.
Feature Readiness Map
	Area	Current stance	Verification or evidence	Host responsibility
	Workflow DSL and normalized specs	Supported	Formatter rules, workflow authoring docs, reference workflows, and test coverage	Keep workflow modules backend-neutral and validate payload contracts
	Journal-backed starts and execution	Supported	SquidMesh.start/3, SquidMesh.execute_next/1, smoke coverage, and example host app	Supervise workers and size execution capacity
	Postgres-compatible Ecto storage	Supported baseline	Installed Squid Mesh migration and storage strategy docs	Own database backups, migrations, pooling, and retention policy
	Dispatch claims and heartbeats	Supported	Journal lease fencing and heartbeat coverage	Set worker owner ids, claim durations, and heartbeat intervals for real step duration
	Retries and terminal failures	Supported	Workflow retry policy tests and example smoke paths	Make external side effects idempotent and alert on terminal failures
	Manual pause and approval controls	Supported	Resume, approve, reject, and restart-boundary coverage	Authorize operators and persist/redact approval metadata safely
	Cancellation	Supported	Runtime signal and cancellation coverage	Decide which workflows can be cancelled and document terminal-state handling
	Replay	Supported, scoped	Replay safety gates and irreversible-step checks	Restrict replay to workflows whose side effects are reversible or explicitly reviewed
	Cron activation	Supported	Cron payload boundary and example scheduler paths	Own scheduler delivery, idempotency keys, and intended-window policy
	Runtime-authored specs	Supported, scoped	start_spec/3, start_spec/4, safe action registry, editor spec validation	Maintain an action allowlist; replay is not yet available for these runs
	Child workflow starts	Supported, scoped	start_child_run/4 and /5 with parent lineage and idempotent child identity	Pick stable child keys and inspect parent-child lineage in host tooling
	Dynamic work	Supported, scoped	Preview, record, schedule, graph overlays, and duplicate-node validation	Keep action keys allowlisted; review replay safety for dynamic steps
	Graph inspection and explanations	Supported	Projection-backed inspect_run_graph/2, explain_run/2, and graph contracts	Redact host-domain inputs, outputs, errors, and metadata before exposing externally
	Actor-scoped read views	Supported	Visibility policy docs and read-model redaction APIs	Define tenant/user roles and apply visibility policies at host boundaries
	Bedrock-backed delivery example	Reference integration	Bedrock minimal host app, stress coverage, leases, retry requeue, and dead-letter checks	Configure Bedrock or another backend as host infrastructure; workflow modules stay backend-neutral
	Soak/load evidence	Bounded verification	mix example.soak and example resilience checks	Run host-specific soak/load under expected production traffic and deploy patterns

Initial Rollout Guidance
For the first production workflow, keep the scope concrete:
	record the Squid Mesh version, Elixir/OTP versions, database version, queue
backend, and storage adapter
	apply Squid Mesh migrations in staging before production
	choose one workflow class with clear operator value and well-understood side
effects
	verify that workflow through the host worker and deploy path
	set worker owner ids, worker count, claim duration, and heartbeat interval for
that workflow class
	fence external side effects with idempotency keys, compensating steps, or
explicit irreversible boundaries
	expose enough inspection for operators to see run state, terminal failures,
retry history, and manual actions
	apply host redaction or actor-visibility policy before exposing inspection
payloads outside trusted operators

Example Verification Entry Points
The example host app provides the repeatable checks:
cd examples/minimal_host_app
MIX_ENV=test mix example.smoke
MIX_ENV=test mix example.resilience
MIX_ENV=test mix example.soak

These checks are meant to answer different questions:
	example.smoke: does the basic embedded workflow path work?
	example.resilience: do queued, delayed, retrying, and paused-then-resumed runs survive worker and scheduler restart boundaries?
	example.soak: does the runtime remain stable under a bounded mix of success, retry, replay, and cancellation traffic?

Decision Rule
Use Squid Mesh in production for a bounded workflow class when:
	the rollout guidance above is satisfied for that workflow class,
	the example verification paths are green on the selected release baseline,
	the host app has verified the same workflow through its own worker and deploy
path.

Expand to more workflow classes as the host app gains evidence around traffic
volume, operator handling, redaction, and side-effect safety.


  

    Architecture

Squid Mesh is a workflow automation platform for Elixir applications. It runs
inside a host application's supervision tree and infrastructure.
Core Components
SquidMesh.Workflow
	declarative DSL for triggers, payload, steps, transitions, and retries

SquidMesh
	public runtime API for starting, inspecting, listing, cancelling, and replaying runs

SquidMesh.Runtime.WorkflowAgent
	rebuilds per-run workflow coordination state from durable run-thread journal
entries and checkpoints, including planned runnables, applied results,
manual pause or approval state, and terminal status

SquidMesh.Runtime.DispatchAgent
	rebuilds per-queue dispatch state from durable dispatch-thread journal
entries and checkpoints, including visible attempts, running leases, retries,
completed results, failures, and expired claims

SquidMesh.Runtime.DispatchProtocol
	defines append-only run, dispatch, and run-index journal entries for the
journal-backed runtime; its claim and heartbeat vocabulary is compatible
with lease-capable backend adapters and refers only to durable dispatch
fencing metadata, not host-backend worker lifecycle management

SquidMesh.Runtime.Journal
	persists dispatch protocol entries and projection checkpoints through
Jido.Storage, preserving Jido thread revision pointers for rebuildable
runtime projections

SquidMesh.Runtime.Journal.Storage
	normalizes the trusted host-configured storage adapter for journal threads
and checkpoints; the built-in production relational path is the
Postgres-compatible Ecto adapter, while other adapters must provide the same
ordering, conflict-detection, checkpoint, and rebuild guarantees

SquidMesh.Runtime.RunIndexProjection
	rebuilds workflow-scoped run lookup state from run-index journal entries,
keeping duplicate index facts idempotent and surfacing malformed or
conflicting index facts as anomalies

SquidMesh.Runtime.RunCatalogProjection
	rebuilds global run lookup state from run-catalog journal entries, so
host-facing tools can list all journal-backed runs without adapter-specific
storage scans

SquidMesh.ReadModel.Inspection
	rebuilds workflow and dispatch agent projections into a read-only inspection
snapshot for the journal-backed runtime, including pending dispatches,
unapplied results, scheduled attempts, visible attempts, expired claims,
manual intervention state, terminal state, and projection anomalies

SquidMesh.ReadModel.Explanation
	turns a projection-backed inspection snapshot into a deterministic operator
explanation with reason-specific details, suggested runtime next actions, and
evidence pointers back to durable journal revisions

SquidMesh.inspect_run/2 and SquidMesh.explain_run/2
	use the journal read model as the default public behavior and infer Ecto
storage from the configured repo
	still accept explicit projection options such as journal_storage: or
queue: when callers need to inspect or explain a non-default journal
boundary

SquidMesh.Executor
	optional host-implemented behaviour for enqueueing cron activations when an
external scheduler wants to deliver SquidMesh.Executor.Payload.cron/3
payloads through a job backend

SquidMesh.Runtime.Runner
	backend-neutral entrypoint that host jobs call when queued cron payloads are
delivered

SquidMesh.Runtime.RetryPolicy
	resolves step-level retry policy into retry decisions and backoff delays

SquidMesh.Tools
	shared boundary for external adapters such as HTTP

Runtime Responsibilities
Squid Mesh owns:
	workflow structure
	payload validation
	durable run, dispatch, step, attempt, and manual-control facts
	replay and cancellation semantics
	retry policy at the workflow-step layer
	projection-backed inspection and explanation

Jido owns:
	step behavior execution
	action contracts inside custom step modules
	the storage behaviour used by the Jido-native journal and checkpoint boundary

Postgres owns:
	source-of-truth persistence for journal threads, entries, checkpoints, and
host application data when using the default Ecto storage adapter

Execution Flow
flowchart TB
    api["Public API<br/>start / inspect_run / explain_run"]
    runtime["Squid Mesh runtime<br/>plans work, applies results, retries, pauses, cancels, completes"]
    journals["Jido journals<br/>runs, attempts, claims, heartbeats, completions, failures, terminal state"]
    worker["Host workers<br/>SquidMesh.execute_next/1"]
    leases["Lease boundary<br/>SquidMesh.Executor.Leases"]
    adapter["Backend adapter<br/>queue, delay, cron delivery, lease mechanics"]
    storage["Backend storage<br/>jobs, leases, worker liveness, delivery metadata"]

    api --> runtime
    runtime --> journals
    journals --> worker
    worker --> journals
    journals --> leases
    leases --> journals
    worker --> adapter
    leases --> adapter
    adapter --> storage
	A host application starts a run through SquidMesh.start/2, start/3, or start/4.
	Squid Mesh validates the workflow definition and payload.
	The journal runtime appends run and runnable facts to the host repo through
the configured journal storage adapter.
	A worker calls SquidMesh.execute_next/1 to claim one visible attempt.
	Step output is appended back to the journal and projected into run state.
	The runtime decides whether the run completes, advances, retries, fails, or
no-ops.
	If more work is required, successor runnable intent is appended before later
workers can claim it.

Delivered cron payloads use SquidMesh.Runtime.Runner.perform/2 to start runs
through the configured journal runtime. Step execution is claimed through
SquidMesh.execute_next/1.
Recovery Boundary
Squid Mesh records claim, lease, and result facts in the Jido-native dispatch
protocol for replay and recovery. A host can run a simple supervised worker that
calls SquidMesh.execute_next/1; lease-capable backends can additionally expose
backend-owned worker fencing through SquidMesh.Executor.Leases.
Current guarantees:
	run, step, attempt, manual-control, and dispatch history is durable
	queued and scheduled workflow intent survives deploys and restarts through the journal
	stale or duplicate deliveries are treated as workflow-level no-ops when possible

Current non-goals:
	replacing every backend-specific worker heartbeat or lease manager
	automatic reclamation of a step that died mid-side-effect
	exactly-once external side effects without idempotent step implementations

Recommended Reading
	Positioning
	Workflow authoring guide
	Jido runtime architecture
	Storage strategy
	Durable dispatch protocol
	Host app integration
	Tool adapters
	Observability



  

    Jido Runtime Architecture

The Jido-native runtime keeps workflow truth in durable journal facts while
host-owned workers provide execution capacity. Runtime processes can crash,
restart, and rebuild their projections from storage without becoming the source
of truth.
Squid Mesh's runtime shape is:
	workflow authors keep using the Squid Mesh DSL for business workflows
	custom step modules run through Jido action contracts
	runtime coordination rebuilds from Jido-backed journals
	workflow runs and dispatch queues are represented by Jido agents
	step execution is pulled through SquidMesh.execute_next/1
	optional cron payload delivery remains backend-neutral through
SquidMesh.Runtime.Runner.perform/2

The core boundaries are stable:
	journal entries are authoritative lifecycle facts
	checkpoints are rebuildable projection caches
	host workers call SquidMesh.execute_next/1 to claim visible work
	host backends own delivery, leases, redelivery, and worker placement
	inspection reads projections and never mutates workflow state

System Overview
flowchart TB
    subgraph HostApp[Host application]
        Workflow[Workflow modules]
        Repo[Host Repo]
        Backend[Optional lease backend]
        Workers[Worker processes]
    end

    subgraph Core[Squid Mesh core]
        API[Public API]
        Planner[Workflow planner]
        Policies[Retry, cancellation, replay, mapping]
        Inspector[Inspection and explanation]
    end

    subgraph JidoRuntime[Jido-native runtime]
        Journal[Runtime journal]
        WorkflowAgent[WorkflowAgent per run]
        DispatchAgent[DispatchAgent per queue]
        Recovery[AgentRecovery]
    end

    subgraph Jido[Jido]
        Storage[Jido.Storage]
        Actions[Jido.Action step execution]
        AgentModel[Jido.Agent state model]
    end

    Workflow --> API
    API --> Planner
    Planner --> Journal
    Journal --> Storage
    Journal --> WorkflowAgent
    Journal --> DispatchAgent
    WorkflowAgent --> DispatchAgent
    DispatchAgent --> Backend
    Backend --> Workers
    Workers --> Actions
    Actions --> DispatchAgent
    DispatchAgent --> WorkflowAgent
    WorkflowAgent --> Policies
    Policies --> Inspector
    Repo -. default Ecto storage .- Journal
    AgentModel -. agent process shape .- WorkflowAgent
    AgentModel -. agent process shape .- DispatchAgent
The key design point is that the journal, not a worker process, becomes the
authority for workflow intent and dispatch lifecycle. Processes are allowed to
crash and restart because their projections can be rebuilt from durable facts.
Runtime Flow
	Component	Owns	Does not own
	Workflow DSL	Business triggers, payload contracts, step graph, retry declarations	Queue leases, worker lifecycle, storage adapter details
	Squid Mesh core	Validation, planning, replay/cancellation semantics, inspection model	Host scheduling infrastructure or external side-effect idempotency
	Runtime journal	Append-only facts, thread revisions, checkpoints through Jido.Storage	Business decisions hidden outside entries
	WorkflowAgent	Per-run coordination projection, planned runnables, applied results, manual state, terminal state	Executing step code directly
	DispatchAgent	Queue projection, visible attempts, claims, leases, heartbeats, completions, failures	Choosing the workflow graph
	Optional lease backend	Waking workers and integrating durable delivery, claim, heartbeat, retry, and recovery mechanics	Rewriting Squid Mesh workflow semantics
	Jido actions	Step callback contract and action execution boundary	Whole-workflow orchestration
	Host app	Domain code, repo, deployment, external APIs, permissions	Squid Mesh runtime invariants

flowchart LR
    Author[Workflow author] --> DSL[Squid Mesh DSL]
    DSL --> Plan[Planner and runtime journal]
    Plan --> RunAgent[WorkflowAgent]
    RunAgent --> DispatchAgent[DispatchAgent]
    DispatchAgent --> Backend[Optional lease backend]
    Backend --> Worker[Worker loop]
    Worker --> Action[Jido action or built-in step]
    Action --> DispatchAgent
    DispatchAgent --> RunAgent
    RunAgent --> Inspect[Projection-backed inspection]
    Inspect --> Editor[SquidSonar or visual editor]
The runtime is intentionally asymmetric:
	authoring stays declarative
	durable facts stay in the journal
	execution stays in worker processes and Jido actions
	inspection stays read-only and projection-backed

Jido Primitive Boundary
Squid Mesh uses Jido as an internal runtime foundation while keeping the public
workflow API focused on Squid Mesh concepts. Runtime contributors should know
which Jido primitives sit behind that boundary:
	Jido primitive	Squid Mesh use
	Jido.Agent	Rebuildable workflow and dispatch coordination state
	Jido.Action	Step execution interop, including raw Jido action modules and the native SquidMesh.Step adapter
	Jido.Storage	Journal and checkpoint persistence boundary
	Jido.Thread / Jido.Thread.Entry	Durable journal facts for run, dispatch, index, and catalog threads
	Jido.Exec	Action execution inside the journal executor
	Jido.Signal	Interop envelope for Squid Mesh runtime command signals

Support code also uses lower-level primitives such as
Jido.Thread.EntryNormalizer and validates built-in storage adapters like
Jido.Storage.File and Jido.Storage.Redis. Workflow authors do not need to
use those primitives directly; public callers stay on Squid Mesh APIs and host
apps adapt to Jido only at explicit runtime integration boundaries.
Runtime command signals use SquidMesh.Runtime.Signal as the stable contract.
SquidMesh.Runtime.Signal.JidoAdapter converts between Squid Mesh signal structs
and Jido.Signal envelopes for advanced integration. Command receipt and
inspection details are covered in the next section.
Runtime Command Signals
SquidMesh.Runtime.Signal is the Squid Mesh-native command envelope for
runtime requests. These structs sit above backend primitives:
SquidMesh.Runtime.Signal.JidoAdapter can translate them into Jido.Signal
envelopes at the boundary when agents, signal routers, or other Jido primitives
need to exchange runtime commands or events. Workflow authors and host apps
should not need to construct raw Jido signals for normal workflow control.
	Command type	Stable payload shape	Identity and idempotency
	:start_run	%{workflow, trigger, input}	optional caller-supplied idempotency key
	:start_cron	%{workflow, trigger, input}	scheduler signal_id or complete intended_window derives the idempotency key
	:approve_run	%{run_id, attributes}	run_id is a validated UUID
	:reject_run	%{run_id, attributes}	run_id is a validated UUID
	:resume_run	%{run_id, attributes}	run_id is a validated UUID
	:cancel_run	%{run_id}	run_id is a validated UUID
	:replay_run	%{run_id, allow_irreversible}	run_id is a validated UUID and irreversible replay stays explicit

All command signals carry metadata, occurred_at, and an optional
idempotency_key. Runtime code should adapt these product-level signals at the
Jido boundary instead of leaking backend signal shapes into public APIs. The
signal path is first-class inside Squid Mesh; raw Jido.Signal is the interop
envelope, not a replacement for the Squid Mesh signal taxonomy.
Public workflow-control functions normalize caller input into these signals and
then hand them to the journal signal interpreter. SquidMesh.apply_signal/2
uses the same path for starts, cron starts, replays, cancellation, and manual
decisions. That keeps public callers on Squid Mesh concepts while host apps that
already normalize commands at their own boundary can pass a
SquidMesh.Runtime.Signal directly. The named helpers remain the ergonomic API
for ordinary application code; apply_signal/2 is the envelope API for agents,
routers, schedulers, webhooks, and Jido interop boundaries.
Workflow definitions are authored with the Squid Mesh DSL. Runtime signals
start, replay, cancel, or resolve runs of those definitions.
When a command reaches the journal runtime, Squid Mesh records a
:run_signal_received fact in the run thread before the command's lifecycle
facts. Starts, cron starts, manual approvals, rejections, resumes,
cancellations, and replays all use that audit shape. The fact stores the signal
type, run id when available, payload, actor, comment, metadata, idempotency key,
and occurrence time. Metadata is redacted for common sensitive keys before it is
persisted.
The command receipt and command application facts are appended together with one
thread revision fence. That keeps the journal as the source of truth and avoids a
crash window where inspection could see a command receipt without the matching
workflow-state change. Duplicate commands keep their existing semantics only
when the same idempotency key is reused; a different key is a distinct command.
Inspection exposes the projected command receipts through
Snapshot.command_history, ordered by receipt time. This is the lightweight
operator-facing command audit surface; include_history: true still controls
the detailed step and manual audit events.
The Jido adapter uses CloudEvents-compatible envelopes with source
/squid_mesh/runtime/commands, type names such as
squid_mesh.runtime.command.start_run, and content type
application/vnd.squid-mesh.runtime-signal+json. The envelope data holds the
Squid Mesh command type, payload, metadata, occurrence timestamp, and
idempotency key. from_jido/1 accepts only the known Squid Mesh source and
command types, and maps serialized string command names through an explicit
whitelist rather than creating atoms from input.
Runtime Capability Matrix
flowchart LR
    Start[Start workflow run] --> RunThread[Append run_started]
    RunThread --> Plan[Append planned runnables]
    Plan --> DispatchThread[Append attempt_scheduled]
    DispatchThread --> Claim[Worker claims attempt]
    Claim --> Heartbeat[Heartbeat extends lease]
    Heartbeat --> Execute[Run Jido action]
    Execute --> Complete[Append attempt_completed or attempt_failed]
    Complete --> Apply[Append runnable_applied]
    Apply --> Decide{More runnable work?}
    Decide -- yes --> Plan
    Decide -- no --> Terminal[Append run_terminal]
The journal-backed runtime uses two different kinds of durable state:
	journal entries: the source of truth for lifecycle facts
	checkpoints: cached projections that speed up rebuilds

Checkpoints are always disposable. If a checkpoint is missing or stale, the
agent can replay entries from the thread and reconstruct the same projection.
flowchart TD
    RunJournal[Run thread entries] --> RunProjection[WorkflowAgent projection]
    DispatchJournal[Dispatch thread entries] --> DispatchProjection[DispatchAgent projection]
    RunProjection --> ListRuns[list_runs]
    RunProjection --> InspectRun[inspect_run]
    RunProjection --> ExplainRun[explain_run]
    DispatchProjection --> ExplainRun
    RunProjection --> Editor[SquidSonar / visual editor]
    DispatchProjection --> Editor
This is the contract visual tooling should target. The editor reads from
projections, not from worker processes or live queue internals.
Execution Ordering
The runtime is careful about which durable fact is written before the next
effect becomes visible. The ordering below is the core safety model for normal
step execution, retry, and successor dispatch.
sequenceDiagram
    participant API as Public API
    participant Run as Run thread
    participant Dispatch as Dispatch thread
    participant Worker as Worker loop
    participant Step as Step module

    API->>Run: append run_started
    Run->>Run: append runnable_planned
    Run->>Dispatch: append attempt_scheduled
    Worker->>Dispatch: append attempt_claimed
    Dispatch-->>Worker: claim fence
    Worker->>Step: execute input
    Step-->>Worker: ok or error
    Worker->>Dispatch: append attempt_completed or attempt_failed
    Dispatch->>Run: append runnable_applied
    Run->>Run: append successor plan or terminal fact
    Run->>Dispatch: append successor attempt if needed
The worker never becomes the authority for workflow progress. It only holds a
claim fence long enough to execute a visible attempt and report the result.
Journal Threads
erDiagram
    RUN_THREAD ||--o{ RUN_ENTRY : contains
    DISPATCH_THREAD ||--o{ DISPATCH_ENTRY : contains
    RUN_INDEX_THREAD ||--o{ INDEX_ENTRY : contains
    RUN_CATALOG_THREAD ||--o{ CATALOG_ENTRY : contains
    RUN_ENTRY {
        string type
        string run_id
        string runnable_key
        string step
        datetime occurred_at
    }
    DISPATCH_ENTRY {
        string type
        string queue
        string runnable_key
        string claim_id
        datetime lease_until
    }
    INDEX_ENTRY {
        string type
        string workflow
        string queue
        string run_id
        datetime occurred_at
    }
    CATALOG_ENTRY {
        string type
        string workflow
        string queue
        string run_id
        datetime occurred_at
    }
	Thread	Example Jido thread id	Purpose
	Run thread	squid_mesh:run:<run-id>	Workflow lifecycle facts for one run
	Dispatch thread	squid_mesh:dispatch:<queue>	Queue-visible attempts, claims, heartbeats, retries, completions, and failures
	Run index thread	squid_mesh:run_index:<workflow>	Rebuildable lookup facts for host-facing run discovery
	Run catalog thread	squid_mesh:run_catalog:all	Global lookup facts for all-run discovery

Each append uses the current thread revision as an optimistic fence. A stale
caller that tries to append based on an old projection receives a conflict
instead of silently overwriting runtime state.
Projection Rebuild Map
The read model is intentionally rebuildable from journal threads. Checkpoints
only shorten replay; deleting them must not change the resulting state.
flowchart TD
    subgraph Storage[Jido storage]
        RunThread[Run thread entries]
        DispatchThread[Dispatch thread entries]
        IndexThread[Run index entries]
        CatalogThread[Run catalog entries]
        Checkpoints[Projection checkpoints]
    end

    RunThread --> WorkflowAgent[WorkflowAgent projection]
    DispatchThread --> DispatchAgent[DispatchAgent projection]
    IndexThread --> RunIndex[Workflow run index]
    CatalogThread --> RunCatalog[Global run catalog]
    Checkpoints -. accelerate replay .-> WorkflowAgent
    Checkpoints -. accelerate replay .-> DispatchAgent

    WorkflowAgent --> Inspection[inspect_run snapshot]
    DispatchAgent --> Inspection
    RunIndex --> Listing[list_runs by workflow]
    RunCatalog --> Listing
    Inspection --> Explanation[explain_run details]
    Inspection --> Graph[inspect_run_graph nodes and edges]
This is the boundary SquidSonar and visual editors should depend on: listing
comes from catalog or index projections, while run detail and graph views come
from inspection projections.
Agents
Squid Mesh uses Jido agents as rebuildable runtime coordinators, not as a new
business workflow authoring surface.
flowchart TD
    subgraph RunA[Workflow run A]
        WA[WorkflowAgent]
        RT[run thread]
        WA --- RT
    end

    subgraph Queue[Dispatch queue]
        DA[DispatchAgent]
        DT[dispatch thread]
        DA --- DT
    end

    WA -- planned runnables --> DA
    DA -- completed attempts --> WA
	Agent	Cardinality	Rebuilds from	Main questions it answers
	WorkflowAgent	One per workflow run	Run thread and checkpoint	What is planned, applied, waiting, terminal, or recoverable for this run?
	DispatchAgent	One per queue	Dispatch thread and checkpoint	Which attempts are visible, claimed, expired, completed, failed, or retryable?
	Future step agent	Optional, per long-running step or sub-agent	A step-owned thread or parent run thread	What state belongs inside one long-running autonomous step?

The phrase "a workflow run is coordinated by an agent" is useful with one
important nuance: the workflow definition remains declarative data, and each
step remains a business action or built-in step.
Heartbeats And Leases
Heartbeats belong to dispatch claims. They are not a second workflow state
machine and they do not make external side effects exactly-once.
sequenceDiagram
    participant Worker
    participant DispatchAgent
    participant Journal
    participant WorkflowAgent

    Worker->>DispatchAgent: claim_next(owner_id)
    DispatchAgent->>Journal: append attempt_claimed(expected_rev)
    Journal-->>DispatchAgent: new thread revision
    DispatchAgent-->>Worker: claim_id + raw claim_token + lease_until

    loop while work is still active
        Worker->>DispatchAgent: heartbeat(runnable_key, claim_id, token)
        DispatchAgent->>Journal: append attempt_heartbeat(expected_rev)
        Journal-->>DispatchAgent: extended lease_until
    end

    Worker->>DispatchAgent: complete/fail with claim fence
    DispatchAgent->>Journal: append attempt_completed or attempt_failed
    DispatchAgent->>WorkflowAgent: wake/apply completed result
    WorkflowAgent->>Journal: append runnable_applied
Heartbeat rules:
	Rule	Reason
	A heartbeat must include the current claim_id and raw claim token	Prevents an old worker from extending a replacement worker's lease
	The journal stores only claim_token_hash	Keeps the durable audit trail useful without storing bearer tokens
	Heartbeats extend lease_until only before the current lease expires	Makes expired work recoverable without active takeover
	Completion and failure use the same claim fence	Prevents stale workers from reporting final results after losing the lease
	Expired claims remain visible to projection rebuilds	Allows recovery after worker death or node restart

For long-running steps, this heartbeat path lets the runtime distinguish "still
alive" from "needs recovery". A lease-capable backend should own the concrete
lease mechanics when a host needs backend-owned worker fencing, with Squid Mesh
translating the resulting lifecycle facts into its dispatch projection.
Recovery Flow
stateDiagram-v2
    [*] --> RebuildWorkflowAgent
    RebuildWorkflowAgent --> RebuildDispatchAgent
    RebuildDispatchAgent --> ScheduleMissingDispatches
    ScheduleMissingDispatches --> ApplyCompletedResults
    ApplyCompletedResults --> Ready
    Ready --> [*]

    ScheduleMissingDispatches --> Conflict: stale dispatch revision
    ApplyCompletedResults --> Conflict: stale run revision
    Conflict --> RebuildWorkflowAgent
SquidMesh.Runtime.AgentRecovery drains two restart-safe windows in order:
	Planned-but-unscheduled runnables are written to the dispatch thread.
	Completed-but-unapplied dispatch results are written back to the run thread.

This ordering matters. A restarted node should first make all durable workflow
intent visible to dispatch before applying finished work back to the workflow
projection.
Failure Handling Matrix
	Failure	Durable evidence	Recovery behavior
	Crash after planning but before scheduling dispatch	Run thread has planned runnable; dispatch thread lacks attempt	WorkflowAgent.schedule_pending_dispatches/4 appends missing attempts
	Worker dies mid-step	Dispatch thread has claimed attempt; heartbeat stops and lease expires	Attempt becomes claimable again after expiry
	Duplicate worker delivery	Dispatch projection already has active or terminal attempt state	Duplicate claim or completion is rejected, ignored, or reported as anomaly
	Completion wakeup is lost	Dispatch thread has completed attempt; run thread lacks runnable_applied	WorkflowAgent.apply_pending_results/4 appends the missing application
	Run reaches terminal state while dispatch work exists	Run thread has run_terminal	Rebuilt dispatch views exclude terminal-run attempts from redelivery
	Stale projection writes	Append uses old thread revision	Jido.Storage returns conflict; caller rebuilds

Where Backend Leases Fit
Backend leases are optional runtime infrastructure. They are not the place
where Squid Mesh workflow semantics move.
flowchart LR
    DispatchAgent --> Adapter[Lease adapter]
    Adapter --> Backend[Durable queue or lease backend]
    Backend --> Worker[Worker process]
    Worker --> Adapter
    Adapter --> DispatchAgent
	Squid Mesh concept	Backend-facing concept
	Runnable intent	Durable work item, job, or intent
	runnable_key	Backend key, idempotency key, or lineage metadata
	Claim and heartbeat	Backend lease lifecycle
	Completion or failure	Intent result translated back to dispatch facts
	Retry visibility	Durable rescheduling or delayed visibility

This keeps setup friction low for most users while preserving an escape hatch:
basic hosts can use a simple execute_next/1 worker loop, while advanced hosts
can connect a backend lease adapter when they need stronger distributed worker
ownership. Bedrock is the recommended reference backend today because the
example app exercises queueing, delayed visibility, claims, heartbeats,
completion, retry, and dead-letter behavior without coupling workflow modules
to Bedrock APIs.
AI-Backed Steps
In the journal-backed runtime, the workflow run is coordinated by a WorkflowAgent.
That means Squid Mesh does not need a separate step kind just because a step
implementation uses an LLM, calls tools, or delegates some local decision-making
to Jido.
AI-backed work should usually be modeled as an ordinary step:
step :triage_ticket, MyApp.Steps.TriageTicket,
  input: [:ticket],
  output: :triage,
  retry: [max_attempts: 2]
That keeps the important contract visible:
	the workflow owns lifecycle, retries, replay, cancellation, and audit history
	the step owns its input/output contract and side-effect safety
	model calls and tool calls stay inside the step boundary
	inspection can explain the workflow without inventing a second workflow
primitive

The closed agent_step/3 issue
#138 explored an
explicit metadata marker for agentic steps. With the workflow run itself now
coordinated by a Jido agent, that separate DSL construct is not currently part
of the core runtime surface.
A new construct would only be worth adding later if it has different lifecycle
semantics from a normal step. Examples might include a child journal, independent
checkpointing, or a bounded sub-agent whose internal state must survive
pause/resume, retry, replay, and deploys.
That possible shape would look like this:
flowchart TD
    ParentRun[Parent WorkflowAgent] --> AgentStep[Agent-backed step]
    AgentStep --> StepThread[Step agent journal]
    AgentStep --> ToolCalls[Tools or external services]
    AgentStep --> Human[Human approval or input]
    StepThread --> Result[Step result]
    Result --> ParentRun
Design questions before adding such a construct:
	Question	Direction
	Does this need a child journal, or is a normal step enough?	Prefer a normal step unless separate durable state is required
	How much child state should appear in SquidMesh.explain_run/2?	Surface high-signal checkpoints and links, not every internal token
	How are permissions applied inside child work?	Host app policy should remain the trust boundary
	Can child work be replayed safely?	Require explicit replay contracts and side-effect idempotency
	Can child work outlive its parent run?	Default no; terminal parent runs should fence child work

Runtime Shape
	Area	Current path	Notes
	Workflow authoring	Squid Mesh DSL	Workflow authors do not need to write Jido agents directly
	Step execution	SquidMesh.Step and Jido.Action interop	Workers claim visible attempts with SquidMesh.execute_next/1; both paths receive safe attempt metadata in context
	Durable run state	Jido-backed run threads plus projections	The default Ecto adapter stores threads, entries, and checkpoints in the host repo
	Dispatch	Dispatch agent plus journal attempts	Live wakeups go through SquidMesh.Runtime.DispatchNotifier; backend-owned leases can be layered through SquidMesh.Executor.Leases
	Long-running recovery	Lease heartbeat, expired claim recovery, journal rebuild	Timeout-based step reclaim is not part of the public config
	Inspection	Projection-backed snapshots and explanations	Inspection rebuilds from journal facts
	Storage	Jido.Storage adapters	Postgres-compatible Ecto storage is the default supported path

Runtime Feature Map
Projection-backed inspection rebuilds workflow and dispatch agent projections
into a read-only view of pending dispatches, unapplied results, scheduled
attempts, visible attempts, expired claims, manual pause or approval state,
terminal state, and projection anomalies. Run-index projections rebuild
workflow-scoped run lookup state from durable index entries, while the global
run-catalog projection rebuilds all-run lookup state without scanning adapter
internals. Both facts retain the queue each run was dispatched through and keep
malformed or conflicting facts visible as anomalies. The projected explanation
layer derives deterministic reason-specific details and next actions from the
inspection snapshot. The public SquidMesh.inspect_run/2,
SquidMesh.list_runs/2, and SquidMesh.explain_run/2 APIs expose this read
model by default and infer Ecto storage from the configured repo. Host apps can
still pass explicit journal_storage: or queue: overrides when a test or
integration boundary needs a non-default journal boundary. Public start,
listing, execution, inspection, explanation, and manual-control APIs pick up
the configured defaults without repeating journal options at every call site.
The journal start path appends run, run-index, and run-catalog facts to
Jido.Storage, rebuilds the workflow and dispatch agents, schedules the initial
dispatch attempts from the journal, and returns the projection-backed inspection
snapshot. Journal execution currently supports normal action steps, immediate
built-in :log steps, built-in :wait steps in transition and dependency
workflows, and manual :pause or :approval boundaries. Manual boundaries
persist intervention state: resume/3 resumes :pause steps, while
approve/3 and reject/3 resolve :approval decisions through the
configured journal runtime.
	Feature	Issue	Runtime dependency
	Projection-backed inspection and explanation hardening	No active issue	Additional coverage for ambiguous attempt states and operator-facing edge cases
	Conditional paths and deferred continuation	#140	Durable planner facts and wakeup metadata
	Dynamic child runs	#141	Stable parent runnable keys, idempotent child keys, inspectable parent-child lineage
	Advanced reference workflows	#109	Implemented target features only, without Oban-specific assumptions
	Child-agent step lifecycle	No active core issue	Only relevant if normal steps are insufficient because child journal semantics are required

Reading Order
After this overview, read:
	Architecture for the current component list.
	Durable dispatch protocol for exact journal
entry semantics.
	Operations guide for current production boundaries.
	Workflow authoring for the DSL that remains stable
while backend execution choices evolve.



  

    Durable Dispatch Protocol

Squid Mesh's journal-backed runtime treats dispatch state as an append-only journal.
The protocol and pure projection are storage-independent, and
SquidMesh.Runtime.Journal persists the same entries through
SquidMesh.Runtime.Journal.Storage, which currently delegates to Jido.Storage
thread journals and checkpoints.
Threads
	Run thread: workflow lifecycle facts such as run start, planned runnables,
applied runnable results, child-run lineage, manual pause/resolution
boundaries, and terminal status.
	Dispatch thread: runnable intent, claim, heartbeat, completion, failure, retry
visibility, and live wakeup facts.
	Run index thread: rebuildable lookup entries for finding runs by workflow or
host-facing keys.

SquidMesh.Runtime.Journal maps those logical threads to Jido thread IDs such
as squid_mesh:run:<run-id>, squid_mesh:dispatch:<queue>, and
squid_mesh:run_index:<workflow>. Runtime entries keep the Squid Mesh protocol
type as the Jido entry kind and store the protocol data as the entry payload, so
projections can be rebuilt from the thread after process restart.
Journal Storage Boundary
The journal boundary accepts any configured storage adapter through
SquidMesh.Runtime.Journal.Storage. Today that boundary delegates to
Jido.Storage, but Squid Mesh runtime modules depend on the Squid Mesh-owned
boundary so the core protocol can stay database-agnostic as the Jido-native
runtime evolves.
Adapters used behind the boundary must honor Jido's optimistic :expected_rev
option, return {:error, :conflict} for stale appends, and store projection
checkpoints with the exact thread revision they cover. Checkpoints are rebuild
accelerators; the append-only thread remains the source of truth.
The storage-backed slices prove the Squid Mesh protocol can persist and restore
dispatch projections through Jido.Storage. Host apps can now configure the
Jido-native runtime, projection read model, journal storage adapter, and queue at
the Squid Mesh boundary so start, execution, inspection, and manual controls use
the journal path without per-call runtime options.
Journal Runtime Support
The journal runtime is built around append-only facts, rebuildable Jido agents,
and optional checkpoints:
	SquidMesh.Runtime.WorkflowAgent and SquidMesh.Runtime.DispatchAgent are
Jido.Agent modules whose state can be rebuilt from journal entries.
	SquidMesh.Runtime.Journal.Storage is the Squid Mesh-owned boundary that
validates storage config before delegating to a Jido.Storage adapter.
	Run threads record workflow lifecycle facts, planned runnables, applied
runnables, child-run lineage, manual pauses or resolutions, and terminal
state.
	Dispatch threads record queue-visible facts, including scheduled attempts,
claims, heartbeats, completions, failures, and wakeup emissions.
	Run-index threads keep workflow-scoped lookup projections rebuildable without
scanning storage adapter internals. Index facts carry the dispatch queue used by
the run.
	The global run-catalog thread keeps all-run listing rebuildable without
scanning storage-adapter internals. Catalog facts carry the workflow and queue
needed to rebuild redacted listing summaries from each run thread.
	Checkpoints store compact projections at a covered thread revision. They are
rebuild accelerators; missing or stale checkpoints must not become the source
of truth.

The Postgres-backed adapter,
SquidMesh.Runtime.Journal.Storage.Ecto, persists Jido thread entries and
checkpoints in Squid Mesh tables installed through the host migration. Appends
lock the thread row, honor Jido's :expected_rev option, and assign stable
per-thread sequence numbers before writing entries. The example host app smoke
path now exercises Squid -> journal runtime -> Jido agents -> Ecto/Postgres
and includes a checkpoint-loss recovery case that starts a journal run, deletes
run and dispatch checkpoints, then inspects and completes the run from persisted
thread entries.
Important edge cases are intentionally handled in the runtime protocol:
	stale claim completions and heartbeats are fenced by claim_id and
claim_token_hash
	duplicate runnable scheduling is interpreted through runnable keys and
idempotency keys
	concurrent appenders must use storage-level expected revisions or serialized
appends
	corrupted persisted entry payloads are surfaced as invalid journal entries
instead of being replayed silently
	child starts append parent lineage and create the child run through repairable
journal operations, so retries reuse the same child identity instead of
duplicating dynamic work
	terminal state is derived from the run thread, while dispatch projection state
remains explainable from the queue thread

The current recovery smoke proves replay from persisted entries after checkpoint
loss. A literal mid-run VM or OS-process restart remains stronger production
hardening coverage for the journal runtime.
For production adapters, the required storage properties are summarized here and
defined in full in Storage strategy:
	ordered thread append with stable per-thread sequence numbers
	optimistic append conflict detection through :expected_rev
	checkpoint overwrite semantics for compact projections
	durable reload of thread entries and checkpoints after process restart
	trusted host-owned configuration; journal_storage should not be derived from
request input

That makes the desired shape adapter-based, not tied to one database. It does
not mean every database is an equally good fit. A backend that cannot provide
atomic per-thread append, deterministic ordering, conflict detection, and
durable checkpoint reads would need extra coordination or should not be used as
a production journal backend. The recommended Postgres-compatible path is
SquidMesh.Runtime.Journal.Storage.Ecto, which satisfies the Jido storage
callbacks through the host repo and Squid Mesh journal tables. A future
Bedrock-backed storage path should implement the same journal storage contract
where Bedrock is available. Squid Mesh should not introduce a second
persistence contract for those stores; adapters only need to satisfy the
journal storage boundary.
Commit Order
Durable facts must be appended before live effects are treated as successful. A
worker wakeup is recoverable only when a matching runnable intent already exists
in the dispatch journal. If a wakeup is lost after the intent append, the
projection can still rediscover the visible attempt after restart. Duplicate
runnable intent entries are idempotent when their scheduled fields match;
conflicting entries for the same runnable_key are anomalies.
SquidMesh.Runtime.DispatchNotifier is the live wakeup boundary. Dispatch
scheduling first appends :attempt_scheduled; only after that commit succeeds
may a configured notifier emit a live hint to a worker, agent, signal router, or
other host-owned delivery surface. Successful notifications append
:live_wakeup_emitted to the dispatch thread. Notification failures do not roll
back scheduling because durable dispatch state remains authoritative.
If a crash happens after the workflow run thread records planned runnables but
before the dispatch thread records matching attempt_scheduled entries, rebuilt
agents can recover through
SquidMesh.Runtime.WorkflowAgent.schedule_pending_dispatches/4. The workflow
agent derives planned-but-unscheduled runnables from the run projection, and the
dispatch agent appends the missing dispatch intents with its current dispatch
thread revision as the optimistic fence.
SquidMesh.Runtime.AgentRecovery.recover/4 is the restart coordinator for the
current Jido-native agent slices. It rebuilds the run's workflow agent and the
queue's dispatch agent, schedules planned-but-missing dispatch intents first,
and only then applies completed dispatch results that are still missing from the
run thread.
For dependency-based workflows, Runic-ready runnables map to durable runnable
intent. Independent root steps may produce sibling runnable intents for the same
run, and a join step produces intent only after every dependency result has
already become durable. The dispatch protocol does not use host-job concurrency
as the source of truth for fan-out or fan-in readiness; persisted workflow facts
do.
Backend Lease Alignment
Squid Mesh models workflow-specific facts, but its dispatch vocabulary is
designed to map to durable queue and lease backends:
	attempt_scheduled maps to an enqueued durable work item.
	runnable_key maps to a backend key, idempotency key, or lineage field.
	step and input map to work kind and payload.
	claim_id, claim_token_hash, owner_id, and lease_until mirror
queue lease state.
	attempt_heartbeat, attempt_completed, and attempt_failed require the
current claim fence.

Squid Mesh should integrate through backend adapters rather than make durable
queue systems depend on Squid-specific workflow concepts. The adapter can map
Squid runnables to backend work items and translate lifecycle signals back into
the projection. Bedrock is the recommended reference backend today because the
example app exercises durable queueing, delayed visibility, claims, heartbeats,
completion, retry, and dead-letter behavior. The Squid Mesh core protocol
remains backend-neutral so host applications can still provide another backend
with equivalent lease and recovery semantics.
Job Runner Boundary
The protocol does not assume Oban, Broadway, Bedrock, or a custom process as
the delivery mechanism. A runner may wake, claim, execute, retry, or redeliver
work, but Squid Mesh treats the journal as authoritative for intent, claim,
lease, fencing, completion, failure, and retry visibility.
Claims, Leases, And Heartbeats
Each attempt is fenced by claim_id and claim_token_hash. Workers hold the raw
claim token, but durable entries record only its hash. A heartbeat extends
lease_until only when it carries the current claim fence. Heartbeats from stale
claims are ignored by the projection and surfaced as anomalies. Expired claims
remain discoverable so a dispatch agent can redeliver work without relying on
in-memory state. A replacement claim is valid only after the prior lease has
expired; active claim takeover is an anomaly. Claims are valid only after the
attempt's visible_at, and heartbeat, completion, and failure facts are valid
only before the current lease expires.
SquidMesh.Runtime.DispatchAgent.claim_next/4,
SquidMesh.Runtime.DispatchAgent.heartbeat/6,
SquidMesh.Runtime.DispatchAgent.complete/7, and
SquidMesh.Runtime.DispatchAgent.fail/7 are the current durable claim lifecycle
boundaries for the Jido-native runtime work. SquidMesh.execute_next/1 owns the
claim token after claiming work. When called with heartbeat_interval_ms: n, the
executor heartbeats the active claim until the step completes, fails, or the
executor exits. Claiming selects the next visible or expired attempt from a
rebuilt dispatch-agent projection and appends an attempt_claimed entry with
Jido's optimistic :expected_rev fence. Heartbeat, completion, and failure
appends validate the current claim fence before writing, then append the
matching lifecycle entry with the same optimistic thread fence. On success, each
API returns a lifecycle update map containing the updated :agent, the lifecycle
:attempt, and :lease_until for heartbeat calls. The post-append projection is
available at agent.state.projection; concurrent stale callers receive
{:error, :conflict} from the journal append.
Backend-owned lease integration remains dependency-free at the Squid Mesh core
layer. Bedrock is the recommended reference backend, but the protocol only
requires the lease, heartbeat, conflict, retry, and recovery semantics described
above.
Completion And Retry
Completion and failure entries must also carry the current claim fence.
Duplicate completion entries with the same claim and result are idempotent.
Conflicting or stale completions are ignored and reported as anomalies. Retry
scheduling is a durable fact with its own visible_at, so retry visibility
survives restart. A runnable result can be applied to the run thread only after
the matching completion is durable. SquidMesh.Runtime.WorkflowAgent.apply_result/4
is the current run-thread apply boundary: it accepts a completed dispatch
attempt, validates that the runnable belongs to the rebuilt workflow projection,
and appends :runnable_applied with an optimistic run-thread fence. Duplicate
application of an already-applied runnable is idempotent.
SquidMesh.Runtime.WorkflowAgent.apply_pending_results/4 is the restart
recovery boundary for lost live wakeups: rebuilt workflow and dispatch agents
derive completed-but-unapplied attempts from their durable projections and append
the missing run-thread applications in order, using the latest run-thread fence
after each append.
Child Run Lineage
Dynamic child workflow starts are run-thread facts. A native step calls
SquidMesh.start_child_run/4 or SquidMesh.start_child_run/5 with its
SquidMesh.Step.Context and a required child_key. The runtime derives child
identity from the parent run id, parent step, child workflow, child trigger, and
child key.
The parent run records child_run_started with:
	parent run_id
	child run id
	child workflow and trigger
	child key
	origin metadata with the parent runnable_key, step, and attempt
	optional caller metadata

The child run stores the corresponding parent context in its run_started
fact. Inspection exposes that context as snapshot.parent_run; graph and
explanation projections can read the parent lineage from the parent run thread.
Repeated child starts with the same logical parent and key are idempotent.
Conflicting child ids, mismatched parent links, malformed child lineage, stale
parent step contexts, and terminal parent runs are rejected or surfaced as
projection anomalies instead of silently changing prior run history.
Manual Boundaries
Manual pause and approval states are run-thread facts, not dispatch-thread
facts. manual_step_paused records the current manual boundary with its step,
kind, timestamp, and persisted metadata. manual_step_resolved records that the
same boundary was completed by an operator action such as resume, approve, or
reject.
The journal runtime appends manual_step_paused for built-in :pause and
:approval steps. manual_step_resolved is appended when resume/3,
approve/3, or reject/3 resolves that manual boundary with
runtime: :journal.
The workflow projection exposes only the current manual state. Duplicate pause
facts are idempotent when they match. A second active manual boundary, a stale
resolution, or a manual fact appended after the run is terminal becomes a
projection anomaly instead of changing the current state.
stateDiagram-v2
    [*] --> Running: run_started
    Running --> Paused: manual_step_paused
    Paused --> Running: manual_step_resolved
    Running --> Terminal: run_terminal
    Paused --> Terminal: run_terminal

    Paused --> Paused: duplicate matching pause
    Paused --> Anomaly: second active pause
    Running --> Anomaly: stale resolution
    Terminal --> Anomaly: later manual fact
Terminal Runs
A run_terminal entry fences remaining dispatch work for the run. Rebuilt
projections exclude terminal-run attempts from visible and expired-claim
redelivery views, clear current manual state, and surface later wakeup, claim,
completion, failure, apply, or manual entries for that run as anomalies.


  

    Positioning

Squid Mesh is an embedded durable workflow runtime for Elixir applications.
It is for teams that want business workflows to live inside their existing
Phoenix or OTP app, share that app's repo and deployment model, and still have
durable run history, retries, approvals, replay, cancellation, and operator
inspection.
The public authoring surface is intentionally Squid Mesh-native: workflow
modules, triggers, payload contracts, steps, transitions, dependency edges, and
retry policy. Jido, Runic, and Spark are important foundations, but workflow
authors should not have to think in raw agent, planner, or storage primitives
for the common path.
Product Lane
Squid Mesh sits between a job backend and a standalone workflow service.
	It is more than a job queue: Squid Mesh owns workflow structure, step state,
attempts, retries, waits, approvals, replay policy, and inspection.
	It is less than a separate workflow platform: Squid Mesh runs inside the host
app and keeps durable journal execution inside the host repo. Host workers
call SquidMesh.execute_next/1, and host schedulers may deliver cron
activations through backend-neutral payloads.
	Jido, Runic, and Spark are foundation layers in the current architecture.
	Reactor, Ash Reactor, Sage, and FlowStone solve adjacent workflow and
orchestration problems at different abstraction layers.
	Squid Mesh is not a generic replacement for all of them; it targets durable,
inspectable workflow runs inside Phoenix and OTP applications.

That boundary is deliberate. The host application keeps its domain contexts,
database, supervision tree, observability stack, and job infrastructure. Squid
Mesh adds the durable workflow contract above those pieces.
Runtime Shape
The current runtime shape is:
	Spark defines the authoring DSL and normalized workflow spec.
	Runic plans dependency readiness and runnable workflow work.
	Squid Mesh records durable workflow and dispatch facts.
	Jido provides the runtime foundation for actions, signals, agents, thread
journals, checkpoints, storage, and supervised execution.
	Optional backend adapters remain responsible for concrete delivery mechanics
such as queues, delayed visibility, redelivery, leases, and worker
infrastructure. Bedrock is the recommended reference backend for
backend-owned leases today, while Squid Mesh keeps the core dispatch
contract backend-neutral.

Host applications get the journal runtime, projection read model, and inferred
Ecto storage by default. Storage and queue remain explicit boundary options
when a host needs a non-default journal setup.
Status Terms
	Supported: available in the journal-backed runtime and covered by repository docs
and tests.
	Out of scope: intentionally not part of Squid Mesh's product surface.

Capability Map
	Capability	Status	Notes
	Workflow DSL and normalized spec	Supported, evolving	Workflow definitions cover triggers, payload contracts, steps, transitions, retries, dependency edges, and formatter support. Trigger, payload, step, and transition declarations are Spark-backed metadata.
	Native step contract	Supported	SquidMesh.Step is the preferred authoring path. Raw Jido.Action modules remain an explicit interop path.
	Durable run history	Supported	Run, dispatch, attempt, terminal, manual-control, replay, and catalog facts are persisted in the configured Jido journal storage.
	Cron payload boundary	Supported	Host schedulers may enqueue SquidMesh.Executor.Payload.cron/3 maps and deliver them to SquidMesh.Runtime.Runner.perform/2; step execution is claimed through SquidMesh.execute_next/1.
	Human approval workflows	Supported	Pause and approval flows are durable for transition-based workflows.
	Replay	Supported, evolving	Journal replay starts a fresh Jido-native run from durable source-run metadata and preserves irreversible-step safety gates.
	Inspection and explanation	Supported, evolving	Journal-backed inspection and explanation are the default and infer Ecto storage from the configured repo; #163 delivered the durable projection foundation.
	Durable dispatch protocol	Supported, evolving	The pure protocol, projection, and Jido.Storage journal boundary define runnable intent, claims, leases, heartbeats, completion, failure, retries, terminal-run fencing, and checkpoint pointers for the journal runtime.
	Jido.Storage-backed core	Supported, evolving	Start, cron start, execution, replay, cancellation, inspection, explanation, pause, and approval controls run through the Jido journal runtime by default.
	Jido-native runtime agents	Supported, evolving	Workflow and dispatch agents rebuild from durable journals and checkpoints; #164 covers the completed agent foundation.
	Bedrock lease backend	Supported, evolving	The Bedrock example app demonstrates durable delivery, delayed visibility, leases, heartbeats, retries, and dead-letter behavior through Squid Mesh's backend-neutral lease boundary.
	Scheduled-start metadata	Supported, evolving	Intended schedule windows are stored in durable run context for journal cron starts and exposed to steps through context.state.schedule.
	Conditional and deferred continuation	Supported, evolving	Durable planner facts and deferred wakeups are tracked in #140.
	Fan-out and fan-in contract	Supported, evolving	Runic-backed dependency ordering and join semantics are defined for the current static workflow graph; #142 captured the closed design clarification.
	Runtime-authored workflow specs	Supported, evolving	start_spec/3 and start_spec/4 can start validated UI-authored or DB-authored specs through the journal runtime. The resolved definition is persisted with the run for execution and graph inspection; replay support is not yet available for these runs.
	Safe action registry	Supported, evolving	validate_spec/2, resolve_spec_actions/2, and start_spec/3/4 let host apps allowlist runtime-authored action keys before activation.
	UI graph serialization	Supported, evolving	SquidMesh.Runs.GraphInspection.to_map/1 exposes stable node, edge, status, output, and selected-edge data for dashboards and CLIs. SquidMesh.Workflow.EditorSpec supports JSON-safe spec round trips and draft graph previews for visual editors.
	Actor-scoped read views	Supported, evolving	SquidMesh.ReadModel.Visibility.redact/2 and /3 let host apps derive external, operator, or auditor views from existing listing, inspection, graph, and explanation read models without mutating durable history.
	Dynamic child runs	Supported, evolving	Native steps can start idempotent child workflow runs with durable parent lineage through SquidMesh.start_child_run/4 and SquidMesh.start_child_run/5; visual-editor dynamic expansion is separate from the current child-run API.
	Oban-specific core	Out of scope	Host apps may choose Oban behind the delivery boundary, but Squid Mesh core is not Oban-centric.
	Exactly-once external side effects	Out of scope	Squid Mesh can provide durable workflow state and fencing semantics, but external systems still require idempotency.
	Bundled workflow dashboard	Out of scope	Squid Mesh exposes inspection data; host apps own their operator UI.

Why Squid Mesh Exists Above Jido
Jido is the runtime foundation: agents,
actions, signals, directives, supervision, persistence primitives, and
operational runtime structure. Squid Mesh uses that foundation, but it is not
trying to make users write Jido-native workflow applications by hand.
Squid Mesh adds the workflow product layer:
	workflow definitions and validation
	trigger and payload contracts
	step input and output mapping
	retry, replay, cancellation, approval, and failure-routing policy
	durable dispatch semantics
	workflow inspection and explanation projections
	host-app integration around an existing Ecto repo and worker supervision
	a backend-neutral dispatch contract that can use Bedrock or another durable
backend for lease ownership without making workflow definitions depend on
backend-specific concepts

Use Jido directly when the main abstraction is an autonomous or supervised
agent. Use Squid Mesh when the main abstraction is a durable workflow run that
operators need to inspect, resume, retry, replay, or cancel.
Reactor And Ash Reactor
Reactor is the closest adjacent project at
the orchestration layer. It is a strong fit for in-process dependency graphs,
concurrent step execution, saga compensation, and undo behavior. Teams that need
a short-lived saga or dependency-resolving operation inside regular Elixir code
should evaluate Reactor directly.
Ash Reactor is Reactor's Ash integration
layer. It is especially compelling for Ash-first applications because workflow
steps can call Ash resources and actions with Ash actor, context, and domain
semantics. In an Ash application, Ash Reactor is often the most natural way to
orchestrate Ash actions.
Squid Mesh intentionally sits one layer farther out. It treats the durable
workflow run as the product surface: persisted run, step, attempt, and audit
history; approvals and manual unblocking; replay and cancellation policy;
operator inspection; explanation; and backend-owned recovery. Reactor and Ash
Reactor are useful comparison points for orchestration semantics, while Squid
Mesh focuses on long-running, inspectable, host-app workflow state.
Foundation Layers
	Project	Primary fit	Relationship to Squid Mesh
	Jido	OTP-native agents, actions, signals, directives, and supervised autonomous systems.	Runtime foundation and interop layer. Squid Mesh keeps raw Jido primitives out of the common workflow authoring path.
	Runic	Data-driven workflow graphs, dependency planning, and runnable extraction.	Planner foundation. Squid Mesh maps declared workflow structure and readiness into durable runnable intent.
	Spark	Declarative Elixir DSL and extension framework.	Authoring foundation. Squid Mesh uses Spark to define the workflow DSL and normalized workflow spec.
	Durable backend adapters	Concrete delivery mechanics such as queues, scheduled work, leases, redelivery, and worker infrastructure.	Delivery foundation. Squid Mesh keeps this boundary backend-neutral and recommends Bedrock as the reference lease backend today.

For application teams, these foundations are implementation boundaries rather
than prerequisites for the happy path. Use Squid Mesh APIs and workflow modules
first. Reach for Jido details only when replacing storage or contributing to the
runtime. Reach for Bedrock or another lease-capable backend only when a simple
host worker loop does not provide enough delivery and worker-ownership
semantics.
Adjacent Choices
	Project	Primary fit	Relationship to Squid Mesh
	Reactor	Concurrent dependency-resolving saga orchestration for Elixir applications, with compensation and undo semantics.	Closest adjacent orchestrator. Squid Mesh emphasizes durable host-app workflow state, operator inspection, approvals, replay, cancellation, and backend-owned recovery.
	Ash Reactor	Ash-native orchestration over resources and actions, built on Reactor.	Strong fit for Ash applications that want saga orchestration inside the Ash domain model. Squid Mesh targets broader Phoenix/OTP workflow runs with durable history, HITL, replay, cancellation, and recovery.
	Sage	Dependency-free saga composition with transaction and compensation callbacks.	Good fit for local saga execution. Squid Mesh targets longer-lived inspectable workflow runs with persisted step and attempt history.
	FlowStone	Asset-first data orchestration and dependency-aware pipelines.	Adjacent data-pipeline tool. Squid Mesh focuses on application workflows, approvals, recovery policy, dispatch semantics, and inspection.

How To Choose
Choose Squid Mesh when:
	workflow state belongs inside an existing Phoenix or OTP application;
	runs must survive restarts, deploys, retries, and worker redelivery;
	operators need to know why work is waiting, retrying, paused, failed,
cancelled, or complete;
	approvals, manual review, replay, cancellation, and recovery policy are part
of the business process;
	workflow authors should use domain-level workflow concepts instead of raw
process, job, agent, or planner primitives.

Choose another layer when:
	a short-lived in-memory saga is enough;
	the main abstraction is a long-running autonomous agent;
	the main abstraction is an asset graph or data materialization pipeline;
	the app only needs a job queue, scheduler, or background worker backend;
	a separate workflow service is a better operational boundary than embedding
workflow state in the host application.

Adoption Boundary
Supported rows are available in the journal-backed runtime. Supported, evolving
rows are also usable now, with API polish, examples, or documentation still
settling through the 0.1.x release line.
The configured journal runtime provides the workflow DSL, persisted run and
dispatch facts, journal dispatch claims, retries, approvals, pause/resume
controls, replay, cancellation, projection-backed inspection, and UI-friendly
graph output.
Runtime-authored workflow activation for UI-authored or DB-authored workflow
systems is now available through SquidMesh.start_spec/3 and
SquidMesh.start_spec/4, with the safe action registry as the allowlist
boundary for executable actions. Full replay support for runtime-authored specs
is not yet available. Visual editor spec round trips are available today through
SquidMesh.Workflow.EditorSpec, and inspected run graph serialization is
available through SquidMesh.Runs.GraphInspection.to_map/1.
The durable dispatch protocol defines the vocabulary for runnable intent, claim
fencing, leases, heartbeats, retries, terminal-run behavior, and parent-child
lineage. Workflow and dispatch agents rebuild that state from durable journals.
Runtime-safe child workflow starts are exposed through start_child_run/4 and
start_child_run/5; visual-editor dynamic expansion remains a separate
surface.
Oban can still be a practical scheduler or job backend in a host application.
It is an implementation detail, not the core Squid Mesh runtime model.


  

    Squid Mesh Usage Rules

Use these rules when building host apps with Squid Mesh or changing Squid Mesh
itself.
Core Model
	Squid Mesh is an embedded durable workflow runtime for Elixir applications.
	Workflow authors define compiled Elixir workflow modules with triggers,
payload contracts, steps, transitions, waits, approvals, retries, and
recovery routes.
	The Jido-native journal runtime is the source of truth for run, dispatch,
attempt, manual-control, and terminal facts.
	Host workers provide execution capacity by calling SquidMesh.execute_next/1.
	Optional schedulers can deliver cron payloads through
SquidMesh.Runtime.Runner.perform/2.
	Optional backend adapters, such as the Bedrock example, can own durable
delivery and lease mechanics without changing workflow modules.

Rules To Follow
	Prefer use SquidMesh.Step for custom workflow steps.
	Use raw Jido.Action modules only for explicit interop.
	Keep workflow definitions backend-neutral.
	Keep delivery and job boundaries thin; call host-owned modules that wrap
Squid Mesh public APIs.
	Use SquidMesh.list_runs/2 for index views and
SquidMesh.inspect_run/2, SquidMesh.inspect_run_graph/2, or
SquidMesh.explain_run/2 for details.
	Use SquidMesh.record_dynamic_work/3 when host/runtime code needs to persist
bounded, inspection-only dynamic work metadata for a run.
	Use SquidMesh.preview_dynamic_work/3 when dashboards or visual editors need
to validate candidate dynamic work and inspect the graph overlay before
appending.
	Add idempotency keys or domain duplicate detection to side-effecting steps.
	Treat external exactly-once behavior as out of scope for Squid Mesh.

Rules To Avoid
	Do not configure :executor for step execution.
	Do not configure :stale_step_timeout.
	Do not use or document :runtime_tables.
	Do not deliver step or compensation payloads through
SquidMesh.Runtime.Runner.perform/2.
	Do not append :dynamic_work_recorded journal entries directly from host app
code; use the public recording API so validation stays centralized.
	Do not make workflow modules depend on Bedrock, Oban, or another backend's
APIs.
	Do not use String.to_atom/1 on external input or persisted untrusted data.

Topic Rules
	Runtime rules
	Host app rules
	Workflow authoring rules
	Testing rules
	Documentation rules
	Tooling and dashboard rules



  

    Squid Mesh Runtime Usage Rules

Journal Runtime
	Treat the Jido journal runtime as the only execution path.
	Treat journal entries as the durable source of truth.
	Treat checkpoints as rebuild accelerators, not authority.
	Preserve ordered per-thread appends and optimistic conflict detection.
	Rebuild workflow and dispatch projections from persisted facts after
conflicts, restarts, or checkpoint loss.
	Keep claim_id and claim-token fences on heartbeat, completion, and failure.
	Store only claim token hashes in durable entries.
	Apply completed dispatch results to the run thread only after completion is
durable in the dispatch thread.
	Preserve terminal-run fencing: later claims, completions, manual actions, or
wakeups for a terminal run must not mutate terminal state.
	Preserve child-run lineage as durable journal facts. Child starts must be
idempotent for the parent run, parent step, child workflow, child trigger, and
child_key.
	Preserve dynamic-work records as validated journal facts. record_dynamic_work/3
remains inspection-only; schedule_dynamic_work/3 must append the
dynamic-work fact and planned runnable intents together before dispatch
scheduling.
	Reject missing, unknown, disabled, or incompatible dynamic node action keys
before scheduling executable dynamic work. schedule_dynamic_work/3 requires
the host-owned :action_registry.
	Require the dynamic-work origin runnable to be applied before scheduling
executable dynamic nodes.
	Treat dynamic edges as inspection metadata until dependency-ordered dynamic
scheduling is explicitly implemented.
	Treat scheduled dynamic nodes as replay-unsafe by default unless a future
API persists a stronger host-owned recovery policy.

Execution
	Execute visible work through SquidMesh.execute_next/1.
	Use a stable owner_id for workers when possible.
	Use heartbeat_interval_ms on SquidMesh.execute_next/1 for long-running
steps that may exceed the journal claim lease window. Keep intervals at or
above the runtime minimum and large enough to avoid unnecessary journal write
volume.
	Keep internal execution controls private; public callers must not pass claim
tokens or private runner options.
	Keep external backend leases separate from journal claim leases; Bedrock,
Oban, or another host scheduler must renew its own delivery lease if needed.
	Retry scheduling must be durable journal intent with a future visible_at.
	Built-in :wait must create delayed journal intent instead of sleeping in a
worker.
	Deferred continuation must persist a same-step planned runnable with deferred
metadata and future visible_at; it must not be represented as failure or
consume retry budget.
	Cancellation, replay, pause, approval, rejection, and unblock behavior must
append durable facts before exposing success.
	Starting a child run must append parent lineage and start the child as one
repairable journal operation; stale parent contexts and terminal parent runs
must be rejected at the boundary.
	Previewing or recording dynamic work must not schedule dispatch attempts,
change dependency readiness, or mutate terminal-state decisions.
	Scheduling dynamic work must use durable planned runnable intents and the
normal SquidMesh.execute_next/1 claim, completion, failure, and application
path.
	Dynamic node retry must be persisted in the planned runnable metadata; do not
recover retry behavior from current host code alone.
	Terminal runs must reject new dynamic-work previews, records, and schedules.

Runtime Command Signals
	Treat SquidMesh.Runtime.Signal as the Squid Mesh-native command envelope for
runtime control.
	Public control APIs and SquidMesh.apply_signal/2 must apply signals through
the journal runtime, including starts, cron starts, replays, cancellation, and
manual controls.
	Use SquidMesh.Runtime.Signal.JidoAdapter only at the Jido interop boundary
for agents, routers, or other Jido primitives. Do not leak raw Jido.Signal
into normal workflow authoring.
	Preserve :run_signal_received command history for applied commands.
	Reusing an idempotency key means duplicate delivery. A different idempotency
key is a different command and must not be silently collapsed.

Storage
	Keep SquidMesh.Runtime.Journal.Storage as the Squid Mesh-owned storage
boundary.
	Default to Ecto/Postgres-backed Jido storage for documented host setup.
	Keep the boundary database-agnostic, but require production adapters to
provide ordered appends, conflict detection, deterministic replay, durable
checkpoint reads, and trusted configuration.
	Never derive journal_storage from request input.



  

    Squid Mesh Host App Usage Rules

Configuration
	Configure Squid Mesh with the host repo and queue:
config :squid_mesh,
  repo: MyApp.Repo,
  queue: "default"

	Do not configure :executor for step execution.

	Do not configure :stale_step_timeout.

	Use explicit journal_storage only when replacing the default inferred Ecto
storage boundary.


Worker Loop
	Start one or more supervised workers that call SquidMesh.execute_next/1.
	Back off briefly when execute_next/1 returns {:ok, :none}.
	Add metrics, capacity limits, and shutdown behavior around the public call
rather than inside workflow modules.
	Keep workers generic. They should not encode workflow-specific business
decisions.

Cron
	Declare cron triggers in workflow modules.
	Keep recurring scheduling in the host app.
	Deliver cron activations with SquidMesh.Executor.Payload.cron/3 and
SquidMesh.Runtime.Runner.perform/2.
	Include signal_id or a complete intended_window for idempotent cron
triggers.
	Do not deliver step or compensation payloads through Runner.perform/2.

Runtime Commands
	Host API and operator boundaries may build SquidMesh.Runtime.Signal values
and pass them to SquidMesh.apply_signal/2.
	Attach host-owned metadata and idempotency keys for externally delivered
commands so duplicate delivery and operator audit history are explicit.
	Assert command_history in integration tests for cancel, resume, approval,
rejection, replay, and scheduler-driven starts.
	Convert to raw Jido.Signal only through SquidMesh.Runtime.Signal.JidoAdapter
when integrating with Jido agents, signal routers, or other Jido primitives.

Read-Model Visibility
	Authorize run listing, inspection, graph, and explanation calls at the host
boundary.
	Use SquidMesh.ReadModel.Visibility.redact/2 for default external-safe views
or SquidMesh.ReadModel.Visibility.redact/3 with a host policy when exposing
read-model data to actor-scoped UI, API, or CLI surfaces.
	Treat :auditor visibility as privileged; it preserves full snapshots and
diagnostics.
	Use :external or :operator visibility for surfaces that need status,
current/manual task state, and safe next actions without payloads, command
history, claim metadata, attempt inputs/results/errors, or manual metadata.
	Keep durable history immutable. Visibility policy derives read-side
projections only and must not be treated as deletion or retention policy.

Bedrock
	Use Bedrock when the host needs durable backend delivery, delayed visibility,
lease ownership, heartbeats, retry requeue, dead-letter behavior, or
distributed worker recovery.
	Keep Bedrock code in adapter modules.
	Do not let workflow modules depend on Bedrock APIs.
	Use examples/bedrock_minimal_host_app as the reference integration shape.



  

    Squid Mesh Workflow Authoring Usage Rules

Workflow Shape
	Define workflows as compiled Elixir modules with use SquidMesh.Workflow.
	Use business names for triggers, steps, and transitions.
	Declare version "..." inside workflow do when operators need a stable
human-readable definition label across deploys.
	Keep workflow branches, retries, waits, recovery routes, and manual gates in
the workflow definition when operators need to understand them.
	Use SquidMesh.Workflow.to_spec/1 and SquidMesh.Workflow.validate_spec/1
when tooling needs a normalized data representation.
	Use SquidMesh.Workflow.validate_spec/2 with :action_registry before
trusting runtime-authored spec data that references executable actions.
	Use SquidMesh.start_spec/3 or SquidMesh.start_spec/4 to activate
runtime-authored specs only after action keys resolve through a host-owned
registry.
	Use SquidMesh.Workflow.EditorSpec for visual-editor JSON round trips and
draft graph previews. Do not treat editor preview data as an execution
boundary.
	Pass :action_registry to SquidMesh.Workflow.EditorSpec.validate_map/2 and
SquidMesh.Workflow.EditorSpec.preview_graph/2 when editor-owned specs use
top-level action keys.
	Use SquidMesh.Workflow.EditorSpec.diff/2 or
SquidMesh.Workflow.EditorSpec.diff/3 for visual-editor change inspection;
diff output is not an execution boundary.
	Pass :action_registry to SquidMesh.Workflow.EditorSpec.diff/3 when
comparing editor drafts that use top-level action keys.
	Do not activate runtime-authored workflows directly from request input; route
them through the host registry and Squid Mesh start boundary.

Steps
	Prefer use SquidMesh.Step for custom steps.
	Use SquidMesh.start_child_run/4 or SquidMesh.start_child_run/5 only from
native steps that receive SquidMesh.Step.Context.
	Provide a stable, storage-safe :child_key for every child run; treat it as
the idempotency key for the parent run and parent step.
	Keep child workflow modules backend-neutral, the same as parent workflows.
	Return {:ok, output} for success.
	Return {:defer, reason, schedule_in: seconds} when a native step observes
non-failed domain state that should continue from the same logical attempt
later without consuming retry budget.
	Return {:error, reason} for terminal failure governed by workflow routing.
	Return {:retry, reason} or {:retry, reason, opts} for retryable failure.
	Keep side-effect idempotency inside the step or host domain boundary.
	Use context.idempotency_key and context.claim_id for external
reconciliation and action idempotency. Never expose or persist claim tokens in
step output, logs, or host-facing errors.
	Use raw Jido.Action modules only for explicit interop.

Data Mapping
	Use payload contracts for start input validation.
	Use step input: to select only the data a step needs.
	Use step output: to place returned data under stable keys.
	Use conditional transitions for inspectable routing decisions.
	Use equals for exact matches and greater_than or less_than for numeric
threshold routing.
	Keep condition values JSON-safe so selected routes can be persisted.

Manual And Long-Running Work
	Use :pause or approval_step/2 for operator-controlled boundaries.
	Resolve manual gates through resume/3, approve/3, and reject/3.
	Use :wait for workflow-scale delays, not arbitrary timers.
	Use deadline: [within: milliseconds] on normal steps, :pause, or
approval_step/2 when operators need durable SLA evidence. Treat deadline
state as read-model data; alert delivery and escalation execution stay in the
host app.
	Use deferred continuation for domain-owned polling decisions made by a native
step; use retry only for failures and :wait for definition-owned delays.
	Use a child workflow instead when the step discovers separate work with its
own lifecycle rather than rechecking the same declared step.
	Use a normal handoff step plus a later signal or run when an external domain
system owns polling, backoff, cancellation, and alert delivery.
	Prefer cron or host scheduling when the whole workflow should start later.

Recovery
	Mark irreversible external side effects with irreversible: true or
compensatable: false.
	Use recovery: :compensation or recovery: :undo on error transitions when
the route has operational meaning.
	Treat child runs as separate replay, retry, cancellation, and inspection
boundaries. Do not mutate already-run parent steps to simulate dynamic
expansion.
	Use SquidMesh.record_dynamic_work/3 for bounded dynamic work that should be
visible to operators but should not execute.
	Use SquidMesh.schedule_dynamic_work/3 for bounded dynamic work that should
be persisted and executed through the journal dispatch path.
	Schedule dynamic work only after the origin runnable has applied; do not use
dynamic scheduling to speculate ahead of the producer step.
	Use SquidMesh.preview_dynamic_work/3 before recording when tooling needs to
validate and render the candidate graph overlay without appending. Use the
preview's added id lists and warnings instead of client-side graph diffing.
	Pass :action_registry to dynamic-work preview and record calls when the
overlay represents future executable work; pass it to every schedule call.
Each executable dynamic node must use a host-approved action key.
	Use dynamic node retry: [max_attempts: n] only when the host action is safe
for repeated delivery. Treat dynamic edges as graph metadata, not dependency
ordering.
	Do not rely on "this step should only run once" as the side-effect safety
model.



  

    Squid Mesh Testing Usage Rules

Test Scope
	Add regression tests for each meaningful runtime failure mode found during
review.
	Prefer behavior-focused assertions over implementation details.
	Test public APIs when the change affects host-facing behavior.
	Test pure protocol and projection modules directly when changing journal
semantics.
	Keep one reason to fail per test.

Runtime Cases
	Cover retries, replay, cancellation, pause/resume, approval/rejection, waits,
dependency/fan-out behavior, conditional routing, stale workflow definitions,
duplicate delivery, stale claims, and terminal-state ordering when relevant.
	For stateful or concurrency-sensitive changes, prove stale reads are either
eliminated, revalidated under the same lock, or safe by idempotent design.
	For telemetry or audit-history changes, test terminal-event symmetry and
ordering relative to durable commits.

Example Apps
	Use examples/minimal_host_app for embedded runtime smoke tests.
	Use examples/bedrock_minimal_host_app for Bedrock queue, lease, heartbeat,
retry, dead-letter, and cron delivery coverage.
	Reset example app databases when persisted test rows can affect later smoke
runs.

Verification
	Run mix format before handoff.
	Run focused tests first, then mix precommit before finishing a code slice.
	For runtime, workflow, persistence, jobs, state-machine, or public API
changes, run an end-to-end smoke path in the relevant example app.



  

    Squid Mesh Documentation Usage Rules

Manual Structure
	Use docs/index.md as the numbered lesson map.
	Use docs/getting_started.md as the narrative onboarding guide.
	Keep README concise and point deeper readers to the manual.
	Keep durable reference details in focused docs such as architecture,
operations, workflow authoring, and host app integration.

Current Language
	Describe the runtime as Jido-native and journal-backed.
	Describe step execution as pulled through SquidMesh.execute_next/1.
	Describe Bedrock as the recommended reference backend for backend-owned
leases.
	Describe storage as adapter-shaped and database-agnostic, while explaining
that not every database is a good production journal store.
	Do not mention removed executor-direction libraries in user-facing docs unless
a future design issue explicitly reintroduces them.
	Do not document :runtime_tables, :executor step execution config, or
:stale_step_timeout.

Examples And Diagrams
	Prefer examples that can be pasted into a host app without hidden setup.
	Keep Mermaid diagrams small and syntax-valid.
	For PR descriptions, include Mermaid diagrams when runtime flow, data flow,
persistence, integration boundaries, or user-visible behavior changes.
	Do not include local machine paths, usernames, hostnames, or private
filesystem details in docs, commits, PR descriptions, or generated examples.

Tone
	Write docs as a manual for users, not as a changelog of internal migration
slices.
	Explain ownership boundaries directly.
	Name operational tradeoffs: what becomes durable, what remains host-owned,
and what external systems still need to guarantee.



  

    Squid Mesh Tooling Usage Rules

Dashboard And Visual Editor Surfaces
	Use SquidMesh.list_runs/2 for global and workflow-filtered run indexes.
	Use SquidMesh.inspect_run/2 for factual run details.
	Use SquidMesh.inspect_run_graph/2 for graph-oriented dashboard and visual
editor views.
	Use GraphInspection.to_map/1 child_links to render parent-to-child
subflow overlays; do not invent client-side child link ids from raw history.
	Use SquidMesh.explain_run/2 for operator-facing diagnosis and next actions.
	Use SquidMesh.record_dynamic_work/3 to persist validated dynamic nodes and
edges that visual editors or dashboards should show on a run graph without
executing them.
	Use SquidMesh.schedule_dynamic_work/3 when host-approved dynamic nodes
should be persisted and executed through the journal dispatch path.
	Only offer dynamic scheduling controls after the origin attempt has applied;
preview and record remain available for inspection-only overlays on active
runs.
	Use SquidMesh.preview_dynamic_work/3 to validate candidate dynamic nodes and
render the graph overlay before committing them to the journal. Prefer its
origin_node_id, added_node_ids, added_edge_ids, recordable?, and
warnings fields over ad hoc graph diffing in visual editor clients.
	Use dynamic_work_overlays from SquidMesh.inspect_run_graph/2 or
GraphInspection.to_map/1 to inspect recorded dynamic work groups; use raw
dynamic_work only when the caller needs the full normalized durable record.
	Pass host-owned :action_registry options when previewing or recording
dynamic nodes that represent executable work candidates, and always pass it
when scheduling dynamic work.
	Render dynamic edges as visual structure only unless a later API explicitly
reports dependency ordering for scheduled dynamic nodes.
	Keep list responses redacted by default; fetch detailed history only when the
caller asks for it.
	Use definition_version from list, inspection, graph, and explanation
surfaces as an operator label only; the definition fingerprint remains the
compatibility guard.

Workflow Specs
	Use SquidMesh.Workflow.to_spec/1 for normalized workflow definitions.
	Use SquidMesh.Workflow.validate_spec/1 before trusting compiled workflow
specs in tooling.
	Use SquidMesh.Workflow.validate_spec/2 with :action_registry before
trusting runtime-authored specs that reference executable actions.
	Use SquidMesh.start_spec/3 or SquidMesh.start_spec/4 for runtime-authored
activation after validation; the persisted run definition is the execution
and graph-inspection source of truth.
	Use SquidMesh.Workflow.EditorSpec.to_map/1,
SquidMesh.Workflow.EditorSpec.validate_map/1, and
SquidMesh.Workflow.EditorSpec.preview_graph/1 for JSON-safe visual editor
round trips and draft graph previews that do not start runs.
	Use SquidMesh.Workflow.EditorSpec.validate_map/2 and
SquidMesh.Workflow.EditorSpec.preview_graph/2 with :action_registry when
editor JSON carries runtime-authored top-level action keys.
	Use SquidMesh.Workflow.EditorSpec.diff/2 or
SquidMesh.Workflow.EditorSpec.diff/3 to compare a source spec and an edited
draft without starting a run.
	Pass :action_registry to SquidMesh.Workflow.EditorSpec.diff/3 when either
side includes runtime-authored top-level action keys.
	Treat unresolved specs as data for editors, diagrams, and validation; only
the host-owned action registry is the module ownership allowlist.
	Do not offer replay controls for runtime-authored spec runs until Squid Mesh
exposes replay support for that definition source.
	Reject client edits to runtime-owned fields such as fingerprints, run ids,
journal history, attempts, dispatches, and audit history.
	Preserve stable ids for workflow, trigger, step, transition, and condition
data so visual editors can round-trip safely.

SquidSonar
	SquidSonar should list existing workflows and runs through public Squid Mesh
APIs rather than reading storage adapter internals.
	SquidSonar should fetch specific workflow internals by module/spec and
specific run internals by run id.



  

    
SquidMesh 
    



      
Public entrypoint for the Squid Mesh runtime.
The API exposed here stays focused on declarative workflow operations. Host
applications start, inspect, and later control runs through this surface
without needing to work directly with persistence internals.

      


      
        Summary


  
    Types
  


    
      
        read_option_error()

      


        Structured validation errors returned by the public read-model APIs.



    


    
      
        start_option_error()

      


        Structured validation errors returned by the public start APIs.



    





  
    Functions
  


    
      
        apply_signal(signal, overrides \\ [])

      


        Applies a Squid Mesh-native runtime command signal.



    


    
      
        approve(run_id, attrs, overrides \\ [])

      


        Approves a paused approval step and resumes the run through its success path.



    


    
      
        cancel(run_id, overrides \\ [])

      


        Requests cancellation for an eligible workflow run.



    


    
      
        config(overrides \\ [])

      


        Loads Squid Mesh configuration from the application environment with optional
runtime overrides.



    


    
      
        config!(overrides \\ [])

      


        Loads Squid Mesh configuration and raises if required keys are missing.



    


    
      
        execute_next(overrides \\ [])

      


        Executes the next visible workflow attempt through the selected runtime.



    


    
      
        explain_run(run_id, overrides \\ [])

      


        Explains the current runtime state of one workflow run.



    


    
      
        inspect_run(run_id, overrides \\ [])

      


        Fetches one workflow run by id.



    


    
      
        inspect_run_graph(run_id, overrides \\ [])

      


        Fetches one workflow run as graph-oriented inspection data.



    


    
      
        list_runs(filters \\ [], overrides \\ [])

      


        Lists workflow runs with optional filters.



    


    
      
        preview_dynamic_work(run_id, attrs, overrides \\ [])

      


        Validates bounded dynamic work and returns the graph it would produce.



    


    
      
        record_dynamic_work(run_id, attrs, overrides \\ [])

      


        Records bounded dynamic work for one workflow run.



    


    
      
        reject(run_id, attrs, overrides \\ [])

      


        Rejects a paused approval step and resumes the run through its rejection path.



    


    
      
        replay(run_id, overrides \\ [])

      


        Creates a new run from a prior run and links it to the original run.



    


    
      
        resume(run_id)

      


        Resumes a run that is intentionally paused for manual intervention.



    


    
      
        resume(run_id, overrides)

      


        Resumes a paused run with either configuration overrides or manual action
attributes.



    


    
      
        resume(run_id, attrs, overrides)

      


        Resumes a paused run with manual action attributes and configuration
overrides.



    


    
      
        schedule_dynamic_work(run_id, attrs, overrides \\ [])

      


        Records bounded dynamic work and schedules each dynamic node as executable work.



    


    
      
        start(workflow, payload)

      


        Starts a new workflow run through the workflow's default trigger.



    


    
      
        start(workflow, payload, overrides)

      


        Starts a new workflow run through the workflow's default trigger with runtime
overrides, or through a named trigger without runtime overrides.



    


    
      
        start(workflow, trigger_name, payload, overrides)

      


        Starts a named trigger while applying runtime configuration overrides.



    


    
      
        start_child_run(parent_context, child_workflow, payload, overrides \\ [])

      


        Starts a child workflow run from a native step context.



    


    
      
        start_child_run(parent_context, child_workflow, child_trigger, payload, overrides)

      


    


    
      
        start_spec(spec, payload, overrides \\ [])

      


        Starts a runtime-authored workflow spec through its default trigger.



    


    
      
        start_spec(spec, trigger_name, payload, overrides)

      


        Starts a runtime-authored workflow spec through a named trigger.



    





      


      
        Types


        


  
    
      
    
    
      read_option_error()



        
          
        

    

  


  

      

          @type read_option_error() ::
  {:invalid_option,
   {:opts, term()}
   | {:option, term()}
   | {:read_model, term()}
   | {:journal_storage, nil}
   | {:run_id, term()}}


      


Structured validation errors returned by the public read-model APIs.

  



  
    
      
    
    
      start_option_error()



        
          
        

    

  


  

      

          @type start_option_error() ::
  {:invalid_option,
   {:opts, term()}
   | {:runtime, term()}
   | {:journal_storage, nil}
   | {:queue, term()}
   | {:now, term()}
   | {:run_id, term()}
   | {:schedule_idempotency_key, term()}}


      


Structured validation errors returned by the public start APIs.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      apply_signal(signal, overrides \\ [])



        
          
        

    

  


  

      

          @spec apply_signal(
  SquidMesh.Runtime.Signal.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error() | term()}


      


Applies a Squid Mesh-native runtime command signal.
Use the named helpers such as start/3, cancel/2, resume/3,
approve/3, reject/3, and replay/2 for ordinary application calls. Use
apply_signal/2 when an agent, router, webhook, scheduler, or Jido interop
boundary has already normalized a request into a
SquidMesh.Runtime.Signal envelope.
The envelope API applies the same runtime commands for starts, cron starts,
replays, cancellation, and manual decisions while preserving signal metadata,
occurrence time, and idempotency keys in the journal command history.

  



    

  
    
      
    
    
      approve(run_id, attrs, overrides \\ [])



        
          
        

    

  


  

      

          @spec approve(Ecto.UUID.t(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found | :invalid_run_id | SquidMesh.Config.config_error() | term()}


      


Approves a paused approval step and resumes the run through its success path.

  



    

  
    
      
    
    
      cancel(run_id, overrides \\ [])



        
          
        

    

  


  

      

          @spec cancel(
  Ecto.UUID.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found
     | :invalid_run_id
     | SquidMesh.Config.config_error()
     | SquidMesh.Runtime.Journal.Cancellation.cancel_error()}


      


Requests cancellation for an eligible workflow run.

  



    

  
    
      
    
    
      config(overrides \\ [])



        
          
        

    

  


  

      

          @spec config(keyword()) ::
  {:ok, SquidMesh.Config.t()} | {:error, SquidMesh.Config.config_error()}


      


Loads Squid Mesh configuration from the application environment with optional
runtime overrides.

  



    

  
    
      
    
    
      config!(overrides \\ [])



        
          
        

    

  


  

      

          @spec config!(keyword()) :: SquidMesh.Config.t()


      


Loads Squid Mesh configuration and raises if required keys are missing.

  



    

  
    
      
    
    
      execute_next(overrides \\ [])



        
          
        

    

  


  

      

          @spec execute_next(keyword()) :: SquidMesh.Runtime.Journal.Executor.execute_result()


      


Executes the next visible workflow attempt through the selected runtime.
The default journal runtime claims one visible Jido journal-backed attempt,
runs its declared step, and appends durable attempt completion or failure
facts. Pass journal_storage: only when overriding the inferred Ecto storage
boundary.

  



    

  
    
      
    
    
      explain_run(run_id, overrides \\ [])



        
          
        

    

  


  

      

          @spec explain_run(
  String.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Explanation.Diagnostic.t()}
  | {:error,
     :not_found
     | :invalid_run_id
     | read_option_error()
     | SquidMesh.Config.config_error()
     | SquidMesh.ReadModel.Explanation.explanation_error()}


      


Explains the current runtime state of one workflow run.
The result is structured diagnostic data for host apps, CLIs, and dashboards.
Use inspect_run/2 for the factual run snapshot and explain_run/2 when an
operator-facing surface needs the reason, evidence, and valid next actions for
the run's current state.
The selected read model comes from host configuration unless overridden. The
read model derives diagnostics from durable journal projections.

  



    

  
    
      
    
    
      inspect_run(run_id, overrides \\ [])



        
          
        

    

  


  

      

          @spec inspect_run(
  String.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found
     | :invalid_run_id
     | read_option_error()
     | SquidMesh.Config.config_error()
     | SquidMesh.ReadModel.Inspection.snapshot_error()}


      


Fetches one workflow run by id.
The selected read model comes from host configuration unless overridden. The
read model rebuilds a projection-backed snapshot from durable journal entries.

  



    

  
    
      
    
    
      inspect_run_graph(run_id, overrides \\ [])



        
          
        

    

  


  

      

          @spec inspect_run_graph(
  String.t(),
  keyword()
) ::
  {:ok, SquidMesh.Runs.GraphInspection.t()}
  | {:error,
     :not_found
     | :invalid_run_id
     | read_option_error()
     | SquidMesh.Config.config_error()
     | SquidMesh.ReadModel.Inspection.snapshot_error()}


      


Fetches one workflow run as graph-oriented inspection data.
The graph projection preserves inspect_run/2 as the factual run snapshot and
derives nodes and edges from that same durable state. The selected read model
comes from host configuration unless overridden.

  



    

    

  
    
      
    
    
      list_runs(filters \\ [], overrides \\ [])



        
          
        

    

  


  

      

          @spec list_runs(
  [SquidMesh.ReadModel.Listing.list_filter()],
  keyword()
) ::
  {:ok, [SquidMesh.ReadModel.Listing.Summary.t()]}
  | {:error,
     SquidMesh.Config.config_error() | SquidMesh.ReadModel.Listing.list_error()}


      


Lists workflow runs with optional filters.
Journal-backed runtime calls return redacted listing summaries. Use
inspect_run/2 or inspect_run_graph/2 with a run id when callers need
detailed runtime state for one run.

  



    

  
    
      
    
    
      preview_dynamic_work(run_id, attrs, overrides \\ [])



        
          
        

    

  


  

      

          @spec preview_dynamic_work(String.t(), map() | keyword(), keyword()) ::
  {:ok, SquidMesh.Runs.DynamicWorkPreview.t()}
  | {:error,
     :not_found
     | SquidMesh.Config.config_error()
     | read_option_error()
     | SquidMesh.Runtime.Journal.DynamicWork.dynamic_work_error()
     | term()}


      


Validates bounded dynamic work and returns the graph it would produce.
This is the read-only companion to record_dynamic_work/3. It applies the
same validation and normalization rules, but does not append a journal fact.
Use it for UI previews, visual editor validation, and host-side dry runs
before recording dynamic work durably. Pass :action_registry to require
every dynamic node action key to be host-allowlisted before previewing.

  



    

  
    
      
    
    
      record_dynamic_work(run_id, attrs, overrides \\ [])



        
          
        

    

  


  

      

          @spec record_dynamic_work(String.t(), map() | keyword(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found
     | SquidMesh.Config.config_error()
     | read_option_error()
     | SquidMesh.Runtime.Journal.DynamicWork.dynamic_work_error()
     | term()}


      


Records bounded dynamic work for one workflow run.
This API records inspection-only dynamic structure. It does not make dynamic
nodes executable, schedule dispatch attempts, or alter terminal-state
decisions. Use it when host code or a runtime step has already made a bounded
fanout or planning decision and dashboards need durable, validated metadata
about that decision.
The attribute payload must include:
	:dynamic_key - a stable non-empty string for this dynamic work group.
	:origin - a map with :runnable_key, :step, and positive :attempt
matching a planned runnable in the active run.
	:nodes - one or more dynamic node maps with unique non-empty :id
values that do not collide with declared workflow steps or previously
recorded dynamic nodes.

Optional :edges, :metadata, :reason, and :status values are normalized
and redacted like other journal metadata. Pass :action_registry to require
every dynamic node action key to be host-allowlisted before recording. Exact
duplicate records are idempotent while the run remains active. Terminal runs,
stale workflow definitions, invalid origins, node collisions, unknown options,
and write conflicts return structured {:error, reason} tuples.

  



    

  
    
      
    
    
      reject(run_id, attrs, overrides \\ [])



        
          
        

    

  


  

      

          @spec reject(Ecto.UUID.t(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found | :invalid_run_id | SquidMesh.Config.config_error() | term()}


      


Rejects a paused approval step and resumes the run through its rejection path.

  



    

  
    
      
    
    
      replay(run_id, overrides \\ [])



        
          
        

    

  


  

      

          @spec replay(
  Ecto.UUID.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found
     | :invalid_run_id
     | SquidMesh.Config.config_error()
     | SquidMesh.Runtime.Journal.Replay.replay_error()}
  | {:error, {:dispatch_failed, term()}}


      


Creates a new run from a prior run and links it to the original run.
Replays are blocked by default once the source run completed an irreversible
or non-compensatable step. Pass allow_irreversible: true only after an
operator has reviewed the side effect and accepted re-execution.

  



  
    
      
    
    
      resume(run_id)



        
          
        

    

  


  

      

          @spec resume(Ecto.UUID.t()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found | :invalid_run_id | SquidMesh.Config.config_error() | term()}


      


Resumes a run that is intentionally paused for manual intervention.

  



  
    
      
    
    
      resume(run_id, overrides)



        
          
        

    

  


  

      

          @spec resume(
  Ecto.UUID.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found | :invalid_run_id | SquidMesh.Config.config_error() | term()}


          @spec resume(Ecto.UUID.t(), map()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found | :invalid_run_id | SquidMesh.Config.config_error() | term()}


      


Resumes a paused run with either configuration overrides or manual action
attributes.

  



  
    
      
    
    
      resume(run_id, attrs, overrides)



        
          
        

    

  


  

      

          @spec resume(Ecto.UUID.t(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found | :invalid_run_id | SquidMesh.Config.config_error() | term()}


      


Resumes a paused run with manual action attributes and configuration
overrides.

  



    

  
    
      
    
    
      schedule_dynamic_work(run_id, attrs, overrides \\ [])



        
          
        

    

  


  

      

          @spec schedule_dynamic_work(String.t(), map() | keyword(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error,
     :not_found
     | SquidMesh.Config.config_error()
     | read_option_error()
     | SquidMesh.Runtime.Journal.DynamicWork.dynamic_work_error()
     | term()}


      


Records bounded dynamic work and schedules each dynamic node as executable work.
This is the executable counterpart to record_dynamic_work/3. The dynamic
work fact and the planned runnable intents are appended to the run thread in
one optimistic write, then missing dispatch attempts are scheduled from that
durable plan. Pass :action_registry; every dynamic node must include an
approved :action key and may include an :input map for the scheduled
attempt.

  



  
    
      
    
    
      start(workflow, payload)



        
          
        

    

  


  

      

          @spec start(module(), map()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, start_option_error()}
  | {:error, SquidMesh.Runtime.Journal.Starter.start_error()}
  | {:error, {:dispatch_failed, term()}}


      


Starts a new workflow run through the workflow's default trigger.

  



  
    
      
    
    
      start(workflow, payload, overrides)



        
          
        

    

  


  

      

          @spec start(module(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, {:invalid_option, atom()}}
  | {:error, start_option_error()}
  | {:error, SquidMesh.Runtime.Journal.Starter.start_error()}
  | {:error, {:dispatch_failed, term()}}


          @spec start(module(), atom(), map()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, start_option_error()}
  | {:error, SquidMesh.Runtime.Journal.Starter.start_error()}
  | {:error, {:dispatch_failed, term()}}


      


Starts a new workflow run through the workflow's default trigger with runtime
overrides, or through a named trigger without runtime overrides.

  



  
    
      
    
    
      start(workflow, trigger_name, payload, overrides)



        
          
        

    

  


  

      

          @spec start(module(), atom(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, {:invalid_option, atom()}}
  | {:error, start_option_error()}
  | {:error, SquidMesh.Runtime.Journal.Starter.start_error()}
  | {:error, {:dispatch_failed, term()}}


      


Starts a named trigger while applying runtime configuration overrides.
Overrides are intended for host-app test and integration boundaries. Runtime
context injection is kept out of this public API so scheduled starts and other
internal callers can keep their idempotency metadata isolated.
The Jido journal runtime is the default and infers Ecto-backed journal storage
from the configured repo. Pass journal_storage: only when a host, test, or
integration boundary needs a non-default storage adapter. Journal execution
supports normal action steps, immediate built-in :log steps, built-in
:wait steps in transition and dependency workflows, and manual :pause or
:approval boundaries.

  



    

  
    
      
    
    
      start_child_run(parent_context, child_workflow, payload, overrides \\ [])



        
          
        

    

  


  

      

          @spec start_child_run(SquidMesh.Step.Context.t(), module(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, {:invalid_option, atom() | term()}}
  | {:error, SquidMesh.Runtime.Journal.ChildStarter.start_error()}


      


Starts a child workflow run from a native step context.
Child starts are deterministic for the parent run, parent step, child
workflow, child trigger, and required :child_key. Duplicate calls with the
same key return the existing child run and do not duplicate parent lineage.

  



  
    
      
    
    
      start_child_run(parent_context, child_workflow, child_trigger, payload, overrides)



        
          
        

    

  


  

      

          @spec start_child_run(SquidMesh.Step.Context.t(), module(), atom(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, {:invalid_option, atom() | term()}}
  | {:error, {:invalid_trigger, :expected_atom}}
  | {:error, SquidMesh.Runtime.Journal.ChildStarter.start_error()}


      



  



    

  
    
      
    
    
      start_spec(spec, payload, overrides \\ [])



        
          
        

    

  


  

      

          @spec start_spec(SquidMesh.Workflow.Spec.t() | map(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, start_option_error()}
  | {:error, SquidMesh.Runtime.Journal.Starter.start_error()}
  | {:error, {:dispatch_failed, term()}}


      


Starts a runtime-authored workflow spec through its default trigger.
Runtime-authored specs should be validated with a host-owned action registry
before activation. Passing :action_registry lets Squid Mesh resolve stable
action keys to approved executable modules at the start boundary.

  



  
    
      
    
    
      start_spec(spec, trigger_name, payload, overrides)



        
          
        

    

  


  

      

          @spec start_spec(SquidMesh.Workflow.Spec.t() | map(), atom(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, SquidMesh.Config.config_error()}
  | {:error, start_option_error()}
  | {:error, SquidMesh.Runtime.Journal.Starter.start_error()}
  | {:error, {:dispatch_failed, term()}}


      


Starts a runtime-authored workflow spec through a named trigger.

  


        

      


  

    
SquidMesh.Config 
    



      
Loads and validates host application configuration for Squid Mesh.
This contract is intentionally small so application teams only configure the
runtime boundary once, while workflow authors stay focused on declarative
workflow definitions and public API usage.

      


      
        Summary


  
    Types
  


    
      
        config_error()

      


    


    
      
        raw_config()

      


    


    
      
        read_model()

      


    


    
      
        runtime()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        load(overrides \\ [])

      


        Loads Squid Mesh configuration from the host application environment.



    


    
      
        load!(overrides \\ [])

      


        Loads configuration or raises an ArgumentError with the validation details.



    





      


      
        Types


        


  
    
      
    
    
      config_error()



        
          
        

    

  


  

      

          @type config_error() :: {:missing_config, [atom()]} | {:invalid_config, keyword()}


      



  



  
    
      
    
    
      raw_config()



        
          
        

    

  


  

      

          @type raw_config() :: [
  repo: module(),
  runtime: runtime(),
  read_model: read_model(),
  journal_storage: term(),
  queue: atom() | String.t()
]


      



  



  
    
      
    
    
      read_model()



        
          
        

    

  


  

      

          @type read_model() :: :read_model


      



  



  
    
      
    
    
      runtime()



        
          
        

    

  


  

      

          @type runtime() :: :journal


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Config{
  journal_storage: SquidMesh.Runtime.Journal.Storage.t() | nil,
  queue: String.t(),
  read_model: read_model(),
  repo: module(),
  runtime: runtime()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      load(overrides \\ [])



        
          
        

    

  


  

      

          @spec load(keyword()) :: {:ok, t()} | {:error, config_error()}


      


Loads Squid Mesh configuration from the host application environment.
Optional overrides are merged after application configuration so tests and
embedding applications can supply runtime-specific repositories without
mutating global application state.

  



    

  
    
      
    
    
      load!(overrides \\ [])



        
          
        

    

  


  

      

          @spec load!(keyword()) :: t()


      


Loads configuration or raises an ArgumentError with the validation details.

  


        

      


  

    
SquidMesh.Executor behaviour
    



      
Behaviour implemented by host applications to schedule Squid Mesh cron work.
Jido-native execution is pulled through SquidMesh.execute_next/1. Host
applications that use external cron schedulers may still enqueue trigger
activations as plain SquidMesh.Executor.Payload.cron/3 maps and deliver
them to SquidMesh.Runtime.Runner.perform/2.

      


      
        Summary


  
    Types
  


    
      
        cron_enqueue_opts()

      


    


    
      
        enqueue_error()

      


    


    
      
        metadata()

      


    


    
      
        schedule_window()

      


    





  
    Callbacks
  


    
      
        enqueue_cron(t, module, atom, cron_enqueue_opts)

      


        Enqueues or schedules a cron trigger activation.



    





      


      
        Types


        


  
    
      
    
    
      cron_enqueue_opts()



        
          
        

    

  


  

      

          @type cron_enqueue_opts() :: [
  schedule_in: pos_integer(),
  signal_id: String.t(),
  intended_window: schedule_window()
]


      



  



  
    
      
    
    
      enqueue_error()



        
          
        

    

  


  

      

          @type enqueue_error() :: term()


      



  



  
    
      
    
    
      metadata()



        
          
        

    

  


  

      

          @type metadata() :: map()


      



  



  
    
      
    
    
      schedule_window()



        
          
        

    

  


  

      

          @type schedule_window() :: %{
  optional(:start_at) => String.t(),
  optional(:end_at) => String.t(),
  optional(String.t()) => String.t()
}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      enqueue_cron(t, module, atom, cron_enqueue_opts)



        
          
        

    

  


  

      

          @callback enqueue_cron(SquidMesh.Config.t(), module(), atom(), cron_enqueue_opts()) ::
  {:ok, metadata()} | {:error, enqueue_error()}


      


Enqueues or schedules a cron trigger activation.
Host schedulers can call this callback when a declared cron trigger fires, or
can enqueue SquidMesh.Executor.Payload.cron/3 directly and deliver it to
SquidMesh.Runtime.Runner.perform/2.
When the scheduler knows the logical schedule window, pass :signal_id and
:intended_window through to SquidMesh.Executor.Payload.cron/3. Squid Mesh
persists those values as run context before workflow processing starts, so
delayed workers do not need to infer the intended window from wall-clock time.
Cron triggers that opt into idempotency use the scheduler :signal_id, or a
deterministic id derived from a complete :intended_window, as the duplicate
start key. If the host omits both, the runtime rejects the start because it
cannot safely distinguish a new activation from a redelivery.

  


        

      


  

    
SquidMesh.Executor.Leases behaviour
    



      
Behaviour for backends that own worker claims and lease extension.
SquidMesh.Executor covers durable job delivery. This behaviour is the
separate worker-lifecycle boundary for queue backends that can claim work,
extend active claims, complete delivered work, and return failed work to the
backend's retry or dead-letter policy.
The journal-backed runtime does not require a lease adapter. It exists as the
public contract for adapters that want to expose leasing semantics through
a durable delivery backend.

      


      
        Summary


  
    Types
  


    
      
        claim_opts()

      


    


    
      
        fail_opts()

      


    


    
      
        heartbeat_opts()

      


    


    
      
        lease_error()

      


    


    
      
        owner()

      


    


    
      
        queue()

      


    





  
    Callbacks
  


    
      
        claim(t, queue, owner, claim_opts)

      


        Claims visible work from a queue for one owner.



    


    
      
        complete(t, t, keyword)

      


        Completes a claimed item and removes it from backend delivery.



    


    
      
        fail(t, t, term, fail_opts)

      


        Marks a claimed item failed and lets the backend apply retry/dead-letter policy.



    


    
      
        heartbeat(t, t, heartbeat_opts)

      


        Extends the lease for an active claim.



    





      


      
        Types


        


  
    
      
    
    
      claim_opts()



        
          
        

    

  


  

      

          @type claim_opts() :: [
  limit: pos_integer(),
  lease_duration_ms: pos_integer(),
  now: non_neg_integer()
]


      



  



  
    
      
    
    
      fail_opts()



        
          
        

    

  


  

      

          @type fail_opts() :: [
  base_delay: pos_integer(),
  max_delay: pos_integer(),
  now: non_neg_integer()
]


      



  



  
    
      
    
    
      heartbeat_opts()



        
          
        

    

  


  

      

          @type heartbeat_opts() :: [lease_duration_ms: pos_integer(), now: non_neg_integer()]


      



  



  
    
      
    
    
      lease_error()



        
          
        

    

  


  

      

          @type lease_error() :: term()


      



  



  
    
      
    
    
      owner()



        
          
        

    

  


  

      

          @type owner() :: String.t()


      



  



  
    
      
    
    
      queue()



        
          
        

    

  


  

      

          @type queue() :: String.t()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      claim(t, queue, owner, claim_opts)



        
          
        

    

  


  

      

          @callback claim(SquidMesh.Config.t(), queue(), owner(), claim_opts()) ::
  {:ok, [SquidMesh.Executor.Leases.Claim.t()]} | {:error, lease_error()}


      


Claims visible work from a queue for one owner.
Returning {:ok, []} means no work is currently visible. Returned claims
should include the queued payload and an opaque backend reference that the same
adapter can use for heartbeat, completion, and failure.

  



  
    
      
    
    
      complete(t, t, keyword)



        
          
        

    

  


  

      

          @callback complete(SquidMesh.Config.t(), SquidMesh.Executor.Leases.Claim.t(), keyword()) ::
  :ok | {:error, lease_error()}


      


Completes a claimed item and removes it from backend delivery.

  



  
    
      
    
    
      fail(t, t, term, fail_opts)



        
          
        

    

  


  

      

          @callback fail(
  SquidMesh.Config.t(),
  SquidMesh.Executor.Leases.Claim.t(),
  term(),
  fail_opts()
) ::
  {:ok, :requeued | :dead_lettered} | {:error, lease_error()}


      


Marks a claimed item failed and lets the backend apply retry/dead-letter policy.

  



  
    
      
    
    
      heartbeat(t, t, heartbeat_opts)



        
          
        

    

  


  

      

          @callback heartbeat(
  SquidMesh.Config.t(),
  SquidMesh.Executor.Leases.Claim.t(),
  heartbeat_opts()
) ::
  {:ok, SquidMesh.Executor.Leases.Claim.t()} | {:error, lease_error()}


      


Extends the lease for an active claim.

  


        

      


  

    
SquidMesh.Executor.Leases.Claim 
    



      
Backend-neutral worker claim returned by a lease adapter.
backend_ref is intentionally opaque. It lets an adapter keep the native
backend lease data it needs to heartbeat, complete, or fail the claim without
making Squid Mesh depend on that backend's structs.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Executor.Leases.Claim{
  backend_ref: term(),
  id: String.t() | binary(),
  item_id: String.t() | binary(),
  lease_until: non_neg_integer(),
  metadata: map(),
  owner: String.t(),
  payload: term(),
  queue: String.t()
}


      



  


        

      


  

    
SquidMesh.Executor.Payload 
    



      
Backend-neutral cron payloads that host schedulers can hand to their queue.
Payloads are plain maps with string keys so host applications can store them
in job systems without depending on Squid Mesh structs or atoms. A queued job
should deliver the stored payload back to SquidMesh.Runtime.Runner.perform/2;
the runner is responsible for loading the workflow definition and applying the
runtime rules.
Cron payloads identify a workflow trigger activation that will create a new
run when delivered. Cron payloads may also include scheduler metadata such as
a stable signal id and intended schedule window. That metadata is not workflow
input; the runtime persists it under run.context.schedule before dispatching
the first workflow step.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        cron(workflow, trigger, opts \\ [])

      


        Builds the cron payload for a trigger activation.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{required(String.t()) => String.t() | boolean() | map()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      cron(workflow, trigger, opts \\ [])



        
          
        

    

  


  

      

          @spec cron(module(), atom() | String.t(), keyword()) :: t()


      


Builds the cron payload for a trigger activation.
workflow and trigger are serialized into strings so the payload can cross
a queue boundary. When the job is delivered, the runtime loads the workflow
definition, validates the trigger, resolves trigger payload defaults, persists
a new run, and dispatches the first step.
Supported options:
	:signal_id - a stable scheduler signal id for this activation. When it is
omitted, Squid Mesh derives a deterministic id from the trigger and intended
window if both window bounds are present; otherwise the signal id is omitted
so the missing scheduler identity is explicit.
	:intended_window - a map describing the logical schedule window the
scheduler meant to run, usually %{start_at: iso8601, end_at: iso8601}.

The intended window is distinct from the worker execution time. If a cron job
is delayed, retried, or delivered after a restart, steps should use
context.state.schedule.intended_window instead of DateTime.utc_now/0 to
understand the scheduled period being processed.

  


        

      


  

    
SquidMesh.Persistence.JournalCheckpoint 
    



      
Persisted checkpoint value for a Jido storage key.
Checkpoint keys are arbitrary Elixir terms, so the table stores a stable hash
for lookup and the encoded key for audit/debugging.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Persistence.JournalCheckpoint{
  __meta__: term(),
  checkpoint: term(),
  inserted_at: term(),
  key: term(),
  key_hash: term(),
  updated_at: term()
}


      



  


        

      


  

    
SquidMesh.Persistence.JournalEntry 
    



      
Append-only persisted Jido journal entry.
The adapter stores the canonical Jido.Thread.Entry term in entry and keeps
thread_id plus seq as the ordered replay index.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Persistence.JournalEntry{
  __meta__: term(),
  entry: term(),
  id: term(),
  inserted_at: term(),
  seq: term(),
  thread: term(),
  thread_id: term(),
  updated_at: term()
}


      



  


        

      


  

    
SquidMesh.Persistence.JournalThread 
    



      
Persisted metadata for one Jido journal thread.
Entries remain append-only in squid_mesh_journal_entries; this row tracks the
thread revision and metadata needed to reconstruct the Jido thread envelope.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Persistence.JournalThread{
  __meta__: term(),
  created_at_ms: term(),
  id: term(),
  inserted_at: term(),
  metadata: term(),
  rev: term(),
  updated_at: term(),
  updated_at_ms: term()
}


      



  


        

      


  

    
SquidMesh.ReadModel.Explanation 
    



      
Projection-backed explanation for the journal-backed runtime.
SquidMesh.ReadModel.Inspection answers what durable journal
projections currently show. This module answers why that state matters to an
operator by deriving a deterministic reason, high-signal details, and the
runtime boundary that would make progress.
Explanations are read-only. They do not schedule missing dispatches, apply
completed results, recover expired claims, or mutate checkpoints.

      


      
        Summary


  
    Types
  


    
      
        explanation_error()

      


    


    
      
        explanation_option()

      


    


    
      
        storage_config()

      


    





  
    Functions
  


    
      
        explain(storage, run_id, opts \\ [])

      


        Builds a projection-backed explanation for one workflow run.



    


    
      
        from_snapshot(snapshot)

      


        Derives an explanation from an existing projection-backed snapshot.



    





      


      
        Types


        


  
    
      
    
    
      explanation_error()



        
          
        

    

  


  

      

          @type explanation_error() ::
  SquidMesh.ReadModel.Inspection.snapshot_error()
  | {:invalid_option, {:run_id, :invalid}}


      



  



  
    
      
    
    
      explanation_option()



        
          
        

    

  


  

      

          @type explanation_option() :: SquidMesh.ReadModel.Inspection.snapshot_option()


      



  



  
    
      
    
    
      storage_config()



        
          
        

    

  


  

      

          @type storage_config() :: SquidMesh.ReadModel.Inspection.storage_config()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      explain(storage, run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(storage_config(), String.t(), [explanation_option()]) ::
  {:ok, SquidMesh.ReadModel.Explanation.Diagnostic.t()}
  | {:error, explanation_error()}


      


Builds a projection-backed explanation for one workflow run.
Options are the same as SquidMesh.ReadModel.Inspection.snapshot/3.
Missing runs and invalid options return the same structured errors as the
underlying snapshot call.

  



  
    
      
    
    
      from_snapshot(snapshot)



        
          
        

    

  


  

      

          @spec from_snapshot(SquidMesh.ReadModel.Inspection.Snapshot.t()) ::
  SquidMesh.ReadModel.Explanation.Diagnostic.t()


      


Derives an explanation from an existing projection-backed snapshot.
This is useful when a caller already has a snapshot and wants a stable
diagnostic view without re-reading storage.

  


        

      


  

    
SquidMesh.ReadModel.Explanation.Diagnostic 
    



      
Deterministic explanation built from a projection-backed inspection snapshot.
It describes what the Jido-native journals prove right now and which runtime
boundary would make forward progress, while leaving mutation to recovery or
dispatch modules.

      


      
        Summary


  
    Types
  


    
      
        next_action()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      next_action()



        
          
        

    

  


  

      

          @type next_action() ::
  :schedule_pending_dispatch
  | :apply_pending_result
  | :recover_expired_claim
  | :wait_for_worker_claim
  | :wait_until_attempt_visible
  | :wait_for_attempt_completion
  | :resolve_manual_step
  | :inspect_terminal_run
  | :wait_for_new_runnables
  | :inspect_dispatch_state


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.ReadModel.Explanation.Diagnostic{
  definition_version: String.t() | nil,
  details: map(),
  evidence: map(),
  next_actions: [next_action()],
  queue: String.t(),
  reason: SquidMesh.ReadModel.Inspection.Snapshot.reason(),
  run_id: String.t(),
  status: atom(),
  step: String.t() | nil,
  summary: String.t(),
  workflow: String.t() | nil
}


      



  


        

      


  

    
SquidMesh.ReadModel.Inspection 
    



      
Projection-backed inspection for the journal-backed runtime.
The current public SquidMesh.inspect_run/2 API reads the durable Jido
journal through the configured Jido.Storage. This module is the read-model
boundary for the journal-backed runtime: it rebuilds workflow and dispatch
agents from journal entries, combines their projections, and returns a
factual snapshot of one run.
The snapshot is intentionally read-only. It does not recover missing dispatch
entries, apply completed results, or mutate checkpoints. Recovery remains
owned by SquidMesh.Runtime.AgentRecovery; inspection reports what the
durable journals currently prove.

      


      
        Summary


  
    Types
  


    
      
        snapshot_error()

      


    


    
      
        snapshot_option()

      


    


    
      
        storage_config()

      


    





  
    Functions
  


    
      
        snapshot(storage, run_id, opts \\ [])

      


        Builds a projection-backed inspection snapshot for one workflow run.



    





      


      
        Types


        


  
    
      
    
    
      snapshot_error()



        
          
        

    

  


  

      

          @type snapshot_error() ::
  :not_found
  | {:invalid_option,
     {:now, :invalid}
     | {:queue, :invalid}
     | {:run_id, :invalid}
     | {:opts, :invalid}
     | {:option, atom()}}
  | term()


      



  



  
    
      
    
    
      snapshot_option()



        
          
        

    

  


  

      

          @type snapshot_option() :: {:queue, atom() | String.t()} | {:now, DateTime.t()}


      



  



  
    
      
    
    
      storage_config()



        
          
        

    

  


  

      

          @type storage_config() :: SquidMesh.Runtime.Journal.storage_config()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      snapshot(storage, run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec snapshot(storage_config(), SquidMesh.Runtime.WorkflowAgent.run_id(), [
  snapshot_option()
]) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:error, snapshot_error()}


      


Builds a projection-backed inspection snapshot for one workflow run.
Options:
	:queue selects the dispatch queue projection to join with the run
projection. It defaults to "default".
	:now controls visibility and lease-expiry calculations. It defaults to
DateTime.utc_now/0.

Missing run threads return {:error, :not_found}. A missing dispatch thread is
treated as an empty queue projection because a run can be planned before its
dispatch intents have been recovered.

  


        

      


  

    
SquidMesh.ReadModel.Inspection.Snapshot 
    



      
Projection-backed inspection snapshot for one Jido-native workflow run.
This struct is a compact read model built from the workflow and dispatch
durable journals so callers can inspect a stable public shape without parsing
raw journal entries.
Terminal runs keep both terminal? and terminal_status so operator-facing
surfaces can suppress recovery actions while still distinguishing completed,
failed, and cancelled histories.
Future-visible attempts are kept separate from currently visible attempts.
This lets operator-facing surfaces explain delayed retry or deferred dispatch
state without treating the run as idle or recoverable.

      


      
        Summary


  
    Types
  


    
      
        attempt()

      


    


    
      
        reason()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      attempt()



        
          
        

    

  


  

      

          @type attempt() :: %{
  :runnable_key => String.t(),
  :status => atom(),
  :attempt_number => pos_integer(),
  :step => String.t(),
  :input => map(),
  :visible_at => DateTime.t(),
  :idempotency_key => String.t(),
  optional(:claim_id) => String.t(),
  optional(:owner_id) => String.t(),
  optional(:lease_until) => DateTime.t(),
  optional(:result) => map(),
  optional(:transition) => map(),
  optional(:error) => map(),
  optional(:recovery) => map(),
  optional(:deferred) => map(),
  wakeup_emitted?: boolean(),
  applied?: boolean()
}


      



  



  
    
      
    
    
      reason()



        
          
        

    

  


  

      

          @type reason() ::
  :terminal
  | :completed_result_pending_apply
  | :planned_dispatch_pending_schedule
  | :expired_claim
  | :attempt_claimed
  | :attempt_visible
  | :deferred_continuation
  | :attempt_scheduled_for_later
  | :manual_intervention_required
  | :run_started
  | :idle
  | :waiting_for_dispatch


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.ReadModel.Inspection.Snapshot{
  anomalies: [map()],
  applied_runnable_keys: [String.t()],
  attempts: [attempt()],
  child_runs: [map()],
  command_history: [map()],
  context: map(),
  deadline: map() | nil,
  definition_version: String.t() | nil,
  dynamic_work: [map()],
  expired_claims: [attempt()],
  input: map() | nil,
  manual_state: map() | nil,
  next_visible_at: DateTime.t() | nil,
  parent_run: map() | nil,
  pending_dispatches: [map()],
  pending_results: [attempt()],
  planned_runnable_keys: [String.t()],
  planned_runnables: [map()],
  queue: String.t(),
  reason: reason(),
  replayed_from_run_id: String.t() | nil,
  run_id: String.t(),
  scheduled_attempts: [attempt()],
  status: atom(),
  terminal?: boolean(),
  terminal_status: atom() | nil,
  thread_revisions: %{run: non_neg_integer(), dispatch: non_neg_integer()},
  trigger: String.t() | nil,
  visible_attempts: [attempt()],
  workflow: String.t() | nil
}


      



  


        

      


  

    
SquidMesh.ReadModel.Listing 
    



      
Projection-backed run listing for the journal-backed runtime.
The journal catalog is a global lookup projection, so this module can list all
known journal-backed runs without adapter-specific storage scans.

      


      
        Summary


  
    Types
  


    
      
        list_error()

      


    


    
      
        list_filter()

      


    


    
      
        list_option()

      


    





  
    Functions
  


    
      
        list(storage, filters, opts \\ [])

      


        Lists redacted summaries from the global journal run catalog.



    





      


      
        Types


        


  
    
      
    
    
      list_error()



        
          
        

    

  


  

      

          @type list_error() ::
  {:invalid_option,
   {:filters, :invalid}
   | {:filter, atom()}
   | {:workflow, :invalid | :required}
   | {:status, :invalid}
   | {:limit, :invalid}
   | {:opts, :invalid}
   | {:option, atom()}
   | {:queue, :invalid}
   | {:now, :invalid}}
  | {:run_catalog_anomalies, [SquidMesh.Runtime.RunCatalogProjection.anomaly()]}
  | {:run_catalog_summary_failed, String.t(), term()}
  | term()


      



  



  
    
      
    
    
      list_filter()



        
          
        

    

  


  

      

          @type list_filter() ::
  {:workflow, module() | String.t()}
  | {:status, atom()}
  | {:limit, pos_integer()}


      



  



  
    
      
    
    
      list_option()



        
          
        

    

  


  

      

          @type list_option() :: {:queue, atom() | String.t()} | {:now, DateTime.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      list(storage, filters, opts \\ [])



        
          
        

    

  


  

      

          @spec list(SquidMesh.Runtime.Journal.storage_config(), [list_filter()], [
  list_option()
]) ::
  {:ok, [SquidMesh.ReadModel.Listing.Summary.t()]} | {:error, list_error()}


      


Lists redacted summaries from the global journal run catalog.
Results are ordered newest first by the durable catalog timestamp. Optional
:workflow and :status filters are applied without scanning journal storage
tables. The :status filter is applied after rebuilding each run-thread
projection so it reflects current journal state instead of stale catalog
metadata. Use SquidMesh.inspect_run/2 when callers need detailed attempts,
inputs, results, or claim metadata for one run.

  


        

      


  

    
SquidMesh.ReadModel.Listing.Summary 
    



      
Redacted journal-backed run listing row.
Listing intentionally exposes only lookup and state fields. Detailed attempt
inputs, results, errors, claims, and idempotency keys stay behind
SquidMesh.inspect_run/2.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.ReadModel.Listing.Summary{
  anomalies: [map()],
  deadline: map() | nil,
  definition_version: String.t() | nil,
  indexed_at: DateTime.t(),
  queue: String.t(),
  run_id: String.t(),
  status: atom(),
  terminal?: boolean(),
  terminal_status: atom() | nil,
  thread_revision: non_neg_integer(),
  workflow: String.t()
}


      



  


        

      


  

    
SquidMesh.ReadModel.Visibility 
    



      
Actor-scoped read-model redaction helpers.
Visibility is a host-owned authorization boundary. Squid Mesh keeps durable
history immutable and returns factual read models; host applications can call
this module at their HTTP, LiveView, CLI, or dashboard boundary to derive a
less-sensitive view for a specific actor.

      


      
        Summary


  
    Types
  


    
      
        policy()

      


    


    
      
        scope()

      


    


    
      
        visibility_error()

      


    





  
    Functions
  


    
      
        redact(view, actor, policy \\ :external)

      


        Applies a host-owned visibility policy to a read-model view.



    





      


      
        Types


        


  
    
      
    
    
      policy()



        
          
        

    

  


  

      

          @type policy() ::
  scope()
  | module()
  | {module(), term()}
  | (term(), term() -> scope() | {:ok, scope()})


      



  



  
    
      
    
    
      scope()



        
          
        

    

  


  

      

          @type scope() :: :external | :operator | :auditor


      



  



  
    
      
    
    
      visibility_error()



        
          
        

    

  


  

      

          @type visibility_error() ::
  {:invalid_visibility_policy,
   :missing_callback | {:scope, term()} | {:policy, term()}}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      redact(view, actor, policy \\ :external)



        
          
        

    

  


  

      

          @spec redact(term(), term(), policy()) :: {:ok, term()} | {:error, visibility_error()}


      


Applies a host-owned visibility policy to a read-model view.
Supported policy forms:
	:external, :operator, or :auditor
	a two-arity function (actor, view -> scope | {:ok, scope})

	a module exporting visibility_scope/2
	{module, opts} for modules exporting visibility_scope/3

:auditor returns the original view. :external and :operator preserve
high-level status and current/manual task shape while removing payloads,
command history, claim metadata, attempt inputs/results/errors, and other
nested runtime evidence.

  


        

      


  

    
SquidMesh.Runs.DynamicWorkPreview 
    



      
Validated, read-only preview of one dynamic work record.
Preview values are intended for dashboards, CLIs, and visual editors that need
to inspect the graph impact of a dynamic work payload before appending a
durable journal fact.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        to_map(preview)

      


        Converts a dynamic work preview to a plain map for JSON encoding.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runs.DynamicWorkPreview{
  added_edge_ids: [String.t()],
  added_node_ids: [String.t()],
  duplicate?: boolean(),
  dynamic_work: map(),
  graph: SquidMesh.Runs.GraphInspection.t(),
  origin_node_id: String.t() | nil,
  recordable?: boolean(),
  run_id: String.t(),
  warnings: [atom()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      to_map(preview)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a dynamic work preview to a plain map for JSON encoding.

  


        

      


  

    
SquidMesh.Runs.GraphInspection 
    



      
Graph-oriented inspection output for one workflow run.
This projection is read-only and backend-neutral. It is built from the
journal inspection data returned by SquidMesh.inspect_run/2, then overlays
the declared workflow graph when the workflow module can still be loaded.

      


      
        Summary


  
    Types
  


    
      
        source()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        to_map(graph)

      


        Converts graph inspection data into a stable map for host UI serializers.



    





      


      
        Types


        


  
    
      
    
    
      source()



        
          
        

    

  


  

      

          @type source() :: :read_model


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runs.GraphInspection{
  anomalies: [map()],
  child_links: [map()],
  child_runs: [map()],
  current_node_id: String.t() | nil,
  current_node_ids: [String.t()],
  definition_version: String.t() | nil,
  dynamic_work: [map()],
  dynamic_work_overlays: [map()],
  edges: [SquidMesh.Runs.GraphInspection.Edge.t()],
  nodes: [SquidMesh.Runs.GraphInspection.Node.t()],
  run_id: String.t(),
  source: source(),
  status: atom(),
  terminal?: boolean(),
  workflow: module() | String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      to_map(graph)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts graph inspection data into a stable map for host UI serializers.
inspect_run_graph/2 continues to return the graph structs for existing
callers. Host apps that need a JSON-ready dashboard payload can call this
function at their HTTP or LiveView boundary after applying their own
authorization and redaction policy.

  


        

      


  

    
SquidMesh.Runs.GraphInspection.Edge 
    



      
Public graph edge for workflow run inspection.
Edge statuses are derived from durable step and attempt state only. Conditional
route selection can add richer skipped-edge evidence later without changing
the node shape.

      


      
        Summary


  
    Types
  


    
      
        edge_status()

      


    


    
      
        edge_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        to_map(edge)

      


        Converts a graph edge into the stable host UI map shape.



    





      


      
        Types


        


  
    
      
    
    
      edge_status()



        
          
        

    

  


  

      

          @type edge_status() :: :selected | :skipped | :pending | :blocked


      



  



  
    
      
    
    
      edge_type()



        
          
        

    

  


  

      

          @type edge_type() :: :transition | :dependency | :dynamic


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runs.GraphInspection.Edge{
  condition: map() | nil,
  from: String.t(),
  id: String.t(),
  outcome: atom() | nil,
  recovery: atom() | nil,
  status: edge_status(),
  to: String.t(),
  type: edge_type()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      to_map(edge)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a graph edge into the stable host UI map shape.

  


        

      


  

    
SquidMesh.Runs.GraphInspection.Node 
    



      
Public graph node for workflow run inspection.
Nodes represent declared workflow steps. The graph projection keeps node
identifiers as strings so host UIs can use the same shape across persisted
inspection snapshots.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        to_map(node)

      


        Converts a graph node into the stable host UI map shape.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runs.GraphInspection.Node{
  action: atom() | String.t() | nil,
  attempts: [map()],
  current?: boolean(),
  deadline: map() | nil,
  dynamic?: boolean(),
  error: map() | nil,
  id: String.t(),
  input: map() | nil,
  manual_state: map() | nil,
  metadata: map(),
  origin: map() | nil,
  output: map() | nil,
  recovery: map() | nil,
  status: atom(),
  transition: map() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      to_map(node)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a graph node into the stable host UI map shape.

  


        

      


  

    
SquidMesh.Runtime.AgentRecovery 
    



      
Restart recovery coordinator for Jido-native workflow and dispatch agents.
The coordinator rebuilds both agents from durable journals, then drains the
two restart-safe recovery windows in order: missing dispatch intents first,
completed dispatch results second.

      


      
        Summary


  
    Types
  


    
      
        queue()

      


    


    
      
        recovery_update()

      


    


    
      
        storage_config()

      


    





  
    Functions
  


    
      
        recover(storage, run_id, queue \\ "default", opts \\ [])

      


        Rebuilds a workflow agent and dispatch agent, then drains restart recovery.



    





      


      
        Types


        


  
    
      
    
    
      queue()



        
          
        

    

  


  

      

          @type queue() :: SquidMesh.Runtime.DispatchAgent.queue() | atom()


      



  



  
    
      
    
    
      recovery_update()



        
          
        

    

  


  

      

          @type recovery_update() :: %{
  workflow_agent: Jido.Agent.t(),
  dispatch_agent: Jido.Agent.t(),
  scheduled_runnables: [map()],
  applied_attempts: [SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()]
}


      



  



  
    
      
    
    
      storage_config()



        
          
        

    

  


  

      

          @type storage_config() :: SquidMesh.Runtime.Journal.storage_config()


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      recover(storage, run_id, queue \\ "default", opts \\ [])



        
          
        

    

  


  

      

          @spec recover(
  storage_config(),
  SquidMesh.Runtime.WorkflowAgent.run_id(),
  queue(),
  keyword()
) ::
  {:ok, recovery_update()} | {:error, term()}


      


Rebuilds a workflow agent and dispatch agent, then drains restart recovery.
Planned runnable dispatch recovery runs before completed result recovery so a
restart observes all durable workflow intent before applying durable dispatch
outcomes back to the run thread.

  


        

      


  

    
SquidMesh.Runtime.BuiltInStep 
    



      
Executes declarative built-in workflow steps.
Built-in steps let workflows express simple runtime primitives without
requiring host applications to define dedicated Jido actions for them.

      


      
        Summary


  
    Types
  


    
      
        built_in_step_error()

      


    


    
      
        execution_result()

      


    





      


      
        Types


        


  
    
      
    
    
      built_in_step_error()



        
          
        

    

  


  

      

          @type built_in_step_error() ::
  {:unknown_built_in_step, SquidMesh.Workflow.Definition.built_in_step_kind()}


      



  



  
    
      
    
    
      execution_result()



        
          
        

    

  


  

      

          @type execution_result() :: {:ok, map(), keyword()} | {:error, built_in_step_error()}


      



  


        

      


  

    
SquidMesh.Runtime.DispatchAgent 
    



      
Jido-native dispatch coordination state for one durable dispatch queue.
The agent rebuilds from dispatch-thread journal entries and performs durable
claim appends so the runtime can coordinate leases, retries, and workflow
wakeups from durable facts instead of in-memory state.

      


      
        Summary


  
    Types
  


    
      
        claim()

      


    


    
      
        lifecycle_update()

      


    


    
      
        queue()

      


    


    
      
        queue_update()

      


    


    
      
        schedule_update()

      


    


    
      
        storage_config()

      


    





  
    Functions
  


    
      
        actions()

      


        Returns the list of actions from all attached plugins.



    


    
      
        agent_id(queue)

      


        Returns the stable Jido agent id for a dispatch queue.



    


    
      
        capabilities()

      


        Returns the union of all capabilities from all mounted plugin instances.



    


    
      
        category()

      


        Returns the agent's category.



    


    
      
        claim_next(storage, agent, owner_id, opts \\ [])

      


        Claims the next visible or expired attempt for a dispatch queue agent.



    


    
      
        cmd(agent, action)

      


        Execute actions against the agent: (agent, action) -> {agent, directives}



    


    
      
        cmd(agent, action, opts)

      


    


    
      
        complete(storage, agent, runnable_key, claim_id, claim_token, result, opts \\ [])

      


        Records a durable successful result for a currently claimed attempt.



    


    
      
        completed_results(agent)

      


        Lists completed dispatch attempts waiting for workflow application.



    


    
      
        description()

      


        Returns the agent's description.



    


    
      
        ensure_run_queued(storage, agent, run_id, opts \\ [])

      


        Records that a run belongs to this dispatch queue before runnable attempts are
scheduled.



    


    
      
        expired_claims(agent, at)

      


        Lists claimed attempts whose leases have expired by the given time.



    


    
      
        fail(storage, agent, runnable_key, claim_id, claim_token, error, opts \\ [])

      


        Records a durable failure for a currently claimed attempt.



    


    
      
        heartbeat(storage, agent, runnable_key, claim_id, claim_token, opts \\ [])

      


        Extends the lease for a currently claimed attempt.



    


    
      
        name()

      


        Returns the agent's name.



    


    
      
        new(opts \\ [])

      


        Creates a new agent with optional initial state.



    


    
      
        plugin_config(plugin_mod)

      


        Returns the configuration for a specific plugin.



    


    
      
        plugin_instances()

      


        Returns the list of plugin instances attached to this agent.



    


    
      
        plugin_routes()

      


        Returns the expanded and validated plugin routes.



    


    
      
        plugin_schedules()

      


        Returns the expanded plugin and agent schedules.



    


    
      
        plugin_specs()

      


        Returns the list of plugin specs attached to this agent.



    


    
      
        plugin_state(agent, plugin_mod)

      


        Returns the state slice for a specific plugin.



    


    
      
        plugins()

      


        Returns the list of plugin modules attached to this agent (deduplicated).



    


    
      
        put_checkpoint(storage, agent, opts \\ [])

      


        Stores the current dispatch projection as a checkpoint for faster rebuilds.



    


    
      
        rebuild(storage, queue)

      


        Rebuilds a dispatch agent for one queue from the durable dispatch thread.



    


    
      
        run_ids(agent)

      


        Returns every run id known by the dispatch projection.



    


    
      
        runnable_keys(agent)

      


        Returns every runnable key already known by the dispatch projection.



    


    
      
        schedule_attempts(storage, agent, run_id, runnables, opts \\ [])

      


        Appends durable scheduled attempts for planned runnables that are not already
present in the dispatch-agent projection.



    


    
      
        schema()

      


        Returns the merged schema (base + plugin schemas).



    


    
      
        set(agent, attrs)

      


        Updates the agent's state by merging new attributes.



    


    
      
        signal_types()

      


        Returns all expanded route signal types from plugin routes.



    


    
      
        strategy()

      


        Returns the execution strategy module for this agent.



    


    
      
        strategy_opts()

      


        Returns the strategy options for this agent.



    


    
      
        strategy_snapshot(agent)

      


        Returns a stable, public view of the strategy's execution state.



    


    
      
        tags()

      


        Returns the agent's tags.



    


    
      
        validate(agent, opts \\ [])

      


        Validates the agent's state against its schema.



    


    
      
        visible_attempts(agent, at)

      


        Lists attempts whose visibility window has opened and can be claimed.



    


    
      
        vsn()

      


        Returns the agent's version.



    





      


      
        Types


        


  
    
      
    
    
      claim()



        
          
        

    

  


  

      

          @type claim() :: %{
  agent: Jido.Agent.t(),
  attempt: SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t(),
  claim_id: String.t(),
  claim_token: String.t(),
  lease_until: DateTime.t()
}


      



  



  
    
      
    
    
      lifecycle_update()



        
          
        

    

  


  

      

          @type lifecycle_update() :: %{
  :agent => Jido.Agent.t(),
  :attempt => SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t(),
  optional(:lease_until) => DateTime.t()
}


      



  



  
    
      
    
    
      queue()



        
          
        

    

  


  

      

          @type queue() :: String.t()


      



  



  
    
      
    
    
      queue_update()



        
          
        

    

  


  

      

          @type queue_update() :: %{agent: Jido.Agent.t(), queued?: boolean()}


      



  



  
    
      
    
    
      schedule_update()



        
          
        

    

  


  

      

          @type schedule_update() :: %{agent: Jido.Agent.t(), runnables: [map()]}


      



  



  
    
      
    
    
      storage_config()



        
          
        

    

  


  

      

          @type storage_config() :: SquidMesh.Runtime.Journal.storage_config()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      actions()



        
          
        

    

  


  

      

          @spec actions() :: [module()]


      


Returns the list of actions from all attached plugins.

  



  
    
      
    
    
      agent_id(queue)



        
          
        

    

  


  

      

          @spec agent_id(queue() | atom()) :: String.t()


      


Returns the stable Jido agent id for a dispatch queue.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: [atom()]


      


Returns the union of all capabilities from all mounted plugin instances.
Capabilities are atoms describing what the agent can do based on its
mounted plugins.
Example
MyAgent.capabilities()
# => [:messaging, :channel_management, :chat, :embeddings]

  



  
    
      
    
    
      category()



        
          
        

    

  


  

      

          @spec category() :: String.t() | nil


      


Returns the agent's category.

  



    

  
    
      
    
    
      claim_next(storage, agent, owner_id, opts \\ [])



        
          
        

    

  


  

      

          @spec claim_next(storage_config(), Jido.Agent.t(), String.t(), keyword()) ::
  {:ok, claim()} | {:ok, :none} | {:error, term()}


      


Claims the next visible or expired attempt for a dispatch queue agent.
The claim is persisted as an :attempt_claimed journal entry with the
agent's current dispatch-thread revision as :expected_rev. Concurrent
claimers therefore race at the journal boundary and receive {:error, :conflict} when their projection is stale.
The returned claim contains the raw claim_token for the worker process, but
the durable journal stores only its hash. If the append succeeds, the returned
:attempt reflects the post-claim projection state.

  



  
    
      
    
    
      cmd(agent, action)



        
          
        

    

  


  

      

          @spec cmd(Jido.Agent.t(), Jido.Agent.action()) :: Jido.Agent.cmd_result()


      


Execute actions against the agent: (agent, action) -> {agent, directives}
This is the core operation. Actions modify state and may perform required
work; directives are runtime-owned external effects.
Execution is delegated to the configured strategy (default: Direct).
Action Formats
	MyAction - Action module with no params
	{MyAction, %{param: 1}} - Action with params
	{MyAction, %{param: 1}, %{context: data}} - Action with params and context
	{MyAction, %{param: 1}, %{}, [timeout: 1000]} - Action with opts
	%Instruction{} - Full instruction struct
	[...] - List of any of the above (processed in sequence)

Options
The optional third argument opts is a keyword list merged into all instructions:
	:timeout - Maximum time (in ms) for each action to complete
	:max_retries - Maximum retry attempts on failure
	:backoff - Initial backoff time in ms (doubles with each retry)

Examples
{agent, directives} = SquidMesh.Runtime.DispatchAgent.cmd(agent, MyAction)
{agent, directives} = SquidMesh.Runtime.DispatchAgent.cmd(agent, {MyAction, %{value: 42}})
{agent, directives} = SquidMesh.Runtime.DispatchAgent.cmd(agent, [Action1, Action2])

# With per-call options (merged into all instructions)
{agent, directives} = SquidMesh.Runtime.DispatchAgent.cmd(agent, MyAction, timeout: 5000)

  



  
    
      
    
    
      cmd(agent, action, opts)



        
          
        

    

  


  

      

          @spec cmd(Jido.Agent.t(), Jido.Agent.action(), keyword()) :: Jido.Agent.cmd_result()


      



  



    

  
    
      
    
    
      complete(storage, agent, runnable_key, claim_id, claim_token, result, opts \\ [])



        
          
        

    

  


  

      

          @spec complete(
  storage_config(),
  Jido.Agent.t(),
  String.t(),
  String.t(),
  String.t(),
  map(),
  keyword()
) :: {:ok, lifecycle_update()} | {:error, term()}


      


Records a durable successful result for a currently claimed attempt.

  



  
    
      
    
    
      completed_results(agent)



        
          
        

    

  


  

      

          @spec completed_results(Jido.Agent.t()) :: [
  SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()
]


      


Lists completed dispatch attempts waiting for workflow application.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

      

          @spec description() :: String.t() | nil


      


Returns the agent's description.

  



    

  
    
      
    
    
      ensure_run_queued(storage, agent, run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec ensure_run_queued(storage_config(), Jido.Agent.t(), String.t(), keyword()) ::
  {:ok, queue_update()} | {:error, term()}


      


Records that a run belongs to this dispatch queue before runnable attempts are
scheduled.
This queue marker lets recovery discover a started run even if the process
crashes after the run thread is committed and before the first
:attempt_scheduled entry is written.

  



  
    
      
    
    
      expired_claims(agent, at)



        
          
        

    

  


  

      

          @spec expired_claims(Jido.Agent.t(), DateTime.t()) :: [
  SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()
]


      


Lists claimed attempts whose leases have expired by the given time.

  



    

  
    
      
    
    
      fail(storage, agent, runnable_key, claim_id, claim_token, error, opts \\ [])



        
          
        

    

  


  

      

          @spec fail(
  storage_config(),
  Jido.Agent.t(),
  String.t(),
  String.t(),
  String.t(),
  map(),
  keyword()
) :: {:ok, lifecycle_update()} | {:error, term()}


      


Records a durable failure for a currently claimed attempt.
:retry_runnable_key and :retry_visible_at may be provided together to make
a retry attempt visible through the dispatch projection after the given time.

  



    

  
    
      
    
    
      heartbeat(storage, agent, runnable_key, claim_id, claim_token, opts \\ [])



        
          
        

    

  


  

      

          @spec heartbeat(
  storage_config(),
  Jido.Agent.t(),
  String.t(),
  String.t(),
  String.t(),
  keyword()
) ::
  {:ok, lifecycle_update()} | {:error, term()}


      


Extends the lease for a currently claimed attempt.
The heartbeat is rejected before writing when the claim token is stale, the
claim has expired, or the dispatch-agent projection is not currently claimed.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @spec name() :: String.t()


      


Returns the agent's name.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword() | map()) :: Jido.Agent.t()


      


Creates a new agent with optional initial state.
The agent is fully initialized including strategy state. For the default
Direct strategy, this is a no-op. For custom strategies, any state
initialization is applied (but directives are only processed by AgentServer).
Examples
agent = SquidMesh.Runtime.DispatchAgent.new()
agent = SquidMesh.Runtime.DispatchAgent.new(id: "custom-id")
agent = SquidMesh.Runtime.DispatchAgent.new(state: %{counter: 10})

  



  
    
      
    
    
      plugin_config(plugin_mod)



        
          
        

    

  


  

      

          @spec plugin_config(module() | {module(), atom()}) :: map() | nil


      


Returns the configuration for a specific plugin.
Accepts either a module or a {module, as_alias} tuple for multi-instance plugins.

  



  
    
      
    
    
      plugin_instances()



        
          
        

    

  


  

      

          @spec plugin_instances() :: [Jido.Plugin.Instance.t()]


      


Returns the list of plugin instances attached to this agent.

  



  
    
      
    
    
      plugin_routes()



        
          
        

    

  


  

      

          @spec plugin_routes() :: [{String.t(), module(), integer()}]


      


Returns the expanded and validated plugin routes.

  



  
    
      
    
    
      plugin_schedules()



        
          
        

    

  


  

      

          @spec plugin_schedules() :: [
  Jido.Plugin.Schedules.schedule_spec() | Jido.Agent.Schedules.schedule_spec()
]


      


Returns the expanded plugin and agent schedules.

  



  
    
      
    
    
      plugin_specs()



        
          
        

    

  


  

      

          @spec plugin_specs() :: [Jido.Plugin.Spec.t()]


      


Returns the list of plugin specs attached to this agent.

  



  
    
      
    
    
      plugin_state(agent, plugin_mod)



        
          
        

    

  


  

      

          @spec plugin_state(Jido.Agent.t(), module() | {module(), atom()}) :: map() | nil


      


Returns the state slice for a specific plugin.
Accepts either a module or a {module, as_alias} tuple for multi-instance plugins.

  



  
    
      
    
    
      plugins()



        
          
        

    

  


  

      

          @spec plugins() :: [module()]


      


Returns the list of plugin modules attached to this agent (deduplicated).
For multi-instance plugins, the module appears once regardless of how many
instances are mounted.
Example
MyAgent.plugins()
# => [MyApp.SlackPlugin, MyApp.OpenAIPlugin]

  



    

  
    
      
    
    
      put_checkpoint(storage, agent, opts \\ [])



        
          
        

    

  


  

      

          @spec put_checkpoint(storage_config(), Jido.Agent.t(), keyword()) ::
  :ok | {:error, term()}


      


Stores the current dispatch projection as a checkpoint for faster rebuilds.

  



  
    
      
    
    
      rebuild(storage, queue)



        
          
        

    

  


  

      

          @spec rebuild(storage_config(), queue() | atom()) ::
  {:ok, Jido.Agent.t()} | {:error, term()}


      


Rebuilds a dispatch agent for one queue from the durable dispatch thread.

  



  
    
      
    
    
      run_ids(agent)



        
          
        

    

  


  

      

          @spec run_ids(Jido.Agent.t()) :: MapSet.t(String.t())


      


Returns every run id known by the dispatch projection.

  



  
    
      
    
    
      runnable_keys(agent)



        
          
        

    

  


  

      

          @spec runnable_keys(Jido.Agent.t()) :: MapSet.t(String.t())


      


Returns every runnable key already known by the dispatch projection.

  



    

  
    
      
    
    
      schedule_attempts(storage, agent, run_id, runnables, opts \\ [])



        
          
        

    

  


  

      

          @spec schedule_attempts(
  storage_config(),
  Jido.Agent.t(),
  String.t(),
  [map()],
  keyword()
) ::
  {:ok, schedule_update()} | {:error, term()}


      


Appends durable scheduled attempts for planned runnables that are not already
present in the dispatch-agent projection.
The append uses the dispatch thread's current revision as the optimistic fence.
Duplicate callers with stale dispatch projections therefore fail at the journal
boundary, while callers that already see the scheduled attempts return
idempotently without writing.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.schema() | keyword()


      


Returns the merged schema (base + plugin schemas).

  



  
    
      
    
    
      set(agent, attrs)



        
          
        

    

  


  

      

          @spec set(Jido.Agent.t(), map() | keyword()) :: Jido.Agent.agent_result()


      


Updates the agent's state by merging new attributes.
Uses deep merge semantics - nested maps are merged recursively.
Examples
{:ok, agent} = SquidMesh.Runtime.DispatchAgent.set(agent, %{status: :running})
{:ok, agent} = SquidMesh.Runtime.DispatchAgent.set(agent, counter: 5)

  



  
    
      
    
    
      signal_types()



        
          
        

    

  


  

      

          @spec signal_types() :: [String.t()]


      


Returns all expanded route signal types from plugin routes.
These are the fully-prefixed signal types that the agent can handle.
Example
MyAgent.signal_types()
# => ["slack.post", "slack.channels.list", "openai.chat"]

  



  
    
      
    
    
      strategy()



        
          
        

    

  


  

      

          @spec strategy() :: module()


      


Returns the execution strategy module for this agent.

  



  
    
      
    
    
      strategy_opts()



        
          
        

    

  


  

      

          @spec strategy_opts() :: keyword()


      


Returns the strategy options for this agent.

  



  
    
      
    
    
      strategy_snapshot(agent)



        
          
        

    

  


  

      

          @spec strategy_snapshot(Jido.Agent.t()) :: Jido.Agent.Strategy.Snapshot.t()


      


Returns a stable, public view of the strategy's execution state.
Use this instead of inspecting agent.state.__strategy__ directly.
Returns a Jido.Agent.Strategy.Snapshot struct with:
	status - Coarse execution status
	done? - Whether strategy reached terminal state
	result - Main output if any
	details - Additional strategy-specific metadata


  



  
    
      
    
    
      tags()



        
          
        

    

  


  

      

          @spec tags() :: [String.t()]


      


Returns the agent's tags.

  



    

  
    
      
    
    
      validate(agent, opts \\ [])



        
          
        

    

  


  

      

          @spec validate(
  Jido.Agent.t(),
  keyword()
) :: Jido.Agent.agent_result()


      


Validates the agent's state against its schema.
Options
	:strict - When true, only schema-defined fields are kept (default: false)

Examples
{:ok, agent} = SquidMesh.Runtime.DispatchAgent.validate(agent)
{:ok, agent} = SquidMesh.Runtime.DispatchAgent.validate(agent, strict: true)

  



  
    
      
    
    
      visible_attempts(agent, at)



        
          
        

    

  


  

      

          @spec visible_attempts(Jido.Agent.t(), DateTime.t()) :: [
  SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()
]


      


Lists attempts whose visibility window has opened and can be claimed.

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

      

          @spec vsn() :: String.t() | nil


      


Returns the agent's version.

  


        

      


  

    
SquidMesh.Runtime.DispatchNotifier behaviour
    



      
Boundary for live dispatch wakeups emitted after durable scheduling.
Wakeups are hints only. Durable dispatch entries remain the source of truth,
so a notifier failure must not roll back or hide a scheduled attempt.

      


      
        Summary


  
    Types
  


    
      
        attempt()

      


    





  
    Callbacks
  


    
      
        notify_attempt_scheduled(attempt, keyword)

      


    





  
    Functions
  


    
      
        notify_attempt_scheduled(notifier, attempt, opts)

      


        Emits a live wakeup hint for a scheduled attempt through the configured notifier.



    





      


      
        Types


        


  
    
      
    
    
      attempt()



        
          
        

    

  


  

      

          @type attempt() :: %{
  run_id: String.t(),
  runnable_key: String.t(),
  queue: String.t(),
  visible_at: DateTime.t()
}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      notify_attempt_scheduled(attempt, keyword)



        
          
        

    

  


  

      

          @callback notify_attempt_scheduled(
  attempt(),
  keyword()
) :: :ok | {:error, term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      notify_attempt_scheduled(notifier, attempt, opts)



        
          
        

    

  


  

      

          @spec notify_attempt_scheduled(module(), attempt(), keyword()) ::
  :ok | {:error, term()}


      


Emits a live wakeup hint for a scheduled attempt through the configured notifier.

  


        

      


  

    
SquidMesh.Runtime.DispatchProtocol 
    



      
Defines the durable dispatch journal contract.
The protocol separates durable facts from live effects:
	run-thread entries record workflow lifecycle facts
	dispatch-thread entries record runnable intent, claims, leases, heartbeats,
completions, failures, retries, and live wakeups
	run-index and run-catalog entries support rebuildable lookup projections

A live wakeup or action execution is valid only after the runnable intent is
appended. Claims are fenced by claim_id and claim_token_hash;
completions, failures, and heartbeats from stale claim owners are ignored by
the projection and surfaced as anomalies.

      


      
        Summary


  
    Types
  


    
      
        entry_type()

      


    





      


      
        Types


        


  
    
      
    
    
      entry_type()



        
          
        

    

  


  

      

          @type entry_type() ::
  :run_signal_received
  | :run_started
  | :runnables_planned
  | :runnable_applied
  | :child_run_started
  | :dynamic_work_recorded
  | :manual_step_paused
  | :manual_step_resolved
  | :run_terminal
  | :run_indexed
  | :run_cataloged
  | :run_queued
  | :attempt_scheduled
  | :attempt_claimed
  | :attempt_heartbeat
  | :attempt_completed
  | :attempt_failed
  | :live_wakeup_emitted


      



  


        

      


  

    
SquidMesh.Runtime.DispatchProtocol.ActionAttempt 
    



      
Rebuildable projection of one dispatch attempt.
This is not mutable runtime state. It is the compact read model obtained by
replaying journal entries for one runnable key.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :available | :retry_scheduled | :claimed | :completed | :failed


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.DispatchProtocol.ActionAttempt{
  applied?: boolean(),
  attempt_number: pos_integer(),
  claim_id: String.t() | nil,
  claim_token_hash: String.t() | nil,
  completed_at: DateTime.t() | nil,
  deadline: map() | nil,
  error: map() | nil,
  execution_opts: keyword(),
  idempotency_key: String.t(),
  input: map(),
  lease_until: DateTime.t() | nil,
  owner_id: String.t() | nil,
  result: map() | nil,
  run_id: String.t(),
  runnable_key: String.t(),
  status: status(),
  step: String.t(),
  transition: map() | nil,
  visible_at: DateTime.t(),
  wakeup_emitted?: boolean()
}


      



  


        

      


  

    
SquidMesh.Runtime.DispatchProtocol.Entry 
    



      
One durable runtime journal entry.
Entries are intentionally shaped as append-only facts. Checkpoints and live
wakeups are derived from replaying entries; they are not the source of truth.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        thread()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.DispatchProtocol.Entry{
  data: map(),
  occurred_at: DateTime.t(),
  thread: thread(),
  type: atom()
}


      



  



  
    
      
    
    
      thread()



        
          
        

    

  


  

      

          @type thread() ::
  {:run, String.t()}
  | {:dispatch, String.t()}
  | {:run_index, String.t()}
  | {:run_catalog, String.t()}


      



  


        

      


  

    
SquidMesh.Runtime.DispatchProtocol.Projection 
    



      
Rebuildable projection over durable dispatch journal entries.
The projection is deliberately pure. Storage adapters can rebuild it from
Jido thread journals, backend lease lifecycle signals, or from a single
append-only Squid Mesh journal table without changing the runtime invariants.

      


      
        Summary


  
    Types
  


    
      
        anomaly()

      


    


    
      
        string_set()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      anomaly()



        
          
        

    

  


  

      

          @type anomaly() :: %{
  :reason => atom(),
  :entry_type => atom(),
  optional(:runnable_key) => String.t(),
  optional(:run_id) => String.t(),
  optional(:idempotency_key) => String.t(),
  optional(:claim_id) => String.t(),
  optional(:claim_token_hash) => String.t()
}


      



  



  
    
      
    
    
      string_set()



        
          
        

    

  


  

      

          @type string_set() :: MapSet.t(String.t()) | %MapSet{map: term()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.DispatchProtocol.Projection{
  anomalies: [anomaly()],
  attempts: %{
    optional(String.t()) => SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()
  },
  queued_run_ids: string_set(),
  terminal_runs: string_set()
}


      



  


        

      


  

    
SquidMesh.Runtime.Journal 
    



      
Storage boundary for Squid Mesh durable runtime facts.
The dispatch protocol owns the runtime fact schema. This module adapts those
facts into Jido thread entries and checkpoints so storage-backed runtime
slices can rebuild projections without scanning storage adapter internals.

      


      
        Summary


  
    Types
  


    
      
        append_error()

      


    


    
      
        loaded_thread()

      


    


    
      
        storage_config()

      


    





      


      
        Types


        


  
    
      
    
    
      append_error()



        
          
        

    

  


  

      

          @type append_error() ::
  :empty_entries
  | {:mixed_threads, [SquidMesh.Runtime.DispatchProtocol.Entry.thread()]}
  | term()


      



  



  
    
      
    
    
      loaded_thread()



        
          
        

    

  


  

      

          @type loaded_thread() :: %{
  thread: SquidMesh.Runtime.DispatchProtocol.Entry.thread(),
  thread_id: String.t(),
  rev: non_neg_integer(),
  entries: [SquidMesh.Runtime.DispatchProtocol.Entry.t()]
}


      



  



  
    
      
    
    
      storage_config()



        
          
        

    

  


  

      

          @type storage_config() ::
  SquidMesh.Runtime.Journal.Storage.config()
  | SquidMesh.Runtime.Journal.Storage.t()


      



  


        

      


  

    
SquidMesh.Runtime.Journal.Cancellation 
    



      
Journal-backed workflow cancellation.
Cancellation appends a terminal run fact to the run thread. Dispatch
projections already overlay terminal run facts from run threads, so stale
claims and later completions are fenced by the same durable source of truth.
The configured queue selects the returned dispatch projection; cancellation
itself is scoped by the globally unique run id.

      


      
        Summary


  
    Types
  


    
      
        cancel_error()

      


    





  
    Functions
  


    
      
        cancel(run_id, opts \\ [])

      


        Cancels a journal-backed workflow run.



    





      


      
        Types


        


  
    
      
    
    
      cancel_error()



        
          
        

    

  


  

      

          @type cancel_error() ::
  :not_found
  | :invalid_run_id
  | {:invalid_option, term()}
  | {:invalid_transition, atom(), :cancelling}
  | term()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      cancel(run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec cancel(
  String.t(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()} | {:error, cancel_error()}


      


Cancels a journal-backed workflow run.

  


        

      


  

    
SquidMesh.Runtime.Journal.Checkpoint 
    



      
A compact projection snapshot with the durable thread revision it covers.
Checkpoints are rebuild accelerators. The journal remains the source of truth,
and thread_rev records the last applied Jido thread revision so a projection
can resume from a precise point instead of silently depending on current code.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.Journal.Checkpoint{
  projection: term(),
  thread: SquidMesh.Runtime.DispatchProtocol.Entry.thread(),
  thread_id: String.t(),
  thread_rev: non_neg_integer(),
  updated_at: DateTime.t()
}


      



  


        

      


  

    
SquidMesh.Runtime.Journal.Executor 
    



      
Executes one visible attempt from the journal-backed runtime queue.
The runtime step boundary is the side-effect boundary for the journal-backed runtime. It
claims a visible attempt with the dispatch agent, runs the declared workflow
step once, records either a completed or failed attempt fact, and then applies
any completed dispatch results back to the workflow journal.

      


      
        Summary


  
    Types
  


    
      
        execute_error()

      


    


    
      
        execute_result()

      


    





  
    Functions
  


    
      
        execute_next(opts)

      


        Executes the next visible journal attempt, if one exists.



    





      


      
        Types


        


  
    
      
    
    
      execute_error()



        
          
        

    

  


  

      

          @type execute_error() ::
  {:invalid_option,
   {:opts, term()}
   | {:runtime, term()}
   | {:journal_storage, nil}
   | {:queue, term()}
   | {:now, term()}
   | {:finished_at, term()}
   | {:owner_id, term()}
   | {:claim_id, term()}
   | {:claim_token, term()}
   | {:heartbeat_interval_ms, term()}
   | {:test_after_claim, term()}
   | {:test_before_completion, term()}
   | {:test_after_transaction_step, term()}
   | {:option, atom()}}
  | SquidMesh.Workflow.Definition.load_error()
  | {:unknown_step, atom()}
  | term()


      



  



  
    
      
    
    
      execute_result()



        
          
        

    

  


  

      

          @type execute_result() ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:ok, :none}
  | {:error, execute_error()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      execute_next(opts)



        
          
        

    

  


  

      

          @spec execute_next(keyword()) :: execute_result()


      


Executes the next visible journal attempt, if one exists.
Options:
	:runtime must be :journal.
	:journal_storage is the Jido storage adapter config.
	:queue selects the dispatch queue and defaults to "default".
	:owner_id identifies the worker claiming the attempt.
	:claim_id and :claim_token may be supplied by tests or host lease backends
that need deterministic fencing values.
	:heartbeat_interval_ms renews the claim lease while the executor owns a
running attempt. The executor keeps claim tokens internal.
	:now controls visibility, lease, and event timestamps.
	:finished_at controls completion/failure timestamps for deterministic
tests. Runtime callers normally omit it so the timestamp is captured after
action execution.


  


        

      


  

    
SquidMesh.Runtime.Journal.ManualControl 
    



      
Journal-backed manual intervention controls.
This module resolves manual pause boundaries by appending run-thread facts.
The dispatch thread is updated only after the run thread contains the durable
resolution and any successor runnable intent.

      


      
        Summary


  
    Types
  


    
      
        control_error()

      


    





  
    Functions
  


    
      
        approve(run_id, attrs, opts \\ [])

      


        Approves a journal-paused :approval step and schedules its success path.



    


    
      
        reject(run_id, attrs, opts \\ [])

      


        Rejects a journal-paused :approval step and schedules its rejection path.



    


    
      
        resume(run_id, attrs, opts \\ [])

      


        Resumes a journal-paused :pause step and schedules its successor.



    





      


      
        Types


        


  
    
      
    
    
      control_error()



        
          
        

    

  


  

      

          @type control_error() ::
  :not_found
  | :invalid_run_id
  | {:invalid_option, term()}
  | {:invalid_resume, map()}
  | {:invalid_transition, atom(), atom()}
  | {:invalid_step, atom() | String.t()}
  | {:invalid_workflow, String.t()}
  | term()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      approve(run_id, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec approve(String.t(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()} | {:error, control_error()}


      


Approves a journal-paused :approval step and schedules its success path.

  



    

  
    
      
    
    
      reject(run_id, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec reject(String.t(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()} | {:error, control_error()}


      


Rejects a journal-paused :approval step and schedules its rejection path.

  



    

  
    
      
    
    
      resume(run_id, attrs, opts \\ [])



        
          
        

    

  


  

      

          @spec resume(String.t(), map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()} | {:error, control_error()}


      


Resumes a journal-paused :pause step and schedules its successor.

  


        

      


  

    
SquidMesh.Runtime.Journal.Options 
    



      
Validates public options that reach journal-backed runtime threads.
Journal-backed start, inspection, and explanation all cross the same storage
boundary: caller-provided storage config is normalized into a Squid Mesh
journal storage struct, and caller-provided run or queue identifiers become
part of journal thread ids. This module keeps that validation in one place so
those public APIs fail with structured, redacted errors before invalid values
can reach an adapter or file-backed thread path.
The validation is intentionally about runtime safety, not compatibility. It
accepts the current Jido storage adapter shape through a Squid Mesh-owned
boundary, validates the built-in adapters whose required options can otherwise
raise, and keeps thread id components to a conservative portable character
set.

      


      
        Summary


  
    Functions
  


    
      
        queue(queue \\ "default")

      


        Normalizes and validates a dispatch queue name for use in journal thread ids.



    


    
      
        storage(storage)

      


        Validates a journal storage config before a public API calls the adapter.



    


    
      
        thread_part(value, field)

      


        Validates a caller-provided journal thread-id component.



    


    
      
        uuid(value)

      


        Validates and canonicalizes a public run id that must be a UUID.



    





      


      
        Functions


        


    

  
    
      
    
    
      queue(queue \\ "default")



        
          
        

    

  


  

      

          @spec queue(term()) ::
  {:ok, String.t()} | {:error, {:invalid_option, {:queue, :invalid}}}


      


Normalizes and validates a dispatch queue name for use in journal thread ids.
Atoms are converted to strings. Queue names must be non-empty and use the
conservative portable thread-id character set enforced by this module.

  



  
    
      
    
    
      storage(storage)



        
          
        

    

  


  

      

          @spec storage(term()) ::
  {:ok, SquidMesh.Runtime.Journal.Storage.t()}
  | {:error, {:invalid_option, term()}}


      


Validates a journal storage config before a public API calls the adapter.
Invalid configs return structured, redacted option errors. Built-in adapters
that raise for missing required options are checked here first. Treat
journal_storage as trusted host configuration, not request-derived input.

  



  
    
      
    
    
      thread_part(value, field)



        
          
        

    

  


  

      

          @spec thread_part(term(), atom()) ::
  {:ok, String.t()} | {:error, {:invalid_option, term()}}


      


Validates a caller-provided journal thread-id component.
Use this for public identifiers, such as run ids in projection reads, that are
not required to be UUIDs but still become part of a Jido thread id.

  



  
    
      
    
    
      uuid(value)



        
          
        

    

  


  

      

          @spec uuid(term()) ::
  {:ok, String.t()} | {:error, {:invalid_option, {:run_id, :invalid}}}


      


Validates and canonicalizes a public run id that must be a UUID.
Journal starts use UUID run ids so caller-provided ids are safe as stable
workflow thread identifiers and duplicate-start fences.

  


        

      


  

    
SquidMesh.Runtime.Journal.Replay 
    



      
Journal-backed workflow replay.
Replay rebuilds the source run from its durable run thread, checks completed
steps against the recovery policy persisted with each runnable, then starts a
fresh journal run through the normal journal starter. The replayed run stores
the source run id as lineage metadata on its :run_started fact.

      


      
        Summary


  
    Types
  


    
      
        replay_error()

      


    





  
    Functions
  


    
      
        replay(run_id, replay_opts \\ [], config_opts \\ [])

      


        Starts a new journal run from a prior journal run.



    





      


      
        Types


        


  
    
      
    
    
      replay_error()



        
          
        

    

  


  

      

          @type replay_error() ::
  :not_found
  | :invalid_run_id
  | {:invalid_option, term()}
  | {:incompatible_workflow_definition, :replay, map()}
  | {:invalid_replay_source,
     :workflow
     | :trigger
     | :runtime_spec
     | :missing_input
     | {:missing_recovery, term()}}
  | {:invalid_replay_source, :workflow, term()}
  | {:unsafe_replay, map()}
  | SquidMesh.Runtime.Journal.Starter.start_error()


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      replay(run_id, replay_opts \\ [], config_opts \\ [])



        
          
        

    

  


  

      

          @spec replay(String.t(), keyword(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()} | {:error, replay_error()}


      


Starts a new journal run from a prior journal run.

  


        

      


  

    
SquidMesh.Runtime.Journal.Starter 
    



      
Journal-backed workflow start boundary for the Jido-native runtime.
This module resolves the public Squid Mesh workflow contract, plans initial
runnables through Runic, appends durable run and run-index facts to
Jido.Storage, then uses WorkflowAgent and DispatchAgent as rebuildable
coordinators to schedule dispatch attempts from the journal.
The journal runtime can execute normal action steps, immediate built-in :log
steps, built-in :wait steps in transition and dependency workflows, and
manual :pause or :approval boundaries. Manual boundaries persist
inspectable intervention state and can be resumed or reviewed through journal
manual controls. Callers enter this path explicitly with runtime: :journal,
journal_storage:, and optional queue or clock overrides. No Jido primitive
is required in workflow authoring.

      


      
        Summary


  
    Types
  


    
      
        start_error()

      


    





  
    Functions
  


    
      
        start_run(workflow, trigger_name, payload, opts)

      


        Starts a workflow run by appending Jido journal facts and scheduling dispatch.



    


    
      
        start_spec_run(spec, trigger_name, payload, opts)

      


        Starts a runtime-authored workflow spec by appending journal facts and
scheduling dispatch.



    





      


      
        Types


        


  
    
      
    
    
      start_error()



        
          
        

    

  


  

      

          @type start_error() ::
  {:invalid_payload, SquidMesh.Workflow.Definition.payload_error_details()}
  | SquidMesh.Workflow.Definition.load_error()
  | SquidMesh.Workflow.Definition.trigger_error()
  | {:invalid_option,
     {:journal_storage, nil}
     | {:now, term()}
     | {:queue, term()}
     | {:run_id, term()}}
  | term()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      start_run(workflow, trigger_name, payload, opts)



        
          
        

    

  


  

      

          @spec start_run(module(), atom() | nil, map(), keyword()) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:ok,
     {:duplicate_schedule_start, SquidMesh.ReadModel.Inspection.Snapshot.t()}}
  | {:error, start_error()}


      


Starts a workflow run by appending Jido journal facts and scheduling dispatch.
The returned snapshot is rebuilt from the same journal-backed read model used
by SquidMesh.inspect_run/2 with read_model: :read_model.

  



  
    
      
    
    
      start_spec_run(spec, trigger_name, payload, opts)



        
          
        

    

  


  

      

          @spec start_spec_run(
  SquidMesh.Workflow.Spec.t() | map(),
  atom() | nil,
  map(),
  keyword()
) ::
  {:ok, SquidMesh.ReadModel.Inspection.Snapshot.t()}
  | {:ok,
     {:duplicate_schedule_start, SquidMesh.ReadModel.Inspection.Snapshot.t()}}
  | {:error, start_error()}


      


Starts a runtime-authored workflow spec by appending journal facts and
scheduling dispatch.

  


        

      


  

    
SquidMesh.Runtime.Journal.Storage 
    



      
Normalized storage boundary for journal-backed runtime state.
Squid Mesh's journal runtime uses Jido storage adapters today, but runtime
modules should depend on one Squid Mesh-owned boundary. This struct carries a
validated adapter and options while preserving the public storage config shape
accepted by runtime: :journal.

      


      
        Summary


  
    Types
  


    
      
        config()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: module() | {module(), keyword()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.Journal.Storage{
  adapter: module(),
  config: config(),
  opts: keyword()
}


      



  


        

      


  

    
SquidMesh.Runtime.Journal.Storage.Ecto 
    



      
Postgres-compatible Ecto storage adapter for Squid Mesh journal runtime state.
Use this adapter when the host app wants the Jido journal runtime persisted in
the same Postgres-compatible database boundary as the rest of the application:
config :squid_mesh,
  runtime: :journal,
  read_model: :read_model,
  journal_storage: {SquidMesh.Runtime.Journal.Storage.Ecto, repo: MyApp.Repo}
The adapter implements Jido's checkpoint and append-only thread callbacks.
Thread appends are serialized with a row-level lock and honor Jido's
:expected_rev optimistic concurrency option.

      


      
        Summary


  
    Types
  


    
      
        opts()

      


    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: keyword()


      



  


        

      


  

    
SquidMesh.Runtime.ManualAction 
    



      
Validation and serialization helpers for durable manual workflow actions.
Pause resume, approval, and rejection flows all persist a small audit payload
so the read model can reconstruct who acted and when.

      


      
        Summary


  
    Types
  


    
      
        attrs()

      


    


    
      
        persisted()

      


    


    
      
        type()

      


    





      


      
        Types


        


  
    
      
    
    
      attrs()



        
          
        

    

  


  

      

          @type attrs() :: %{
  optional(:actor) => String.t() | map(),
  optional(:comment) => String.t(),
  optional(:metadata) => map()
}


      



  



  
    
      
    
    
      persisted()



        
          
        

    

  


  

      

          @type persisted() :: map()


      



  



  
    
      
    
    
      type()



        
          
        

    

  


  

      

          @type type() :: :resumed | :approved | :rejected


      



  


        

      


  

    
SquidMesh.Runtime.RetryPolicy 
    



      
Resolves workflow retry configuration into concrete runtime decisions.
This module turns declarative workflow retry definitions into explicit retry
outcomes that runtime step execution can consume without needing to re-interpret the
workflow contract on every failure.

      


      
        Summary


  
    Types
  


    
      
        delay_ms()

      


    


    
      
        resolution()

      


    





  
    Functions
  


    
      
        backoff(workflow, step)

      


        Returns the configured retry backoff policy for a workflow step.



    


    
      
        backoff_delay(workflow, step, attempt_number)

      


        Returns the configured backoff delay in milliseconds for the next retry
attempt after the given failed attempt number.



    


    
      
        max_attempts(workflow, step)

      


        Returns the configured maximum attempt count for a workflow step.



    


    
      
        resolve(workflow, step, attempt_number)

      


        Resolves the retry outcome after a failed attempt for the given workflow step.



    





      


      
        Types


        


  
    
      
    
    
      delay_ms()



        
          
        

    

  


  

      

          @type delay_ms() :: non_neg_integer()


      



  



  
    
      
    
    
      resolution()



        
          
        

    

  


  

      

          @type resolution() ::
  {:retry, pos_integer(), delay_ms()} | {:exhausted, pos_integer()} | :no_retry


      



  


        

      

      
        Functions


        


  
    
      
    
    
      backoff(workflow, step)



        
          
        

    

  


  

      

          @spec backoff(module(), atom()) :: {:ok, keyword()} | :no_backoff


      


Returns the configured retry backoff policy for a workflow step.

  



  
    
      
    
    
      backoff_delay(workflow, step, attempt_number)



        
          
        

    

  


  

      

          @spec backoff_delay(module(), atom(), pos_integer()) :: delay_ms()


      


Returns the configured backoff delay in milliseconds for the next retry
attempt after the given failed attempt number.

  



  
    
      
    
    
      max_attempts(workflow, step)



        
          
        

    

  


  

      

          @spec max_attempts(module(), atom()) :: {:ok, pos_integer()} | :no_retry


      


Returns the configured maximum attempt count for a workflow step.

  



  
    
      
    
    
      resolve(workflow, step, attempt_number)



        
          
        

    

  


  

      

          @spec resolve(module(), atom(), pos_integer()) :: resolution()


      


Resolves the retry outcome after a failed attempt for the given workflow step.

  


        

      


  

    
SquidMesh.Runtime.RunCatalogProjection 
    



      
Rebuildable projection over the global journal run catalog.
Catalog entries are lookup facts, not execution state. They let host-facing
tools discover all known journal-backed runs without scanning adapter-specific
storage internals.

      


      
        Summary


  
    Types
  


    
      
        anomaly()

      


    


    
      
        run_summary()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      anomaly()



        
          
        

    

  


  

      

          @type anomaly() :: %{
  :reason => atom(),
  :entry_type => atom(),
  optional(:run_id) => String.t(),
  optional(:workflow) => String.t(),
  optional(:queue) => String.t()
}


      



  



  
    
      
    
    
      run_summary()



        
          
        

    

  


  

      

          @type run_summary() :: %{
  run_id: String.t(),
  workflow: String.t(),
  queue: String.t(),
  indexed_at: DateTime.t()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.RunCatalogProjection{
  anomalies: [anomaly()],
  runs: %{optional(String.t()) => run_summary()}
}


      



  


        

      


  

    
SquidMesh.Runtime.RunIndexProjection 
    



      
Rebuildable projection over a workflow's run-index journal.
Run-index entries are lookup facts, not execution state. They let the
Jido-native runtime rebuild "which runs exist for this workflow?" from the
journal boundary without scanning storage adapter internals.
Duplicate entries for the same run are idempotent when they carry the same
workflow and timestamp. Conflicting or malformed persisted entries are kept as
anomalies so callers can surface index drift without losing the valid portion
of the read model.

      


      
        Summary


  
    Types
  


    
      
        anomaly()

      


    


    
      
        run_summary()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        anomalies(run_index_projection)

      


        Returns malformed or conflicting index facts discovered during replay.



    


    
      
        new(workflow \\ nil)

      


        Returns a new empty run-index projection.



    


    
      
        rebuild(entries)

      


        Rebuilds a run-index projection from durable journal entries.



    


    
      
        replay(projection, entries)

      


        Replays additional run-index entries into an existing projection.



    


    
      
        run_ids(projection)

      


        Returns indexed run ids in the same deterministic order as runs/1.



    


    
      
        runs(run_index_projection)

      


        Returns indexed run summaries ordered by index timestamp and run id.



    


    
      
        workflow(run_index_projection)

      


        Returns the workflow this index projection describes.



    





      


      
        Types


        


  
    
      
    
    
      anomaly()



        
          
        

    

  


  

      

          @type anomaly() :: %{
  :reason => atom(),
  :entry_type => atom(),
  optional(:run_id) => String.t(),
  optional(:workflow) => String.t(),
  optional(:queue) => String.t()
}


      



  



  
    
      
    
    
      run_summary()



        
          
        

    

  


  

      

          @type run_summary() :: %{
  run_id: String.t(),
  workflow: String.t(),
  indexed_at: DateTime.t(),
  queue: String.t()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.RunIndexProjection{
  anomalies: [anomaly()],
  runs: %{optional(String.t()) => run_summary()},
  workflow: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      anomalies(run_index_projection)



        
          
        

    

  


  

      

          @spec anomalies(t()) :: [anomaly()]


      


Returns malformed or conflicting index facts discovered during replay.

  



    

  
    
      
    
    
      new(workflow \\ nil)



        
          
        

    

  


  

      

          @spec new(String.t() | nil) :: t()


      


Returns a new empty run-index projection.

  



  
    
      
    
    
      rebuild(entries)



        
          
        

    

  


  

      

          @spec rebuild([SquidMesh.Runtime.DispatchProtocol.Entry.t()]) :: t()


      


Rebuilds a run-index projection from durable journal entries.

  



  
    
      
    
    
      replay(projection, entries)



        
          
        

    

  


  

      

          @spec replay(t(), [SquidMesh.Runtime.DispatchProtocol.Entry.t()]) :: t()


      


Replays additional run-index entries into an existing projection.

  



  
    
      
    
    
      run_ids(projection)



        
          
        

    

  


  

      

          @spec run_ids(t()) :: [String.t()]


      


Returns indexed run ids in the same deterministic order as runs/1.

  



  
    
      
    
    
      runs(run_index_projection)



        
          
        

    

  


  

      

          @spec runs(t()) :: [run_summary()]


      


Returns indexed run summaries ordered by index timestamp and run id.

  



  
    
      
    
    
      workflow(run_index_projection)



        
          
        

    

  


  

      

          @spec workflow(t()) :: String.t() | nil


      


Returns the workflow this index projection describes.

  


        

      


  

    
SquidMesh.Runtime.Runner 
    



      
Backend-neutral runtime entrypoints for host scheduler jobs.
Cron scheduler jobs should call this module when a serialized cron activation
is delivered. Step execution is claimed through SquidMesh.execute_next/1.

      


      
        Summary


  
    Functions
  


    
      
        perform(args, overrides \\ [])

      


        Executes one queued runtime payload.



    


    
      
        start_cron_trigger(workflow_name, trigger_name, overrides \\ [])

      


        Starts a workflow run from a serialized cron trigger.



    


    
      
        start_cron_trigger(workflow_name, trigger_name, signal_payload, overrides)

      


        Starts a workflow run from a serialized cron trigger and scheduler payload.



    





      


      
        Functions


        


    

  
    
      
    
    
      perform(args, overrides \\ [])



        
          
        

    

  


  

      

          @spec perform(
  map(),
  keyword()
) :: :ok | {:error, term()}


      


Executes one queued runtime payload.
Host job backends should store payloads produced by
SquidMesh.Executor.Payload and pass the payload back here when the job is
delivered. The runner accepts cron activation payloads only.
Cron payloads create a new run. Any scheduler metadata carried by
SquidMesh.Executor.Payload.cron/3 is persisted into the run context before
the first workflow step is dispatched.

  



    

  
    
      
    
    
      start_cron_trigger(workflow_name, trigger_name, overrides \\ [])



        
          
        

    

  


  

      

          @spec start_cron_trigger(String.t(), String.t(), keyword()) ::
  :ok
  | {:ok, {:duplicate_schedule_start, Ecto.UUID.t()}}
  | {:ok, {:skipped_schedule_start, Ecto.UUID.t()}}
  | {:error, term()}


      


Starts a workflow run from a serialized cron trigger.
This arity is useful for host schedulers that only know the workflow and
trigger names. It records schedule metadata, including the actual receive
timestamp. A signal id is recorded only when the scheduler supplies one or an
intended window is available for deterministic derivation.

  



  
    
      
    
    
      start_cron_trigger(workflow_name, trigger_name, signal_payload, overrides)



        
          
        

    

  


  

      

          @spec start_cron_trigger(String.t(), String.t(), map(), keyword()) ::
  :ok
  | {:ok, {:duplicate_schedule_start, Ecto.UUID.t()}}
  | {:ok, {:skipped_schedule_start, Ecto.UUID.t()}}
  | {:error, term()}


      


Starts a workflow run from a serialized cron trigger and scheduler payload.
signal_payload is the scheduler metadata subset from a cron payload. When
it contains "signal_id" and "intended_window", the runtime stores those
values under run.context.schedule before dispatching the first step,
making delayed delivery and restart recovery observable to workflow steps
and operators.

  


        

      


  

    
SquidMesh.Runtime.ScheduleIdentity 
    



      
Builds stable identities for scheduled workflow activations.
Cron delivery has to survive worker retries, duplicate job delivery, and code
deploys between the time a scheduler queues an activation and the time Squid
Mesh receives it. This module keeps the scheduler-supplied or derived signal
identity independent from the current workflow definition so an already
persisted scheduled run can still be found after workflow code drifts.

      


      
        Summary


  
    Functions
  


    
      
        run_id(workflow, trigger, signal_id)

      


        Derives the deterministic run id used to fence one scheduled activation.



    


    
      
        signal_id(workflow, trigger, payload)

      


        Returns the scheduler signal id from the payload or derives one from a window.



    





      


      
        Functions


        


  
    
      
    
    
      run_id(workflow, trigger, signal_id)



        
          
        

    

  


  

      

          @spec run_id(String.t(), String.t(), String.t()) ::
  {:ok, Ecto.UUID.t()} | {:error, {:invalid_schedule_identity, term()}}


      


Derives the deterministic run id used to fence one scheduled activation.
The inputs are serialized workflow and trigger names plus a stable signal id.

  



  
    
      
    
    
      signal_id(workflow, trigger, payload)



        
          
        

    

  


  

      

          @spec signal_id(String.t(), String.t(), map()) :: {:ok, String.t()} | {:error, term()}


      


Returns the scheduler signal id from the payload or derives one from a window.

  


        

      


  

    
SquidMesh.Runtime.ScheduleMetadata 
    



      
Normalizes scheduler metadata for cron-triggered workflow starts.
Cron activation is intentionally host-owned: a host app decides when a
declared cron trigger fires and queues a SquidMesh.Executor.Payload.cron/3
payload. This module translates that delivery payload plus the compiled
workflow trigger definition into the durable context stored on the new run.
The persisted shape is reserved under run.context.schedule and is meant to
answer two different questions:
	what logical schedule window was intended by the scheduler
	when Squid Mesh actually received and started processing the signal
	which stable idempotency key, when configured, protects the logical start

Keeping both timestamps matters because delayed delivery is normal in durable
runtime systems. Workflow steps should not infer their schedule window from current
wall-clock time; they should read the intended window from the run context.
The metadata is stored in run context rather than workflow payload so it does
not participate in the workflow's business input contract. It also means the
metadata survives reload, inspection, explanation, and replay without adding a
database column for one trigger kind.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        cron_context(workflow, map, payload)

      


        Builds the durable run context for one cron activation.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  :workflow => String.t(),
  :trigger_name => String.t(),
  :cron_expression => String.t(),
  :timezone => String.t(),
  :received_at => String.t(),
  optional(:signal_id) => String.t(),
  optional(:idempotency) => :return_existing_run | :skip_duplicate,
  optional(:idempotency_key) => String.t(),
  optional(:intended_window) => map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cron_context(workflow, map, payload)



        
          
        

    

  


  

      

          @spec cron_context(module(), SquidMesh.Workflow.Definition.trigger(), map()) ::
  {:ok, %{schedule: t()}}
  | {:error, {:invalid_schedule_signal_id, term()}}
  | {:error, {:invalid_schedule_intended_window, term()}}
  | {:error, {:missing_schedule_idempotency_key, atom()}}


      


Builds the durable run context for one cron activation.
The workflow and trigger definition contribute stable declarative data such
as the workflow name, trigger name, cron expression, and timezone. The
payload contributes scheduler-delivery data such as signal_id and
intended_window. If the scheduler omits signal_id, Squid Mesh derives one
from the workflow, trigger, and intended window when both window bounds are
present. The runtime adds
received_at at activation delivery time, so operators can compare scheduler
intent against actual processing. Any received_at value in the payload is
ignored because this timestamp belongs to the runner boundary.
When the cron trigger opts into idempotency, the runtime also stores
idempotency and idempotency_key under the schedule context. The key is the
scheduler signal_id, either supplied by the host scheduler or derived from a
complete intended window. Without that identity, Squid Mesh rejects the start
because it cannot prove whether the activation is new or a duplicate.

  


        

      


  

    
SquidMesh.Runtime.Signal 
    



      
Squid Mesh-native runtime command signal envelope.
These signals describe product-level runtime commands before any adapter turns
them into a backend primitive such as Jido.Signal. Workflow authors and host
apps should not need to construct raw backend signals.
	type	payload

| :start_run | %{workflow: String.t(), trigger: String.t() | nil, input: map()} |
| :start_cron | %{workflow: String.t(), trigger: String.t(), input: map()} |
| :approve_run | %{run_id: Ecto.UUID.t(), attributes: map()} |
| :reject_run | %{run_id: Ecto.UUID.t(), attributes: map()} |
| :resume_run | %{run_id: Ecto.UUID.t(), attributes: map()} |
| :cancel_run | %{run_id: Ecto.UUID.t()} |
| :replay_run | %{run_id: Ecto.UUID.t(), allow_irreversible: boolean()} |
Every signal carries caller metadata, an occurrence timestamp, and an optional
idempotency key. Cron signals derive the key from scheduler identity when the
caller does not provide one.

      


      
        Summary


  
    Types
  


    
      
        command_type()

      


    


    
      
        error()

      


    


    
      
        payload()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        approve_run(run_id, attributes, opts \\ [])

      


        Builds a command signal for approving a blocked run.



    


    
      
        cancel_run(run_id, opts \\ [])

      


        Builds a command signal for canceling a run.



    


    
      
        reject_run(run_id, attributes, opts \\ [])

      


        Builds a command signal for rejecting a blocked run.



    


    
      
        replay_run(run_id, opts \\ [])

      


        Builds a command signal for replaying a run.



    


    
      
        resume_run(run_id, attributes, opts \\ [])

      


        Builds a command signal for resuming a blocked run.



    


    
      
        start_cron(workflow, trigger, input, opts \\ [])

      


        Builds a command signal for starting a workflow run from a cron activation.



    


    
      
        start_run(workflow, trigger, input, opts \\ [])

      


        Builds a command signal for starting a workflow run.



    





      


      
        Types


        


  
    
      
    
    
      command_type()



        
          
        

    

  


  

      

          @type command_type() ::
  :start_run
  | :start_cron
  | :approve_run
  | :reject_run
  | :resume_run
  | :cancel_run
  | :replay_run


      



  



  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() :: {:invalid_signal, term()}


      



  



  
    
      
    
    
      payload()



        
          
        

    

  


  

      

          @type payload() :: %{
  optional(:workflow) => String.t(),
  optional(:trigger) => String.t() | nil,
  optional(:input) => map(),
  optional(:run_id) => Ecto.UUID.t(),
  optional(:attributes) => map(),
  optional(:allow_irreversible) => boolean()
}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.Signal{
  idempotency_key: String.t() | nil,
  metadata: map(),
  occurred_at: DateTime.t(),
  payload: payload(),
  type: command_type()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      approve_run(run_id, attributes, opts \\ [])



        
          
        

    

  


  

      

          @spec approve_run(Ecto.UUID.t(), map(), keyword()) :: {:ok, t()} | {:error, error()}


      


Builds a command signal for approving a blocked run.

  



    

  
    
      
    
    
      cancel_run(run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec cancel_run(
  Ecto.UUID.t(),
  keyword()
) :: {:ok, t()} | {:error, error()}


      


Builds a command signal for canceling a run.

  



    

  
    
      
    
    
      reject_run(run_id, attributes, opts \\ [])



        
          
        

    

  


  

      

          @spec reject_run(Ecto.UUID.t(), map(), keyword()) :: {:ok, t()} | {:error, error()}


      


Builds a command signal for rejecting a blocked run.

  



    

  
    
      
    
    
      replay_run(run_id, opts \\ [])



        
          
        

    

  


  

      

          @spec replay_run(
  Ecto.UUID.t(),
  keyword()
) :: {:ok, t()} | {:error, error()}


      


Builds a command signal for replaying a run.

  



    

  
    
      
    
    
      resume_run(run_id, attributes, opts \\ [])



        
          
        

    

  


  

      

          @spec resume_run(Ecto.UUID.t(), map(), keyword()) :: {:ok, t()} | {:error, error()}


      


Builds a command signal for resuming a blocked run.

  



    

  
    
      
    
    
      start_cron(workflow, trigger, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_cron(module() | String.t(), atom() | String.t(), map(), keyword()) ::
  {:ok, t()} | {:error, error()}


      


Builds a command signal for starting a workflow run from a cron activation.

  



    

  
    
      
    
    
      start_run(workflow, trigger, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_run(module() | String.t(), atom() | String.t() | nil, map(), keyword()) ::
  {:ok, t()} | {:error, error()}


      


Builds a command signal for starting a workflow run.

  


        

      


  

    
SquidMesh.Runtime.Signal.JidoAdapter 
    



      
Converts Squid Mesh runtime command signals to and from Jido.Signal.
The adapter keeps SquidMesh.Runtime.Signal as the product-level contract and
treats Jido.Signal as a boundary envelope. It does not dispatch, persist, or
apply runtime commands.

      


      
        Summary


  
    Types
  


    
      
        error()

      


    





  
    Functions
  


    
      
        from_jido(signal)

      


        Converts a Jido.Signal produced by this adapter back to a Squid Mesh signal.



    


    
      
        to_jido(signal)

      


        Converts a Squid Mesh runtime command signal to a Jido.Signal.



    





      


      
        Types


        


  
    
      
    
    
      error()



        
          
        

    

  


  

      

          @type error() :: {:invalid_signal_adapter, term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_jido(signal)



        
          
        

    

  


  

      

          @spec from_jido(Jido.Signal.t()) ::
  {:ok, SquidMesh.Runtime.Signal.t()} | {:error, error()}


      


Converts a Jido.Signal produced by this adapter back to a Squid Mesh signal.

  



  
    
      
    
    
      to_jido(signal)



        
          
        

    

  


  

      

          @spec to_jido(SquidMesh.Runtime.Signal.t()) ::
  {:ok, Jido.Signal.t()} | {:error, error()}


      


Converts a Squid Mesh runtime command signal to a Jido.Signal.

  


        

      


  

    
SquidMesh.Runtime.StepInput 
    



      
Step-execution input normalization for the runtime.
This module keeps payload/context merging and identifier normalization out of
the main runtime flow.

      


      
        Summary


  
    Types
  


    
      
        expected_step()

      


    


    
      
        input_mapping()

      


    





      


      
        Types


        


  
    
      
    
    
      expected_step()



        
          
        

    

  


  

      

          @type expected_step() :: atom() | String.t() | nil


      



  



  
    
      
    
    
      input_mapping()



        
          
        

    

  


  

      

          @type input_mapping() :: SquidMesh.Workflow.InputMapping.t() | nil


      



  


        

      


  

    
SquidMesh.Runtime.WorkflowAgent 
    



      
Jido-native workflow coordination state for one durable workflow run.
The agent rebuilds from run-thread journal entries and checkpoints. It does
not execute workflow steps; it provides the restartable coordination state
needed by the journal-backed runtime.

      


      
        Summary


  
    Types
  


    
      
        apply_many_update()

      


    


    
      
        apply_update()

      


    


    
      
        dispatch_schedule_update()

      


    


    
      
        run_id()

      


    


    
      
        storage_config()

      


    





  
    Functions
  


    
      
        actions()

      


        Returns the list of actions from all attached plugins.



    


    
      
        agent_id(run_id)

      


        Returns the stable Jido agent id for a workflow run.



    


    
      
        applied_runnable_keys(agent)

      


        Returns runnable keys whose dispatch results have been applied to the run.



    


    
      
        apply_pending_results(storage, workflow_agent, dispatch_agent, opts \\ [])

      


        Applies every completed dispatch result that is still pending for the workflow run.



    


    
      
        apply_result(storage, agent, attempt, opts \\ [])

      


        Records that a durable dispatch completion has been applied to the workflow run.



    


    
      
        capabilities()

      


        Returns the union of all capabilities from all mounted plugin instances.



    


    
      
        category()

      


        Returns the agent's category.



    


    
      
        cmd(agent, action)

      


        Execute actions against the agent: (agent, action) -> {agent, directives}



    


    
      
        cmd(agent, action, opts)

      


    


    
      
        description()

      


        Returns the agent's description.



    


    
      
        name()

      


        Returns the agent's name.



    


    
      
        new(opts \\ [])

      


        Creates a new agent with optional initial state.



    


    
      
        pending_dispatches(agent, dispatch_agent)

      


        Lists planned runnables that still need dispatch scheduling.



    


    
      
        pending_results(agent, dispatch_agent)

      


        Lists completed dispatch results that still need workflow application.



    


    
      
        planned_runnable_keys(agent)

      


        Returns runnable keys planned by the workflow thread.



    


    
      
        planned_runnables(agent)

      


        Returns planned runnable payloads in deterministic order.



    


    
      
        plugin_config(plugin_mod)

      


        Returns the configuration for a specific plugin.



    


    
      
        plugin_instances()

      


        Returns the list of plugin instances attached to this agent.



    


    
      
        plugin_routes()

      


        Returns the expanded and validated plugin routes.



    


    
      
        plugin_schedules()

      


        Returns the expanded plugin and agent schedules.



    


    
      
        plugin_specs()

      


        Returns the list of plugin specs attached to this agent.



    


    
      
        plugin_state(agent, plugin_mod)

      


        Returns the state slice for a specific plugin.



    


    
      
        plugins()

      


        Returns the list of plugin modules attached to this agent (deduplicated).



    


    
      
        put_checkpoint(storage, agent, opts \\ [])

      


        Stores the current workflow projection as a checkpoint for faster rebuilds.



    


    
      
        rebuild(storage, run_id)

      


        Rebuilds a workflow agent for one run from its durable run thread.



    


    
      
        schedule_pending_dispatches(storage, workflow_agent, dispatch_agent, opts \\ [])

      


        Schedules every planned runnable that is missing from the dispatch journal.



    


    
      
        schema()

      


        Returns the merged schema (base + plugin schemas).



    


    
      
        set(agent, attrs)

      


        Updates the agent's state by merging new attributes.



    


    
      
        signal_types()

      


        Returns all expanded route signal types from plugin routes.



    


    
      
        status(agent)

      


        Returns the workflow projection status.



    


    
      
        strategy()

      


        Returns the execution strategy module for this agent.



    


    
      
        strategy_opts()

      


        Returns the strategy options for this agent.



    


    
      
        strategy_snapshot(agent)

      


        Returns a stable, public view of the strategy's execution state.



    


    
      
        tags()

      


        Returns the agent's tags.



    


    
      
        validate(agent, opts \\ [])

      


        Validates the agent's state against its schema.



    


    
      
        vsn()

      


        Returns the agent's version.



    





      


      
        Types


        


  
    
      
    
    
      apply_many_update()



        
          
        

    

  


  

      

          @type apply_many_update() :: %{
  agent: Jido.Agent.t(),
  attempts: [SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()]
}


      



  



  
    
      
    
    
      apply_update()



        
          
        

    

  


  

      

          @type apply_update() :: %{
  agent: Jido.Agent.t(),
  attempt: SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()
}


      



  



  
    
      
    
    
      dispatch_schedule_update()



        
          
        

    

  


  

      

          @type dispatch_schedule_update() :: %{agent: Jido.Agent.t(), runnables: [map()]}


      



  



  
    
      
    
    
      run_id()



        
          
        

    

  


  

      

          @type run_id() :: String.t()


      



  



  
    
      
    
    
      storage_config()



        
          
        

    

  


  

      

          @type storage_config() :: SquidMesh.Runtime.Journal.storage_config()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      actions()



        
          
        

    

  


  

      

          @spec actions() :: [module()]


      


Returns the list of actions from all attached plugins.

  



  
    
      
    
    
      agent_id(run_id)



        
          
        

    

  


  

      

          @spec agent_id(run_id()) :: String.t()


      


Returns the stable Jido agent id for a workflow run.

  



  
    
      
    
    
      applied_runnable_keys(agent)



        
          
        

    

  


  

      

          @spec applied_runnable_keys(Jido.Agent.t()) :: MapSet.t(String.t())


      


Returns runnable keys whose dispatch results have been applied to the run.

  



    

  
    
      
    
    
      apply_pending_results(storage, workflow_agent, dispatch_agent, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_pending_results(
  storage_config(),
  Jido.Agent.t(),
  Jido.Agent.t(),
  keyword()
) ::
  {:ok, apply_many_update()} | {:error, term()}


      


Applies every completed dispatch result that is still pending for the workflow run.
This is the restart recovery boundary for lost live wakeups: both agents can be
rebuilt from durable journals, pending completed attempts can be derived again,
and each missing workflow application is appended to the run thread with the
current workflow-agent revision as the append fence.

  



    

  
    
      
    
    
      apply_result(storage, agent, attempt, opts \\ [])



        
          
        

    

  


  

      

          @spec apply_result(
  storage_config(),
  Jido.Agent.t(),
  SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t(),
  keyword()
) :: {:ok, apply_update()} | {:error, term()}


      


Records that a durable dispatch completion has been applied to the workflow run.
The dispatch attempt must be completed, belong to the workflow agent's run,
and reference a planned runnable that has not already been applied. Stale
workflow-agent callers race at the run-thread append boundary and receive
{:error, :conflict} from the journal.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: [atom()]


      


Returns the union of all capabilities from all mounted plugin instances.
Capabilities are atoms describing what the agent can do based on its
mounted plugins.
Example
MyAgent.capabilities()
# => [:messaging, :channel_management, :chat, :embeddings]

  



  
    
      
    
    
      category()



        
          
        

    

  


  

      

          @spec category() :: String.t() | nil


      


Returns the agent's category.

  



  
    
      
    
    
      cmd(agent, action)



        
          
        

    

  


  

      

          @spec cmd(Jido.Agent.t(), Jido.Agent.action()) :: Jido.Agent.cmd_result()


      


Execute actions against the agent: (agent, action) -> {agent, directives}
This is the core operation. Actions modify state and may perform required
work; directives are runtime-owned external effects.
Execution is delegated to the configured strategy (default: Direct).
Action Formats
	MyAction - Action module with no params
	{MyAction, %{param: 1}} - Action with params
	{MyAction, %{param: 1}, %{context: data}} - Action with params and context
	{MyAction, %{param: 1}, %{}, [timeout: 1000]} - Action with opts
	%Instruction{} - Full instruction struct
	[...] - List of any of the above (processed in sequence)

Options
The optional third argument opts is a keyword list merged into all instructions:
	:timeout - Maximum time (in ms) for each action to complete
	:max_retries - Maximum retry attempts on failure
	:backoff - Initial backoff time in ms (doubles with each retry)

Examples
{agent, directives} = SquidMesh.Runtime.WorkflowAgent.cmd(agent, MyAction)
{agent, directives} = SquidMesh.Runtime.WorkflowAgent.cmd(agent, {MyAction, %{value: 42}})
{agent, directives} = SquidMesh.Runtime.WorkflowAgent.cmd(agent, [Action1, Action2])

# With per-call options (merged into all instructions)
{agent, directives} = SquidMesh.Runtime.WorkflowAgent.cmd(agent, MyAction, timeout: 5000)

  



  
    
      
    
    
      cmd(agent, action, opts)



        
          
        

    

  


  

      

          @spec cmd(Jido.Agent.t(), Jido.Agent.action(), keyword()) :: Jido.Agent.cmd_result()


      



  



  
    
      
    
    
      description()



        
          
        

    

  


  

      

          @spec description() :: String.t() | nil


      


Returns the agent's description.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @spec name() :: String.t()


      


Returns the agent's name.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

      

          @spec new(keyword() | map()) :: Jido.Agent.t()


      


Creates a new agent with optional initial state.
The agent is fully initialized including strategy state. For the default
Direct strategy, this is a no-op. For custom strategies, any state
initialization is applied (but directives are only processed by AgentServer).
Examples
agent = SquidMesh.Runtime.WorkflowAgent.new()
agent = SquidMesh.Runtime.WorkflowAgent.new(id: "custom-id")
agent = SquidMesh.Runtime.WorkflowAgent.new(state: %{counter: 10})

  



  
    
      
    
    
      pending_dispatches(agent, dispatch_agent)



        
          
        

    

  


  

      

          @spec pending_dispatches(Jido.Agent.t(), Jido.Agent.t()) :: [map()]


      


Lists planned runnables that still need dispatch scheduling.

  



  
    
      
    
    
      pending_results(agent, dispatch_agent)



        
          
        

    

  


  

      

          @spec pending_results(Jido.Agent.t(), Jido.Agent.t()) :: [
  SquidMesh.Runtime.DispatchProtocol.ActionAttempt.t()
]


      


Lists completed dispatch results that still need workflow application.

  



  
    
      
    
    
      planned_runnable_keys(agent)



        
          
        

    

  


  

      

          @spec planned_runnable_keys(Jido.Agent.t()) :: [String.t()]


      


Returns runnable keys planned by the workflow thread.

  



  
    
      
    
    
      planned_runnables(agent)



        
          
        

    

  


  

      

          @spec planned_runnables(Jido.Agent.t()) :: [map()]


      


Returns planned runnable payloads in deterministic order.

  



  
    
      
    
    
      plugin_config(plugin_mod)



        
          
        

    

  


  

      

          @spec plugin_config(module() | {module(), atom()}) :: map() | nil


      


Returns the configuration for a specific plugin.
Accepts either a module or a {module, as_alias} tuple for multi-instance plugins.

  



  
    
      
    
    
      plugin_instances()



        
          
        

    

  


  

      

          @spec plugin_instances() :: [Jido.Plugin.Instance.t()]


      


Returns the list of plugin instances attached to this agent.

  



  
    
      
    
    
      plugin_routes()



        
          
        

    

  


  

      

          @spec plugin_routes() :: [{String.t(), module(), integer()}]


      


Returns the expanded and validated plugin routes.

  



  
    
      
    
    
      plugin_schedules()



        
          
        

    

  


  

      

          @spec plugin_schedules() :: [
  Jido.Plugin.Schedules.schedule_spec() | Jido.Agent.Schedules.schedule_spec()
]


      


Returns the expanded plugin and agent schedules.

  



  
    
      
    
    
      plugin_specs()



        
          
        

    

  


  

      

          @spec plugin_specs() :: [Jido.Plugin.Spec.t()]


      


Returns the list of plugin specs attached to this agent.

  



  
    
      
    
    
      plugin_state(agent, plugin_mod)



        
          
        

    

  


  

      

          @spec plugin_state(Jido.Agent.t(), module() | {module(), atom()}) :: map() | nil


      


Returns the state slice for a specific plugin.
Accepts either a module or a {module, as_alias} tuple for multi-instance plugins.

  



  
    
      
    
    
      plugins()



        
          
        

    

  


  

      

          @spec plugins() :: [module()]


      


Returns the list of plugin modules attached to this agent (deduplicated).
For multi-instance plugins, the module appears once regardless of how many
instances are mounted.
Example
MyAgent.plugins()
# => [MyApp.SlackPlugin, MyApp.OpenAIPlugin]

  



    

  
    
      
    
    
      put_checkpoint(storage, agent, opts \\ [])



        
          
        

    

  


  

      

          @spec put_checkpoint(storage_config(), Jido.Agent.t(), keyword()) ::
  :ok | {:error, term()}


      


Stores the current workflow projection as a checkpoint for faster rebuilds.

  



  
    
      
    
    
      rebuild(storage, run_id)



        
          
        

    

  


  

      

          @spec rebuild(storage_config(), run_id()) :: {:ok, Jido.Agent.t()} | {:error, term()}


      


Rebuilds a workflow agent for one run from its durable run thread.

  



    

  
    
      
    
    
      schedule_pending_dispatches(storage, workflow_agent, dispatch_agent, opts \\ [])



        
          
        

    

  


  

      

          @spec schedule_pending_dispatches(
  storage_config(),
  Jido.Agent.t(),
  Jido.Agent.t(),
  keyword()
) ::
  {:ok, dispatch_schedule_update()} | {:error, term()}


      


Schedules every planned runnable that is missing from the dispatch journal.
This is the restart recovery boundary for the crash window between durable
workflow planning and durable dispatch scheduling. The workflow agent derives
missing planned runnables from the run-thread projection, and the dispatch
agent appends their :attempt_scheduled entries with its current dispatch
thread revision as the append fence.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.schema() | keyword()


      


Returns the merged schema (base + plugin schemas).

  



  
    
      
    
    
      set(agent, attrs)



        
          
        

    

  


  

      

          @spec set(Jido.Agent.t(), map() | keyword()) :: Jido.Agent.agent_result()


      


Updates the agent's state by merging new attributes.
Uses deep merge semantics - nested maps are merged recursively.
Examples
{:ok, agent} = SquidMesh.Runtime.WorkflowAgent.set(agent, %{status: :running})
{:ok, agent} = SquidMesh.Runtime.WorkflowAgent.set(agent, counter: 5)

  



  
    
      
    
    
      signal_types()



        
          
        

    

  


  

      

          @spec signal_types() :: [String.t()]


      


Returns all expanded route signal types from plugin routes.
These are the fully-prefixed signal types that the agent can handle.
Example
MyAgent.signal_types()
# => ["slack.post", "slack.channels.list", "openai.chat"]

  



  
    
      
    
    
      status(agent)



        
          
        

    

  


  

      

          @spec status(Jido.Agent.t()) :: atom()


      


Returns the workflow projection status.

  



  
    
      
    
    
      strategy()



        
          
        

    

  


  

      

          @spec strategy() :: module()


      


Returns the execution strategy module for this agent.

  



  
    
      
    
    
      strategy_opts()



        
          
        

    

  


  

      

          @spec strategy_opts() :: keyword()


      


Returns the strategy options for this agent.

  



  
    
      
    
    
      strategy_snapshot(agent)



        
          
        

    

  


  

      

          @spec strategy_snapshot(Jido.Agent.t()) :: Jido.Agent.Strategy.Snapshot.t()


      


Returns a stable, public view of the strategy's execution state.
Use this instead of inspecting agent.state.__strategy__ directly.
Returns a Jido.Agent.Strategy.Snapshot struct with:
	status - Coarse execution status
	done? - Whether strategy reached terminal state
	result - Main output if any
	details - Additional strategy-specific metadata


  



  
    
      
    
    
      tags()



        
          
        

    

  


  

      

          @spec tags() :: [String.t()]


      


Returns the agent's tags.

  



    

  
    
      
    
    
      validate(agent, opts \\ [])



        
          
        

    

  


  

      

          @spec validate(
  Jido.Agent.t(),
  keyword()
) :: Jido.Agent.agent_result()


      


Validates the agent's state against its schema.
Options
	:strict - When true, only schema-defined fields are kept (default: false)

Examples
{:ok, agent} = SquidMesh.Runtime.WorkflowAgent.validate(agent)
{:ok, agent} = SquidMesh.Runtime.WorkflowAgent.validate(agent, strict: true)

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

      

          @spec vsn() :: String.t() | nil


      


Returns the agent's version.

  


        

      


  

    
SquidMesh.Runtime.WorkflowAgent.Projection 
    



      
Rebuildable workflow-agent projection over one run-thread journal.
Dispatch completion is not treated as workflow progress here. A runnable is
applied only after the run thread records :runnable_applied, preserving the
durable ordering between dispatch results and workflow state transitions.

      


      
        Summary


  
    Types
  


    
      
        anomaly()

      


    


    
      
        manual_state()

      


    


    
      
        string_set()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      anomaly()



        
          
        

    

  


  

      

          @type anomaly() :: %{
  :reason => atom(),
  :entry_type => atom(),
  optional(:child_run_id) => String.t(),
  optional(:runnable_key) => String.t(),
  optional(:run_id) => String.t(),
  optional(:step) => String.t()
}


      



  



  
    
      
    
    
      manual_state()



        
          
        

    

  


  

      

          @type manual_state() :: %{
  :step => String.t(),
  :kind => String.t(),
  :paused_at => DateTime.t(),
  :metadata => map(),
  optional(:deadline) => map()
}


      



  



  
    
      
    
    
      string_set()



        
          
        

    

  


  

      

          @type string_set() :: MapSet.t(String.t()) | %MapSet{map: term()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Runtime.WorkflowAgent.Projection{
  anomalies: [anomaly()],
  applied_at: %{optional(String.t()) => DateTime.t()},
  applied_execution_opts: %{optional(String.t()) => keyword()},
  applied_results: %{optional(String.t()) => map() | nil},
  applied_runnable_keys: string_set(),
  child_runs: [map()],
  command_history: [map()],
  context: map(),
  definition_fingerprint: String.t() | nil,
  definition_version: String.t() | nil,
  dynamic_work: [map()],
  input: map() | nil,
  manual_state: manual_state() | nil,
  planned_runnables: %{optional(String.t()) => map()},
  replayed_from_run_id: String.t() | nil,
  run_id: String.t() | nil,
  status: atom(),
  terminal_status: atom() | nil,
  trigger: String.t() | nil,
  workflow: String.t() | nil
}


      



  


        

      


  

    
SquidMesh.Step behaviour
    



      
Public contract for authoring native Squid Mesh workflow steps.
Native steps return Squid Mesh values and receive a SquidMesh.Step.Context.
The runtime adapts them into the internal Jido execution path, so authors do
not need to depend on Jido for the common workflow-step path.

      


      
        Summary


  
    Types
  


    
      
        result()

      


    


    
      
        schema()

      


    





  
    Callbacks
  


    
      
        run(input, context)

      


    





      


      
        Types


        


  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() ::
  {:ok, map()}
  | {:ok, map(), keyword()}
  | {:defer, term(), keyword()}
  | {:error, term()}
  | {:retry, term()}
  | {:retry, term(), keyword()}


      



  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @type schema() :: keyword(keyword())


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      run(input, context)



        
          
        

    

  


  

      

          @callback run(input :: map(), context :: SquidMesh.Step.Context.t()) :: result()


      



  


        

      


  

    
SquidMesh.Step.Action 
    



      
Internal Jido action adapter for native Squid Mesh steps.
Native step modules expose the public SquidMesh.Step contract. This adapter
preserves the runtime's Jido execution path by validating native input,
converting the Jido context into SquidMesh.Step.Context, normalizing native
return values, and validating native output before the workflow runtime
persists the result.

      


      
        Summary


  
    Functions
  


    
      
        __action_metadata__()

      


        Returns the Action metadata. Alias for to_json/0.



    


    
      
        category()

      


        Returns the category of the Action.



    


    
      
        description()

      


        Returns the description of the Action.



    


    
      
        name()

      


        Returns the name of the Action.



    


    
      
        on_after_run(result)

      


        Lifecycle hook called after Action execution.



    


    
      
        on_after_validate_output(output)

      


        Lifecycle hook called after output validation.



    


    
      
        on_after_validate_params(params)

      


        Lifecycle hook called after parameter validation.



    


    
      
        on_before_validate_output(output)

      


        Lifecycle hook called before output validation.



    


    
      
        on_before_validate_params(params)

      


        Lifecycle hook called before parameter validation.



    


    
      
        on_error(failed_params, error, context, opts)

      


        Lifecycle hook called when an error occurs.



    


    
      
        output_schema()

      


        Returns the output schema of the Action.



    


    
      
        run(params, context)

      


        Executes the Action with the given parameters and context.



    


    
      
        schema()

      


        Returns the input schema of the Action.



    


    
      
        tags()

      


        Returns the tags associated with the Action.



    


    
      
        to_json()

      


        Returns the Action metadata as a JSON-serializable map.



    


    
      
        to_tool()

      


        Converts the Action to an LLM-compatible tool format.



    


    
      
        validate_output(output)

      


        Validates the output result for the Action.



    


    
      
        validate_params(params)

      


        Validates the input parameters for the Action.



    


    
      
        vsn()

      


        Returns the version of the Action.



    





      


      
        Functions


        


  
    
      
    
    
      __action_metadata__()



        
          
        

    

  


  

Returns the Action metadata. Alias for to_json/0.

  



  
    
      
    
    
      category()



        
          
        

    

  


  

Returns the category of the Action.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

Returns the description of the Action.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

Returns the name of the Action.

  



  
    
      
    
    
      on_after_run(result)



        
          
        

    

  


  

Lifecycle hook called after Action execution.

  



  
    
      
    
    
      on_after_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called after output validation.

  



  
    
      
    
    
      on_after_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called after parameter validation.

  



  
    
      
    
    
      on_before_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called before output validation.

  



  
    
      
    
    
      on_before_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called before parameter validation.

  



  
    
      
    
    
      on_error(failed_params, error, context, opts)



        
          
        

    

  


  

Lifecycle hook called when an error occurs.

  



  
    
      
    
    
      output_schema()



        
          
        

    

  


  

Returns the output schema of the Action.

  



  
    
      
    
    
      run(params, context)



        
          
        

    

  


  

Executes the Action with the given parameters and context.
The run/2 function must be implemented in the module using Jido.Action.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the input schema of the Action.

  



  
    
      
    
    
      tags()



        
          
        

    

  


  

Returns the tags associated with the Action.

  



  
    
      
    
    
      to_json()



        
          
        

    

  


  

Returns the Action metadata as a JSON-serializable map.

  



  
    
      
    
    
      to_tool()



        
          
        

    

  


  

Converts the Action to an LLM-compatible tool format.

  



  
    
      
    
    
      validate_output(output)



        
          
        

    

  


  

      

          @spec validate_output(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the output result for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     output_schema: [
...>       result: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_output(%{result: "test", extra: "ignored"})
{:ok, %{result: "test", extra: "ignored"}}

iex> ExampleAction.validate_output(%{extra: "ignored"})
{:error, "Invalid output for Action: Required key :result not found"}

  



  
    
      
    
    
      validate_params(params)



        
          
        

    

  


  

      

          @spec validate_params(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the input parameters for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     schema: [
...>       input: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_params(%{input: "test"})
{:ok, %{input: "test"}}

iex> ExampleAction.validate_params(%{})
{:error, "Invalid parameters for Action: Required key :input not found"}

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

Returns the version of the Action.

  


        

      


  

    
SquidMesh.Step.Context 
    



      
Durable runtime context passed to native Squid Mesh steps.
The context intentionally exposes Squid Mesh concepts only. It gives steps the
current run identity, workflow module, step name, attempt number, and the
durable run state available before the current attempt started.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Step.Context{
  attempt: pos_integer() | nil,
  claim_id: String.t() | nil,
  idempotency_key: String.t() | nil,
  run_id: Ecto.UUID.t(),
  runnable_key: String.t() | nil,
  state: map(),
  step: atom(),
  workflow: module()
}


      



  


        

      


  

    
SquidMesh.Tools 
    



      
Public boundary for invoking external tools from workflow steps.
Tool adapters provide a stable integration layer for steps that need to talk
to external systems without leaking transport-specific response or error
shapes into workflow code.

      


      
        Summary


  
    Types
  


    
      
        adapter()

      


    


    
      
        context()

      


    


    
      
        invoke_error()

      


    


    
      
        request()

      


    





  
    Functions
  


    
      
        invoke(adapter, request, context \\ %{}, opts \\ [])

      


        Invokes a tool adapter through the shared contract.



    





      


      
        Types


        


  
    
      
    
    
      adapter()



        
          
        

    

  


  

      

          @type adapter() :: module()


      



  



  
    
      
    
    
      context()



        
          
        

    

  


  

      

          @type context() :: map()


      



  



  
    
      
    
    
      invoke_error()



        
          
        

    

  


  

      

          @type invoke_error() ::
  {:invalid_request, :expected_map}
  | {:invalid_context, :expected_map}
  | {:invalid_adapter, module()}


      



  



  
    
      
    
    
      request()



        
          
        

    

  


  

      

          @type request() :: map()


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      invoke(adapter, request, context \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec invoke(adapter(), request(), context(), keyword()) ::
  {:ok, SquidMesh.Tools.Result.t()} | {:error, SquidMesh.Tools.Error.t()}


      


Invokes a tool adapter through the shared contract.

  


        

      


  

    
SquidMesh.Tools.Adapter behaviour
    



      
Behaviour for Squid Mesh tool adapters.
Adapters receive a request map and a workflow context map, then return either
a normalized tool result or a normalized tool error.

      


      
        Summary


  
    Types
  


    
      
        context()

      


    


    
      
        request()

      


    





  
    Callbacks
  


    
      
        invoke(request, context, keyword)

      


    





      


      
        Types


        


  
    
      
    
    
      context()



        
          
        

    

  


  

      

          @type context() :: map()


      



  



  
    
      
    
    
      request()



        
          
        

    

  


  

      

          @type request() :: map()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      invoke(request, context, keyword)



        
          
        

    

  


  

      

          @callback invoke(request(), context(), keyword()) ::
  {:ok, SquidMesh.Tools.Result.t()} | {:error, SquidMesh.Tools.Error.t()}


      



  


        

      


  

    
SquidMesh.Tools.Error 
    



      
Normalized tool failure shape.

      


      
        Summary


  
    Types
  


    
      
        kind()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Builds a normalized tool error.



    


    
      
        to_map(error)

      


        Converts a tool error into a plain map suitable for step error payloads.



    





      


      
        Types


        


  
    
      
    
    
      kind()



        
          
        

    

  


  

      

          @type kind() ::
  :adapter_contract
  | :http
  | :invalid_context
  | :invalid_request
  | :timeout
  | :transport


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Tools.Error{
  adapter: module(),
  details: map(),
  kind: kind(),
  message: String.t(),
  retryable?: boolean()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(keyword()) :: t()


      


Builds a normalized tool error.

  



  
    
      
    
    
      to_map(error)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Converts a tool error into a plain map suitable for step error payloads.

  


        

      


  

    
SquidMesh.Tools.HTTP 
    



      
HTTP tool adapter backed by Req.

      


      
        Summary


  
    Types
  


    
      
        request()

      


    





      


      
        Types


        


  
    
      
    
    
      request()



        
          
        

    

  


  

      

          @type request() :: %{
  :method => atom(),
  :url => String.t(),
  optional(:body) => term(),
  optional(:headers) => keyword() | [{String.t(), String.t()}],
  optional(:json) => term(),
  optional(:params) => map(),
  optional(:timeout) => pos_integer()
}


      



  


        

      


  

    
SquidMesh.Tools.Result 
    



      
Normalized successful tool result.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Tools.Result{
  adapter: module(),
  metadata: map(),
  payload: map()
}


      



  


        

      


  

    
SquidMesh.Workflow 
    



      
Declarative workflow contract for Squid Mesh workflow modules.
Example
defmodule Billing.InvoiceReminder do
  use SquidMesh.Workflow

  workflow do
    trigger :invoice_delivery do
      manual()

      payload do
        field :account_id, :string
        field :invoice_id, :string
      end
    end

    step :load_invoice, Billing.Steps.LoadInvoice
    step :send_email, Billing.Steps.SendReminderEmail, retry: [max_attempts: 3]

    transition :load_invoice, on: :ok, to: :send_email
  end
end
The contract defined here captures workflow structure. Validation and runtime
execution behavior are added in subsequent slices.

      


      
        Summary


  
    Functions
  


    
      
        __before_compile__(env)

      


        Validates the collected workflow declarations and emits runtime accessors.



    


    
      
        __resolve_runtime_definition__(definition)

      


        Resolves late-bound runtime metadata for generated workflow definitions.



    


    
      
        __using__(opts)

      


        Injects the workflow DSL into a workflow module.



    


    
      
        resolve_spec_actions(spec, opts)

      


        Resolves runtime-authored :action step keys to host-approved modules.



    


    
      
        to_spec(workflow)

      


        Converts a compiled workflow module into Squid Mesh's normalized workflow spec.



    


    
      
        validate_spec(spec)

      


        Validates a normalized workflow spec without resolving workflow or step modules.



    


    
      
        validate_spec(spec, opts)

      


        Validates a normalized workflow spec after resolving host-approved action keys.



    





      


      
        Functions


        


  
    
      
    
    
      __before_compile__(env)


        (macro)


        
          
        

    

  


  

      

          @spec __before_compile__(Macro.Env.t()) :: Macro.t()


      


Validates the collected workflow declarations and emits runtime accessors.

  



  
    
      
    
    
      __resolve_runtime_definition__(definition)



        
          
        

    

  


  

      

          @spec __resolve_runtime_definition__(map()) :: map()


      


Resolves late-bound runtime metadata for generated workflow definitions.
Workflow modules store a compile-time definition, but step modules may expose
Squid Mesh step metadata that should be read when the workflow definition is
consumed. This keeps generated workflow modules small while preserving the
runtime contract used by dispatch and inspection.

  



  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

      

          @spec __using__(keyword()) :: Macro.t()


      


Injects the workflow DSL into a workflow module.

  



  
    
      
    
    
      resolve_spec_actions(spec, opts)



        
          
        

    

  


  

      

          @spec resolve_spec_actions(
  SquidMesh.Workflow.Spec.t() | map() | term(),
  keyword()
) ::
  {:ok, SquidMesh.Workflow.Spec.t() | map()}
  | {:error, {:invalid_workflow_spec, [map()]}}


      


Resolves runtime-authored :action step keys to host-approved modules.

  



  
    
      
    
    
      to_spec(workflow)



        
          
        

    

  


  

      

          @spec to_spec(module()) ::
  {:ok, SquidMesh.Workflow.Spec.t()}
  | {:error, SquidMesh.Workflow.Definition.load_error()}


      


Converts a compiled workflow module into Squid Mesh's normalized workflow spec.

  



  
    
      
    
    
      validate_spec(spec)



        
          
        

    

  


  

      

          @spec validate_spec(SquidMesh.Workflow.Spec.t() | map() | term()) ::
  :ok | {:error, {:invalid_workflow_spec, [map()]}}


      


Validates a normalized workflow spec without resolving workflow or step modules.
This validates the structural contract used by Squid Mesh planner state. It
does not prove that arbitrary module atoms are owned by the host application
or executable as runtime-authored workflow code.

  



  
    
      
    
    
      validate_spec(spec, opts)



        
          
        

    

  


  

      

          @spec validate_spec(
  SquidMesh.Workflow.Spec.t() | map() | term(),
  keyword()
) :: :ok | {:error, {:invalid_workflow_spec, [map()]}}


      


Validates a normalized workflow spec after resolving host-approved action keys.
Runtime-authored specs can use stable :action keys instead of raw module
atoms when the host provides an :action_registry. Module-authored workflow
specs without action keys keep using the normal validation path.

  


        

      


  

    
SquidMesh.Workflow.ActionRegistry 
    



      
Host-owned trust boundary for runtime-authored workflow actions.
Runtime-authored specs should reference stable action keys rather than raw
module atoms. The host application owns the registry and maps those keys to
approved SquidMesh.Step or explicit Jido.Action modules before a spec can
be activated.

      


      
        Summary


  
    Types
  


    
      
        action_key()

      


    


    
      
        action_validation_error()

      


    


    
      
        registry()

      


    


    
      
        registry_entry()

      


    


    
      
        validation_error()

      


    





  
    Functions
  


    
      
        resolve_spec(spec, registry)

      


        Resolves :action step keys in a workflow spec to approved executable modules.



    


    
      
        validate_spec(spec, registry)

      


        Resolves action keys and validates the resulting executable spec shape.



    





      


      
        Types


        


  
    
      
    
    
      action_key()



        
          
        

    

  


  

      

          @type action_key() :: atom() | String.t()


      



  



  
    
      
    
    
      action_validation_error()



        
          
        

    

  


  

      

          @type action_validation_error() ::
  :missing_action_key
  | :invalid_action_key
  | :unknown_action_key
  | :disabled_action_key
  | :incompatible_action_module


      



  



  
    
      
    
    
      registry()



        
          
        

    

  


  

      

          @type registry() ::
  %{optional(action_key()) => registry_entry()} | keyword(registry_entry())


      



  



  
    
      
    
    
      registry_entry()



        
          
        

    

  


  

      

          @type registry_entry() ::
  module()
  | keyword()
  | %{optional(:module) => module(), optional(:enabled?) => boolean()}
  | %{optional(String.t()) => term()}


      



  



  
    
      
    
    
      validation_error()



        
          
        

    

  


  

      

          @type validation_error() :: SquidMesh.Workflow.Spec.validation_error()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      resolve_spec(spec, registry)



        
          
        

    

  


  

      

          @spec resolve_spec(SquidMesh.Workflow.Spec.t() | map() | term(), registry()) ::
  {:ok, SquidMesh.Workflow.Spec.t() | map()}
  | {:error, {:invalid_workflow_spec, [validation_error()]}}


      


Resolves :action step keys in a workflow spec to approved executable modules.
The resolved spec preserves the stable action key in both :action and step
:metadata so later planner and inspection surfaces can expose identity
without trusting user-provided module values.

  



  
    
      
    
    
      validate_spec(spec, registry)



        
          
        

    

  


  

      

          @spec validate_spec(SquidMesh.Workflow.Spec.t() | map() | term(), registry()) ::
  :ok | {:error, {:invalid_workflow_spec, [validation_error()]}}


      


Resolves action keys and validates the resulting executable spec shape.

  


        

      


  

    
SquidMesh.Workflow.Definition 
    



      
Runtime-facing representation of a compiled workflow definition.
SquidMesh.Workflow builds the declarative DSL at compile time. This module
loads the compiled definition and applies the runtime operations needed for
run creation, payload resolution, and persistence serialization.

      


      
        Summary


  
    Types
  


    
      
        built_in_step_kind()

      


    


    
      
        dependency_progress()

      


    


    
      
        dependency_step_status()

      


    


    
      
        failure_recovery()

      


    


    
      
        failure_recovery_strategy()

      


    


    
      
        inspect_step()

      


    


    
      
        inspect_step_status()

      


    


    
      
        load_error()

      


    


    
      
        payload_contract()

      


    


    
      
        payload_error_details()

      


    


    
      
        payload_field()

      


    


    
      
        recovery_policy()

      


    


    
      
        retry()

      


    


    
      
        step()

      


    


    
      
        step_input_mapping()

      


    


    
      
        step_output_mapping()

      


    


    
      
        step_transaction_boundary()

      


    


    
      
        t()

      


    


    
      
        transition()

      


    


    
      
        transition_condition()

      


    


    
      
        transition_outcome()

      


    


    
      
        transition_target()

      


    


    
      
        trigger()

      


    


    
      
        trigger_error()

      


    


    
      
        trigger_type()

      


    





  
    Functions
  


    
      
        apply_output_mapping(definition, step_name, output)

      


        Applies the declared output mapping for one step result.



    


    
      
        approval_transition_targets(definition, step_name)

      


        Resolves the success and rejection targets for an approval step.



    


    
      
        compatibility_metadata(definition, persisted)

      


        Builds structured metadata for persisted/current workflow definition drift.



    


    
      
        default_trigger(definition)

      


        Returns the default trigger for the workflow definition.



    


    
      
        dependency_mode?(definition)

      


        Returns true when the workflow uses dependency-based step progression.



    


    
      
        dependency_progress(definition, step_statuses)

      


        Resolves dependency-mode progress from persisted per-step state.



    


    
      
        deserialize_payload(definition, payload)

      


        Deserializes persisted payload keys back to declared workflow field names.



    


    
      
        deserialize_step(definition, step_name)

      


        Deserializes a persisted step name back to the declared workflow step.



    


    
      
        deserialize_trigger(definition, trigger_name)

      


        Deserializes a persisted trigger name back to the declared workflow trigger.



    


    
      
        entry_step(definition)

      


        Returns the workflow entry step.



    


    
      
        entry_steps(definition)

      


        Returns the workflow entry steps in semantic execution order.



    


    
      
        failure_recovery(definition, from_step)

      


        Returns the explicit failure recovery route for a step when one was declared.



    


    
      
        fingerprint(definition)

      


        Returns a stable fingerprint for runtime-significant workflow semantics.



    


    
      
        incompatible_definition_error(definition, persisted)

      


        Builds the structured non-retryable runtime error for definition drift.



    


    
      
        initial_step(definition)

      


        Returns the first step scheduled when a run starts.



    


    
      
        inspect_steps(definition, step_statuses \\ %{})

      


        Builds the public per-step inspection view from declared steps and persisted
step statuses.



    


    
      
        load(workflow)

      


        Loads a compiled workflow definition from a workflow module.



    


    
      
        load_serialized(workflow_name)

      


        Loads a workflow definition from its persisted module name.



    


    
      
        next_step_after_success(definition, from_step, completed_steps)

      


        Resolves the next step after a successful execution.



    


    
      
        resolve_payload(definition, payload)

      


        Resolves payload defaults and validates the final payload for a new run.



    


    
      
        resolve_trigger(definition, trigger_name)

      


        Resolves one named trigger from the workflow definition.



    


    
      
        serialize_step(step)

      


        Serializes a step identifier for persistence.



    


    
      
        serialize_trigger(trigger)

      


        Serializes a trigger identifier for persistence.



    


    
      
        serialize_workflow(workflow)

      


        Serializes a workflow module name for persistence.



    


    
      
        step(definition, step_name)

      


        Fetches one declared workflow step by name.



    


    
      
        step_compensation_callback(definition, step_name)

      


        Returns the compensation callback for one declared step, if any.



    


    
      
        step_input_mapping(definition, step_name)

      


        Returns the explicit input mapping for one declared step, if any.



    


    
      
        step_output_mapping(definition, step_name)

      


        Returns the explicit output mapping key for one declared step, if any.



    


    
      
        step_recovery_policy(definition, step_name)

      


        Returns the recovery policy for one declared step.



    


    
      
        step_transaction_boundary(definition, step_name)

      


        Returns the local transaction boundary for one declared step, if any.



    


    
      
        transition(definition, from_step, outcome)

      


        Resolves the full transition metadata for one step outcome.



    


    
      
        transition(definition, from_step, outcome, context)

      


        Resolves the selected transition metadata for one step outcome and context.



    


    
      
        transition_target(definition, from_step, outcome)

      


        Resolves the transition target for a step outcome.



    


    
      
        transition_target(definition, from_step, outcome, context)

      


        Resolves the transition target for a step outcome using accumulated context.



    


    
      
        trigger(definition, trigger_name)

      


        Fetches one declared workflow trigger by name.



    


    
      
        unsafe_replay_steps(definition, completed_steps)

      


        Returns completed steps whose recovery policy makes replay unsafe by default.



    


    
      
        validate_payload(definition, payload)

      


        Validates a payload map against the workflow payload contract.



    





      


      
        Types


        


  
    
      
    
    
      built_in_step_kind()



        
          
        

    

  


  

      

          @type built_in_step_kind() :: :wait | :log | :pause | :approval


      



  



  
    
      
    
    
      dependency_progress()



        
          
        

    

  


  

      

          @type dependency_progress() ::
  :complete
  | {:dispatch, [atom()]}
  | {:wait, [atom()]}
  | {:error, {:no_runnable_step, [atom()]}}


      



  



  
    
      
    
    
      dependency_step_status()



        
          
        

    

  


  

      

          @type dependency_step_status() :: :pending | :running | :completed | :failed


      



  



  
    
      
    
    
      failure_recovery()



        
          
        

    

  


  

      

          @type failure_recovery() :: %{
  strategy: failure_recovery_strategy(),
  target: transition_target() | String.t()
}


      



  



  
    
      
    
    
      failure_recovery_strategy()



        
          
        

    

  


  

      

          @type failure_recovery_strategy() :: :compensation | :undo


      



  



  
    
      
    
    
      inspect_step()



        
          
        

    

  


  

      

          @type inspect_step() :: %{
  step: atom(),
  depends_on: [atom()],
  status: inspect_step_status(),
  recovery: recovery_policy()
}


      



  



  
    
      
    
    
      inspect_step_status()



        
          
        

    

  


  

      

          @type inspect_step_status() :: dependency_step_status() | :waiting


      



  



  
    
      
    
    
      load_error()



        
          
        

    

  


  

      

          @type load_error() :: {:invalid_workflow, module() | String.t()}


      



  



  
    
      
    
    
      payload_contract()



        
          
        

    

  


  

      

          @type payload_contract() :: t() | trigger()


      



  



  
    
      
    
    
      payload_error_details()



        
          
        

    

  


  

      

          @type payload_error_details() :: %{
  optional(:missing_fields) => [atom()],
  optional(:unknown_fields) => [atom() | String.t()],
  optional(:invalid_types) => %{optional(atom()) => atom()}
}


      



  



  
    
      
    
    
      payload_field()



        
          
        

    

  


  

      

          @type payload_field() :: %{name: atom(), type: atom(), opts: keyword()}


      



  



  
    
      
    
    
      recovery_policy()



        
          
        

    

  


  

      

          @type recovery_policy() :: %{
  optional(:compensation) => map(),
  optional(:failure) => failure_recovery(),
  irreversible?: boolean(),
  compensatable?: boolean(),
  recovery: :automatic | :manual_intervention,
  replay: :allowed | :manual_review_required
}


      



  



  
    
      
    
    
      retry()



        
          
        

    

  


  

      

          @type retry() :: %{step: atom(), opts: keyword()}


      



  



  
    
      
    
    
      step()



        
          
        

    

  


  

      

          @type step() :: %{
  name: atom(),
  module: module() | built_in_step_kind(),
  opts: keyword()
}


      



  



  
    
      
    
    
      step_input_mapping()



        
          
        

    

  


  

      

          @type step_input_mapping() :: [atom()] | keyword([atom()])


      



  



  
    
      
    
    
      step_output_mapping()



        
          
        

    

  


  

      

          @type step_output_mapping() :: atom()


      



  



  
    
      
    
    
      step_transaction_boundary()



        
          
        

    

  


  

      

          @type step_transaction_boundary() :: :repo


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  definition_version: String.t() | nil,
  triggers: [trigger()],
  payload: [payload_field()],
  steps: [step()],
  transitions: [transition()],
  retries: [retry()],
  entry_steps: [atom()],
  initial_step: atom(),
  entry_step: atom() | nil
}


      



  



  
    
      
    
    
      transition()



        
          
        

    

  


  

      

          @type transition() :: %{
  :from => atom(),
  :on => transition_outcome(),
  :to => transition_target(),
  optional(:condition) => transition_condition(),
  optional(:recovery) => failure_recovery_strategy()
}


      



  



  
    
      
    
    
      transition_condition()



        
          
        

    

  


  

      

          @type transition_condition() :: SquidMesh.Workflow.TransitionCondition.t()


      



  



  
    
      
    
    
      transition_outcome()



        
          
        

    

  


  

      

          @type transition_outcome() :: :ok | :error


      



  



  
    
      
    
    
      transition_target()



        
          
        

    

  


  

      

          @type transition_target() :: atom() | :complete


      



  



  
    
      
    
    
      trigger()



        
          
        

    

  


  

      

          @type trigger() :: %{
  name: atom(),
  type: trigger_type(),
  config: map(),
  payload: [payload_field()]
}


      



  



  
    
      
    
    
      trigger_error()



        
          
        

    

  


  

      

          @type trigger_error() :: {:invalid_trigger, atom() | String.t()}


      



  



  
    
      
    
    
      trigger_type()



        
          
        

    

  


  

      

          @type trigger_type() :: :manual | :cron


      



  


        

      

      
        Functions


        


  
    
      
    
    
      apply_output_mapping(definition, step_name, output)



        
          
        

    

  


  

      

          @spec apply_output_mapping(t(), atom(), map()) ::
  {:ok, map()} | {:error, {:unknown_step, atom()}}


      


Applies the declared output mapping for one step result.

  



  
    
      
    
    
      approval_transition_targets(definition, step_name)



        
          
        

    

  


  

      

          @spec approval_transition_targets(t(), atom()) ::
  {:ok, %{ok: transition_target(), error: transition_target()}}
  | {:error, {:unknown_transition, atom(), atom()}}


      


Resolves the success and rejection targets for an approval step.

  



  
    
      
    
    
      compatibility_metadata(definition, persisted)



        
          
        

    

  


  

      

          @spec compatibility_metadata(t(), map()) :: map()


      


Builds structured metadata for persisted/current workflow definition drift.

  



  
    
      
    
    
      default_trigger(definition)



        
          
        

    

  


  

      

          @spec default_trigger(t()) :: atom()


      


Returns the default trigger for the workflow definition.

  



  
    
      
    
    
      dependency_mode?(definition)



        
          
        

    

  


  

      

          @spec dependency_mode?(t()) :: boolean()


      


Returns true when the workflow uses dependency-based step progression.

  



  
    
      
    
    
      dependency_progress(definition, step_statuses)



        
          
        

    

  


  

      

          @spec dependency_progress(
  t(),
  %{optional(atom() | String.t()) => dependency_step_status() | String.t()}
) :: dependency_progress()


      


Resolves dependency-mode progress from persisted per-step state.
Ready steps are scheduled breadth-first by dependency phase so newly unlocked
descendants do not bypass incomplete root or sibling steps.

  



  
    
      
    
    
      deserialize_payload(definition, payload)



        
          
        

    

  


  

      

          @spec deserialize_payload(t() | nil, map()) :: map()


      


Deserializes persisted payload keys back to declared workflow field names.

  



  
    
      
    
    
      deserialize_step(definition, step_name)



        
          
        

    

  


  

      

          @spec deserialize_step(t() | nil, String.t() | nil) :: atom() | String.t() | nil


      


Deserializes a persisted step name back to the declared workflow step.

  



  
    
      
    
    
      deserialize_trigger(definition, trigger_name)



        
          
        

    

  


  

      

          @spec deserialize_trigger(t() | nil, String.t() | nil) :: atom() | String.t() | nil


      


Deserializes a persisted trigger name back to the declared workflow trigger.

  



  
    
      
    
    
      entry_step(definition)



        
          
        

    

  


  

      

          @spec entry_step(t()) :: atom() | nil


      


Returns the workflow entry step.

  



  
    
      
    
    
      entry_steps(definition)



        
          
        

    

  


  

      

          @spec entry_steps(t()) :: [atom()]


      


Returns the workflow entry steps in semantic execution order.

  



  
    
      
    
    
      failure_recovery(definition, from_step)



        
          
        

    

  


  

      

          @spec failure_recovery(t(), atom()) ::
  {:ok, failure_recovery() | nil}
  | {:error, {:unknown_transition, atom(), atom()}}


      


Returns the explicit failure recovery route for a step when one was declared.

  



  
    
      
    
    
      fingerprint(definition)



        
          
        

    

  


  

      

          @spec fingerprint(t()) :: String.t()


      


Returns a stable fingerprint for runtime-significant workflow semantics.
Journal-backed execution stores this value at start so later runtime workers can
reject stale attempts when a deploy changes step modules, transitions,
mappings, dependency declarations, or retry policy for already-planned work.

  



  
    
      
    
    
      incompatible_definition_error(definition, persisted)



        
          
        

    

  


  

      

          @spec incompatible_definition_error(t(), map()) :: map()


      


Builds the structured non-retryable runtime error for definition drift.

  



  
    
      
    
    
      initial_step(definition)



        
          
        

    

  


  

      

          @spec initial_step(t()) :: atom()


      


Returns the first step scheduled when a run starts.

  



    

  
    
      
    
    
      inspect_steps(definition, step_statuses \\ %{})



        
          
        

    

  


  

      

          @spec inspect_steps(
  t(),
  %{
    optional(atom() | String.t()) =>
      dependency_step_status() | inspect_step_status()
  }
) :: [inspect_step()]


      


Builds the public per-step inspection view from declared steps and persisted
step statuses.

  



  
    
      
    
    
      load(workflow)



        
          
        

    

  


  

      

          @spec load(module()) :: {:ok, t()} | {:error, load_error()}


      


Loads a compiled workflow definition from a workflow module.

  



  
    
      
    
    
      load_serialized(workflow_name)



        
          
        

    

  


  

      

          @spec load_serialized(String.t()) :: {:ok, module(), t()} | {:error, load_error()}


      


Loads a workflow definition from its persisted module name.

  



  
    
      
    
    
      next_step_after_success(definition, from_step, completed_steps)



        
          
        

    

  


  

      

          @spec next_step_after_success(t(), atom(), [atom() | String.t()]) ::
  {:ok, transition_target()}
  | {:error, {:no_runnable_step, [atom()]}}
  | {:error, {:unknown_transition, atom(), atom()}}


      


Resolves the next step after a successful execution.

  



  
    
      
    
    
      resolve_payload(definition, payload)



        
          
        

    

  


  

      

          @spec resolve_payload(payload_contract(), map()) ::
  {:ok, map()} | {:error, {:invalid_payload, payload_error_details()}}


      


Resolves payload defaults and validates the final payload for a new run.

  



  
    
      
    
    
      resolve_trigger(definition, trigger_name)



        
          
        

    

  


  

      

          @spec resolve_trigger(t(), atom()) :: {:ok, atom()} | {:error, trigger_error()}


      


Resolves one named trigger from the workflow definition.

  



  
    
      
    
    
      serialize_step(step)



        
          
        

    

  


  

      

          @spec serialize_step(atom() | String.t() | nil) :: String.t() | nil


      


Serializes a step identifier for persistence.

  



  
    
      
    
    
      serialize_trigger(trigger)



        
          
        

    

  


  

      

          @spec serialize_trigger(atom() | String.t() | nil) :: String.t() | nil


      


Serializes a trigger identifier for persistence.

  



  
    
      
    
    
      serialize_workflow(workflow)



        
          
        

    

  


  

      

          @spec serialize_workflow(module()) :: String.t()


      


Serializes a workflow module name for persistence.

  



  
    
      
    
    
      step(definition, step_name)



        
          
        

    

  


  

      

          @spec step(t(), atom()) :: {:ok, step()} | {:error, {:unknown_step, atom()}}


      


Fetches one declared workflow step by name.

  



  
    
      
    
    
      step_compensation_callback(definition, step_name)



        
          
        

    

  


  

      

          @spec step_compensation_callback(t(), atom()) ::
  {:ok, module() | nil} | {:error, {:unknown_step, atom()}}


      


Returns the compensation callback for one declared step, if any.
A callback means the step's completed side effect is reversible by a host
application action. The runtime uses it only during saga rollback after a
downstream terminal failure, never as a same-step fallback.

  



  
    
      
    
    
      step_input_mapping(definition, step_name)



        
          
        

    

  


  

      

          @spec step_input_mapping(t(), atom()) ::
  {:ok, step_input_mapping() | nil} | {:error, {:unknown_step, atom()}}


      


Returns the explicit input mapping for one declared step, if any.

  



  
    
      
    
    
      step_output_mapping(definition, step_name)



        
          
        

    

  


  

      

          @spec step_output_mapping(t(), atom()) ::
  {:ok, step_output_mapping() | nil} | {:error, {:unknown_step, atom()}}


      


Returns the explicit output mapping key for one declared step, if any.

  



  
    
      
    
    
      step_recovery_policy(definition, step_name)



        
          
        

    

  


  

      

          @spec step_recovery_policy(t(), atom()) ::
  {:ok, recovery_policy()} | {:error, {:unknown_step, atom()}}


      


Returns the recovery policy for one declared step.
Irreversible steps are always treated as non-compensatable. Steps marked
compensatable: false keep their reversibility marker but still require
explicit operator review before replay.

  



  
    
      
    
    
      step_transaction_boundary(definition, step_name)



        
          
        

    

  


  

      

          @spec step_transaction_boundary(t(), atom()) ::
  {:ok, step_transaction_boundary() | nil} | {:error, {:unknown_step, atom()}}


      


Returns the local transaction boundary for one declared step, if any.
:repo wraps only the host action execution in the configured Ecto repo
transaction. Squid Mesh persists attempt, step, and run progression in its
normal durable phase after the action returns.

  



  
    
      
    
    
      transition(definition, from_step, outcome)



        
          
        

    

  


  

      

          @spec transition(t(), atom(), transition_outcome()) ::
  {:ok, transition()} | {:error, {:unknown_transition, atom(), atom()}}


      


Resolves the full transition metadata for one step outcome.

  



  
    
      
    
    
      transition(definition, from_step, outcome, context)



        
          
        

    

  


  

      

          @spec transition(t(), atom(), transition_outcome(), map()) ::
  {:ok, transition()}
  | {:error,
     {:unknown_transition, atom(), atom()}
     | {:no_matching_transition, atom(), atom()}}


      


Resolves the selected transition metadata for one step outcome and context.

  



  
    
      
    
    
      transition_target(definition, from_step, outcome)



        
          
        

    

  


  

      

          @spec transition_target(t(), atom(), transition_outcome()) ::
  {:ok, transition_target()} | {:error, {:unknown_transition, atom(), atom()}}


      


Resolves the transition target for a step outcome.

  



  
    
      
    
    
      transition_target(definition, from_step, outcome, context)



        
          
        

    

  


  

      

          @spec transition_target(t(), atom(), transition_outcome(), map()) ::
  {:ok, transition_target()}
  | {:error,
     {:unknown_transition, atom(), atom()}
     | {:no_matching_transition, atom(), atom()}}


      


Resolves the transition target for a step outcome using accumulated context.

  



  
    
      
    
    
      trigger(definition, trigger_name)



        
          
        

    

  


  

      

          @spec trigger(t(), atom()) :: {:ok, trigger()} | {:error, trigger_error()}


      


Fetches one declared workflow trigger by name.

  



  
    
      
    
    
      unsafe_replay_steps(definition, completed_steps)



        
          
        

    

  


  

      

          @spec unsafe_replay_steps(t(), [
  atom() | String.t() | {atom() | String.t(), map() | nil}
]) :: [map()]


      


Returns completed steps whose recovery policy makes replay unsafe by default.

  



  
    
      
    
    
      validate_payload(definition, payload)



        
          
        

    

  


  

      

          @spec validate_payload(payload_contract(), map()) ::
  :ok | {:error, {:invalid_payload, payload_error_details()}}


      


Validates a payload map against the workflow payload contract.

  


        

      


  

    
SquidMesh.Workflow.Dsl 
    



      
Spark DSL wrapper for Squid Mesh workflow declarations.
This module installs the Squid Mesh Spark extension used by use SquidMesh.Workflow. Keeping the wrapper small lets the public workflow module
focus on compiling validated definitions while Spark owns the declaration
metadata.
Options
	:extensions (list of module that adopts Spark.Dsl.Extension) - A list of DSL extensions to add to the Spark.Dsl

	:otp_app (atom/0) - The otp_app to use for any application configurable options

	:fragments (list of module/0) - Fragments to include in the Spark.Dsl. See the fragments guide for more.



      




  

    
SquidMesh.Workflow.EditorSpec 
    



      
JSON-safe workflow spec projection for visual editors.
This module keeps editor round-trips on the data side of the boundary. It does
not load workflow modules, create atoms from input, resolve editor input into
modules, or start runs. Runtime execution of validated specs remains a
separate boundary.

      


      
        Summary


  
    Types
  


    
      
        diff_map()

      


    


    
      
        editor_map()

      


    


    
      
        validation_error()

      


    


    
      
        validation_opts()

      


    





  
    Functions
  


    
      
        diff(source, draft)

      


        Compares a source workflow spec with an edited JSON-safe draft.



    


    
      
        diff(source, draft, opts)

      


        Compares a source workflow spec with an edited draft after option-aware validation.



    


    
      
        preview_graph(spec)

      


        Builds a draft graph preview from a JSON-safe editor spec map.



    


    
      
        preview_graph(spec, opts)

      


        Builds a draft graph preview after option-aware editor validation.



    


    
      
        to_map(spec)

      


        Converts a normalized workflow spec into a JSON-safe editor map.



    


    
      
        validate_map(value)

      


        Validates an editor spec map without starting a run.



    


    
      
        validate_map(map, opts)

      


        Validates an editor spec map with optional host-owned action validation.



    





      


      
        Types


        


  
    
      
    
    
      diff_map()



        
          
        

    

  


  

      

          @type diff_map() :: %{required(String.t()) => term()}


      



  



  
    
      
    
    
      editor_map()



        
          
        

    

  


  

      

          @type editor_map() :: %{required(String.t()) => term()}


      



  



  
    
      
    
    
      validation_error()



        
          
        

    

  


  

      

          @type validation_error() :: %{
  path: [atom() | non_neg_integer()],
  code: atom(),
  message: String.t(),
  details: map()
}


      



  



  
    
      
    
    
      validation_opts()



        
          
        

    

  


  

      

          @type validation_opts() :: [
  {:action_registry, SquidMesh.Workflow.ActionRegistry.registry()}
]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      diff(source, draft)



        
          
        

    

  


  

      

          @spec diff(SquidMesh.Workflow.Spec.t() | map(), SquidMesh.Workflow.Spec.t() | map()) ::
  {:ok, diff_map()}
  | {:error, {:invalid_workflow_editor_spec, [validation_error()]}}


      


Compares a source workflow spec with an edited JSON-safe draft.
The result is JSON-safe and reports added, removed, and changed preview nodes
and edges. Both inputs stay on the editor side of the boundary: this validates
and previews data, but does not resolve draft specs into runtime definitions
or start runs.

  



  
    
      
    
    
      diff(source, draft, opts)



        
          
        

    

  


  

      

          @spec diff(
  SquidMesh.Workflow.Spec.t() | map(),
  SquidMesh.Workflow.Spec.t() | map(),
  validation_opts()
) ::
  {:ok, diff_map()}
  | {:error, {:invalid_workflow_editor_spec, [validation_error()]}}


      


Compares a source workflow spec with an edited draft after option-aware validation.
Pass :action_registry when either side contains runtime-authored top-level
action keys that must stay inside the host allowlist.

  



  
    
      
    
    
      preview_graph(spec)



        
          
        

    

  


  

      

          @spec preview_graph(SquidMesh.Workflow.Spec.t() | map()) ::
  {:ok, editor_map()}
  | {:error, {:invalid_workflow_editor_spec, [validation_error()]}}


      


Builds a draft graph preview from a JSON-safe editor spec map.

  



  
    
      
    
    
      preview_graph(spec, opts)



        
          
        

    

  


  

      

          @spec preview_graph(SquidMesh.Workflow.Spec.t() | map(), validation_opts()) ::
  {:ok, editor_map()}
  | {:error, {:invalid_workflow_editor_spec, [validation_error()]}}


      


Builds a draft graph preview after option-aware editor validation.
Pass :action_registry to reject unapproved top-level action keys before the
graph is returned.

  



  
    
      
    
    
      to_map(spec)



        
          
        

    

  


  

      

          @spec to_map(SquidMesh.Workflow.Spec.t() | map()) :: editor_map()


      


Converts a normalized workflow spec into a JSON-safe editor map.
The projection keeps only editor-owned fields and serializes atoms, module
atoms, keyword lists, nested maps, and lists into JSON-compatible values.

  



  
    
      
    
    
      validate_map(value)



        
          
        

    

  


  

      

          @spec validate_map(term()) ::
  :ok | {:error, {:invalid_workflow_editor_spec, [validation_error()]}}


      


Validates an editor spec map without starting a run.
Without :action_registry, validation stays structural and does not load
workflow modules. When :action_registry is supplied, editor-owned top-level
action keys are checked against the host allowlist before the draft can be
previewed or accepted.

  



  
    
      
    
    
      validate_map(map, opts)



        
          
        

    

  


  

      

          @spec validate_map(term(), validation_opts()) ::
  :ok | {:error, {:invalid_workflow_editor_spec, [validation_error()]}}


      


Validates an editor spec map with optional host-owned action validation.
Pass :action_registry when editor-owned top-level action keys should be
checked against the same allowlist used by runtime-authored spec activation.

  


        

      


  

    
SquidMesh.Workflow.Info 
    



      
Read helpers for compiled Squid Mesh workflow Spark metadata.
The runtime still exposes workflow_definition/0 for durable execution, while
this module gives tests, tooling, and planner adapters direct access to the
normalized workflow specification produced by the workflow DSL.

      


      
        Summary


  
    Functions
  


    
      
        definition_version(workflow)

      


        Returns the optional workflow definition version.



    


    
      
        fetch_spec(workflow)

      


        Fetches the normalized workflow spec.



    


    
      
        payload(workflow)

      


        Returns the merged workflow payload contract.



    


    
      
        retries(workflow)

      


        Returns normalized retry policies.



    


    
      
        spec(workflow)

      


        Returns the normalized, serializable workflow spec.



    


    
      
        steps(workflow)

      


        Returns Spark step entities with runtime-resolved native step metadata.



    


    
      
        transitions(workflow)

      


        Returns normalized workflow transitions.



    


    
      
        triggers(workflow)

      


        Returns normalized workflow triggers.



    





      


      
        Functions


        


  
    
      
    
    
      definition_version(workflow)



        
          
        

    

  


  

      

          @spec definition_version(module()) :: String.t() | nil


      


Returns the optional workflow definition version.

  



  
    
      
    
    
      fetch_spec(workflow)



        
          
        

    

  


  

      

          @spec fetch_spec(module()) ::
  {:ok, SquidMesh.Workflow.Spec.t()}
  | {:error, SquidMesh.Workflow.Definition.load_error()}


      


Fetches the normalized workflow spec.

  



  
    
      
    
    
      payload(workflow)



        
          
        

    

  


  

      

          @spec payload(module()) :: [SquidMesh.Workflow.Definition.payload_field()]


      


Returns the merged workflow payload contract.

  



  
    
      
    
    
      retries(workflow)



        
          
        

    

  


  

      

          @spec retries(module()) :: [SquidMesh.Workflow.Definition.retry()]


      


Returns normalized retry policies.

  



  
    
      
    
    
      spec(workflow)



        
          
        

    

  


  

      

          @spec spec(module()) :: SquidMesh.Workflow.Spec.t()


      


Returns the normalized, serializable workflow spec.

  



  
    
      
    
    
      steps(workflow)



        
          
        

    

  


  

      

          @spec steps(module()) :: [SquidMesh.Workflow.StepSpec.t()]


      


Returns Spark step entities with runtime-resolved native step metadata.

  



  
    
      
    
    
      transitions(workflow)



        
          
        

    

  


  

      

          @spec transitions(module()) :: [SquidMesh.Workflow.Definition.transition()]


      


Returns normalized workflow transitions.

  



  
    
      
    
    
      triggers(workflow)



        
          
        

    

  


  

      

          @spec triggers(module()) :: [SquidMesh.Workflow.Definition.trigger()]


      


Returns normalized workflow triggers.

  


        

      


  

    
SquidMesh.Workflow.PayloadFieldSpec 
    



      
Spark entity for one trigger payload field.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.PayloadFieldSpec{
  __identifier__: term(),
  __spark_metadata__: term(),
  name: atom(),
  opts: keyword(),
  type: atom()
}


      



  


        

      


  

    
SquidMesh.Workflow.PayloadSpec 
    



      
Spark entity for a trigger payload block.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.PayloadSpec{
  __identifier__: term(),
  __spark_metadata__: term(),
  fields: [SquidMesh.Workflow.PayloadFieldSpec.t()]
}


      



  


        

      


  

    
SquidMesh.Workflow.SparkExtension 
    



      
Spark extension that defines the Squid Mesh workflow DSL.
The extension owns trigger, payload, step, and transition declarations. It
stores native SquidMesh.Step metadata when available and marks built-in or
raw Jido actions as explicit interop contracts so the compiled spec remains
inspectable without changing the runtime execution model.

      


      
        Summary


  
    Functions
  


    
      
        workflow(body)

      


    





      


      
        Functions


        


  
    
      
    
    
      workflow(body)


        (macro)


        
          
        

    

  


  


  


        

      


  

    
SquidMesh.Workflow.Spec 
    



      
Serializable, normalized workflow specification used to rebuild planner state.
The public workflow DSL compiles to the runtime definition used by durable
execution. This struct captures the same workflow shape as plain data so
planner state can be reconstructed without exposing Runic structs as public
API.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        validation_error()

      


    





  
    Functions
  


    
      
        validate(spec)

      


        Validates a workflow spec as data without loading workflow or step modules.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.Spec{
  definition_version: String.t() | nil,
  entry_step: atom() | nil,
  entry_steps: [atom()],
  initial_step: atom(),
  payload: [SquidMesh.Workflow.Definition.payload_field()],
  retries: [SquidMesh.Workflow.Definition.retry()],
  steps: [SquidMesh.Workflow.Definition.step()],
  transitions: [SquidMesh.Workflow.Definition.transition()],
  triggers: [SquidMesh.Workflow.Definition.trigger()],
  workflow: module()
}


      



  



  
    
      
    
    
      validation_error()



        
          
        

    

  


  

      

          @type validation_error() :: %{
  path: [atom() | non_neg_integer()],
  code: atom(),
  message: String.t(),
  details: map()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      validate(spec)



        
          
        

    

  


  

      

          @spec validate(t() | map() | term()) ::
  :ok | {:error, {:invalid_workflow_spec, [validation_error()]}}


      


Validates a workflow spec as data without loading workflow or step modules.

  


        

      


  

    
SquidMesh.Workflow.StepSpec 
    



      
Spark entity for one declared Squid Mesh workflow step.
A step spec captures the step name, implementation module or built-in kind,
runtime options, and contract metadata discovered while compiling the workflow
DSL. The runtime converts these entities into the durable workflow definition
shape used by execution and inspection APIs.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.StepSpec{
  __identifier__: term(),
  __spark_metadata__: term(),
  metadata: map(),
  module: module() | atom(),
  name: atom(),
  opts: keyword()
}


      



  


        

      


  

    
SquidMesh.Workflow.TransitionSpec 
    



      
Spark entity for one declared workflow transition.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.TransitionSpec{
  __identifier__: term(),
  __spark_metadata__: term(),
  condition: map() | nil,
  from: atom(),
  on: atom(),
  opts: keyword(),
  recovery: atom() | nil,
  to: atom()
}


      



  


        

      


  

    
SquidMesh.Workflow.TriggerDefinitionSpec 
    



      
Spark entity for one concrete trigger kind inside a workflow trigger.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.TriggerDefinitionSpec{
  __identifier__: term(),
  __spark_metadata__: term(),
  config: map(),
  expression: String.t() | nil,
  opts: keyword(),
  type: :manual | :cron
}


      



  


        

      


  

    
SquidMesh.Workflow.TriggerSpec 
    



      
Spark entity for one Squid Mesh workflow trigger declaration.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %SquidMesh.Workflow.TriggerSpec{
  __identifier__: term(),
  __spark_metadata__: term(),
  definitions: [SquidMesh.Workflow.TriggerDefinitionSpec.t()],
  invalid_fields: [SquidMesh.Workflow.PayloadFieldSpec.t()],
  name: atom(),
  payload: [SquidMesh.Workflow.PayloadSpec.t()]
}


      



  


        

      


  

    
SquidMesh.Workflow.Validation 
    



      
Compile-time validation and normalization for workflow modules.
This module keeps contract enforcement in one place so the DSL in
SquidMesh.Workflow can remain compact and declarative.

      


      
        Summary


  
    Functions
  


    
      
        derive_retries(steps)

      


        Derives workflow retry declarations from per-step retry configuration.



    


    
      
        entry_step!(definition, env)

      


        Returns the single workflow entry step for transition-based workflows.



    


    
      
        entry_steps!(definition, env)

      


        Returns the workflow entry steps or raises when the workflow declaration does
not define a valid entry set.



    


    
      
        initial_step!(definition, env)

      


        Returns the first step to schedule for runtime dispatch.



    


    
      
        normalize_triggers!(definition)

      


        Converts trigger declarations into the normalized runtime trigger shape.



    


    
      
        validate!(definition, env)

      


        Validates a compiled workflow definition and raises a compile error when the
declaration is invalid.



    


    
      
        workflow_payload!(triggers)

      


        Returns the canonical workflow payload contract derived from the trigger set.



    





      


      
        Functions


        


  
    
      
    
    
      derive_retries(steps)



        
          
        

    

  


  

      

          @spec derive_retries([map()]) :: [map()]


      


Derives workflow retry declarations from per-step retry configuration.

  



  
    
      
    
    
      entry_step!(definition, env)



        
          
        

    

  


  

      

          @spec entry_step!(map(), Macro.Env.t()) :: atom() | nil


      


Returns the single workflow entry step for transition-based workflows.
Dependency-based workflows return nil because they may declare multiple root
steps instead of one singular entry step.

  



  
    
      
    
    
      entry_steps!(definition, env)



        
          
        

    

  


  

      

          @spec entry_steps!(map(), Macro.Env.t()) :: [atom()]


      


Returns the workflow entry steps or raises when the workflow declaration does
not define a valid entry set.

  



  
    
      
    
    
      initial_step!(definition, env)



        
          
        

    

  


  

      

          @spec initial_step!(map(), Macro.Env.t()) :: atom()


      


Returns the first step to schedule for runtime dispatch.

  



  
    
      
    
    
      normalize_triggers!(definition)



        
          
        

    

  


  

      

          @spec normalize_triggers!(map()) :: [map()]


      


Converts trigger declarations into the normalized runtime trigger shape.

  



  
    
      
    
    
      validate!(definition, env)



        
          
        

    

  


  

      

          @spec validate!(map(), Macro.Env.t()) :: :ok


      


Validates a compiled workflow definition and raises a compile error when the
declaration is invalid.

  



  
    
      
    
    
      workflow_payload!(triggers)



        
          
        

    

  


  

      

          @spec workflow_payload!([map()]) :: [map()]


      


Returns the canonical workflow payload contract derived from the trigger set.

  


        

      


  

    
mix squid_mesh.install 
    



      
Installs Squid Mesh by creating its migration in the host application.
Usage
$ mix squid_mesh.install

This task creates one current-schema Squid Mesh migration in
priv/repo/migrations so the host application can run it through its normal
Ecto migration flow.
Backend-specific migrations are intentionally not copied. Squid Mesh assumes
the host application owns the delivery backend and worker loop used to call
SquidMesh.execute_next/1.

      




  OEBPS/dist/epub-4WIP524F.js
(()=>{var s=document.querySelector.bind(document),o=document.querySelectorAll.bind(document);function r(e){document.readyState!=="loading"?e():document.addEventListener("DOMContentLoaded",e)}var l="hll";window.addEventListener("exdoc:loaded",t);function t(){o("[data-group-id]").forEach(e=>{e.addEventListener("mouseenter",i),e.addEventListener("mouseleave",i)})}function i(e){let n=e.currentTarget,a=e.type==="mouseenter",c=n.getAttribute("data-group-id");n.parentElement.querySelectorAll(`[data-group-id="${c}"]`).forEach(u=>{u.classList.toggle(l,a)})}r(()=>{t()});})();




